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			Where there is no vision, the people perish.

			Proverbs 29:18


			Introduction
			Doom and Boom

			On December 7, 1941, an unprepared United States was attacked at Pearl Harbor, crippling much of the US fleet. Less than four years later, the US deployed a new and unimaginably destructive weapon—a weapon that, just a few years before, had been considered science fiction. 

			On May 25, 1961, John F. Kennedy promised that a man would walk on the Moon by the end of the decade. In July 1969, it happened. Many who witnessed this giant leap for mankind had been born before the invention of airplanes. 

			These two events were outliers, but suggestive ones. They represent a century during which humans routinely invented and deployed new and transformative technologies at breakneck speed. By virtue of these technologies—which included the radio, plastics, mass-produced automobiles, indoor plumbing, television, and most major appliances—life near the end of the 20th century would have been barely recognizable to those who lived at its beginning.

			From where we stand today, the period from the mid-19th to the mid-20th century seems like a heroic age. By comparison, ours is an age of stagnation. Median wage growth has slowed, inequality and income concentration are on the rise, political polarization has intensified, rates of debt and leverage have exploded, startup formation has decelerated, and geographic mobility has declined. While our slick screens and the virtual worlds they depict suggest an era of technological abundance, progress in the world of atoms, not bits, is in freefall. According to some of the best quantitative measurements available, the pace of technological improvement has halved. 

			We can also observe stagnation in less abstract statistics. For example, the top travel speed between New York and London rose steadily from the 18th century until the late 20th century as sail gave way to steam, which was then replaced by airplanes. Since the 1970s, however, top travel speeds have declined due to the retirement of the Concorde. The generation currently entering college grew up in a world that is, in one meaningful sense, slower than the world in which their parents lived. 1

			There are also worrying symptoms of scientific stagnation. Fields ranging from physics and neurobiology to cognitive psychology and quantitative finance have recently experienced a reproducibility crisis, wherein their findings have been impossible to replicate. Worse, multiple studies have shown that despite exponential increases in funding, nearly every scientific field is simply producing fewer breakthroughs. We’ve reached a point of diminishing returns, in which many areas of research produce noise but no signal and the cost of even minor innovations rises with no end in sight. 

			Qualitative evidence confirms these quantitative indications of technological and economic stagnation and decline. Futurists and science-fiction authors in the mid-20th century prophesied a world in which technology continued to improve at roughly its current pace. By the 2020s, they imagined, we’d have personal robots, be able to commute to Mars, and solve poverty, all while the workweek declined to 20 hours. Instead, Americans work roughly as much as they did 40 years ago. After the Manhattan Project and the Apollo program, whose major technological innovations—atomic bombs, nuclear energy, rockets, semiconductors—were largely physical, progress became increasingly confined to the virtual. 

			In postmodernity progress has occurred, to a large extent, through ever-improving technologies of simulation. One of the drivers of economic growth in the last half-century has been the observation that the real world of atoms can be described in sequences of bits. But as technologies of bit manipulation improve, the artificial worlds they create are improving faster than the real one. The philosopher Jean Baudrillard referred to this category as technologies of the “hyper-real”: simulacra that lack a referent and become substitutes for reality. In other words, instead of building the future, we are becoming better at developing increasingly realistic simulations of it. The words “progress,” “innovation,” and “disruption” have become empty signifiers, ritualistically evoked in pitch decks and advertisements to suggest “world-changing” “novelty,” “creativity,” or “originality.” Semantically, these words have become hollowed-out totems of a culture optimized for algorithmically enhanced engagement and excitement.

			It’s hard to deny the persistent feeling of cultural exhaustion and repetition that characterizes our era, which manifests, for example, in an eternal recurrence of sequels, prequels, and reboots. Culturally, the trend of decelerating technological progress and the slowdown in economic growth is reflected in the rise of dystopian sci-fi, which feeds a nihilistic sentiment of existential malaise and civilizational doom. Whether caused by malevolent artificial intelligence, climate change, or some other self-imposed disaster, the cultural consensus seems to be that humanity’s end is nigh.

			Why are we unable to replicate the rate of progress witnessed just 50 years ago? What can we do to build the future we were promised? In this book, we take an inductive approach to the problem. In a series of case studies, we reverse-engineer how transformative progress arises from small groups with a unified vision, vast funding, and surprisingly poor accountability. We track some of the most significant breakthroughs of the past 100 years, ranging from the Manhattan Project, which developed a new weapon and a novel power source; to the Apollo program, through which humans became a spacefaring species; to the development of semiconductors, which have seen efficiency improvements increase by a factor of roughly 33 million over the half-century since Moore’s law was defined; to the invention of Bitcoin, which introduced a cryptographically secure, non-sovereign form of money. 

			Across these disparate cases, we find that step-function improvements follow a J-shaped graph. To everyone but true believers, the initial stages of the endeavor look like wasted effort, but these early attempts ultimately deliver outsized gains. Mass adoption leads to lower incremental costs, which increases the number of viable use cases for a given technology. This method of invention, which could easily be dismissed as technological romanticism, doesn’t fit neatly within modern cultural norms, which favor relentless fine-tuning and incremental innovation. 2

			Perhaps even more surprisingly, we find that technological breakthroughs and scientific megaprojects share an underlying dynamic with financial bubbles in one very specific sense: they coordinate behavior to build a complex future. Against the standard view in economics and finance, which holds that speculative financial bubbles are intrinsically negative phenomena, we develop a model of bubbles as innovation accelerators. 3

			Ultimately, this book argues that bubbles, properly understood, have been the driving force in escaping economic stagnation, and will drive further advancements to come. While conventional economic wisdom holds that bubbles are wasteful and full of delusion, over the following chapters we build the case that the opposite is true—that in fact, only innovation-accelerating bubbles can prevent the apocalypse. (In Chapter 9, we’ll explain why this isn’t an exaggeration for dramatic effect—we literally mean the apocalypse.) Technological innovation is more driven by excess, exuberance, and irrationality than by cost-benefit analyses, rational calculation, and careful and deliberate planning. Reality-bending delusions are underrated drivers of techno-economic progress. In other words, a necessary enabling condition for technological progress, which ultimately fuels human flourishing, is what the Ancient Greeks called thymos, which often gets translated as “spiritedness”—a relentless drive to transcend the limitations of a listless present. 

			To be sure, most people understand bubbles to be destructive and destabilizing forces. From the Dutch tulip mania of 1637 and the South Sea Bubble of 1720 through the great stock-market crash of October 1929, 1987’s Black Monday, and the 2007–2008 financial crisis, speculative bubbles and market crashes are seared in our collective memory. Yet not all bubbles are wealth- and value-destroying events. By generating positive feedback cycles of excessive enthusiasm and investment, certain financial bubbles mobilize the capital necessary to fund disruptive technologies at the frontier of innovation and accelerate breakthroughs in science, technology, and engineering. Crucially, such bubbles decouple investment from purely rational, backward-looking expectations of economic return, which correspondingly reduces risk aversion. Therein lies our escape from the Great Stagnation.

			As we’ll argue in Chapter 1, a generalizable form of societal risk aversion is a key source of technological stagnation. Across nearly every aspect of society, we have an obsessive desire to eliminate risk and an irrepressible, almost romantic longing for safety. At universities, elites are selected into a series of schools and careers that promise them virtually unlimited choice. Go to Harvard, and you can pick any career; choose consulting, law, or banking, and you can work in any industry. In science, institutional incentives, such as citation-driven metrics and a funding process that rewards incremental science, reduce risk-taking. In culture more broadly, real-world risk-taking is substituted with virtual surrogates such as VR, video games, and the metaverse. 

			Meanwhile, we’ve developed an obsession with existential risks, from climate change to the rise of general artificial intelligence. In Silicon Valley in particular, AI safetyism has become so dominant that the obsession with alignment between humans and AI could, by inhibiting accelerated progress in the field, become an existential risk in itself. There’s a long list of examples of skepticism about technological progress, from the pseudo-environmental policy reactions against nuclear energy, to a backlash against fracking that implicitly treats some tons of CO₂ as worth tracking and others as worth ignoring, to fears that space exploration represents a form of escapism that denies (and saps funding from) more important terrestrial problems. These critiques demonstrate how the ideology of safetyism has itself become a civilizational danger. 4 In Part II of this book, we’ll show how bubbles, by coordinating the large-scale capital allocation that technological breakthroughs require, help us overcome our aversion to risk and open a path to a more advanced and prosperous future—one in which we overcome the existential risk of not making enough progress.

			One could argue that the Great Stagnation is already over. Indeed, several recent developments have resulted in a resurgence of techno-optimism, from the rapid development of novel mRNA vaccines against Covid-19, one of which was developed within two days of researchers posting the virus’s genome online; to the ability of DeepMind’s AlphaFold to predict protein shapes from their amino-acid sequences, one of biology’s most significant challenges; to the successful test launch of a SpaceX rocket intended to ferry humans to Mars; to the staggering advancements in generative AI models such as GPT. It begs the question: Do we really need more progress if this is what stagnation looks like?

			Without trivializing recent technological breakthroughs, we believe more evidence is needed to support the hypothesis that we’ve returned to a trendline of accelerated progress. Systematic surveys across fields still support the idea that there has been a general decline in the rate of technological advance. And on a more meta level, we have good reason to proceed as if progress is stagnating. If we accept that technological progress is already accelerating, this may induce complacency and reduce agency. The implicit conceptual model behind any unconstrained optimistic or pessimistic view of progress is that it is deterministic and automatic. According to many variants of techno-optimism or “doomerism,” progress just happens—either the Singularity arrives or civilization collapses. 5 But progress isn’t mechanistic. It is spectacularly singular and requires an explicit and unified vision of the future. In general, steady progress is the cumulative result of great bursts of progress in particular areas, which often create new technologies that take decades to roll out and perfect. Financial bubbles, technological developments, and even the rise of governments and religions demonstrate that social systems are inherently reflexive—that predictions, like self-fulfilling prophecies, can affect or create the reality they try to predict. 

			Importantly, our age is characterized not only by stagnation and risk aversion but also by a lack of vision and a crisis of meaning. That is, the Great Stagnation is not just a techno-economic but also a spiritual and cultural phenomenon. 6 While the present is dominated by a rhetoric of inexhaustible progress, there is a general crisis of meaning and a deeper lack of vision and commitment to building a genuinely better future. Unfortunately, a ritualistic invocation of the shibboleth of “innovation” hasn’t magically translated into actual human progress. 7 It’s telling that right after the Moon landing the use of the word “progress” started to decline and use of the term “innovation” took off, reflecting a linguistic narrowing that refers almost exclusively to developments in software and information technologies. 8 The contemporary “cult of innovation,” as philosopher René Girard called it, 9 seems to distract us from the fact that true progress has become an increasingly rare occurrence. Against the self-aggrandizing claims of “innovation”—often simply employed to sell a slightly improved beauty care formula, the latest software-as-a-service product, or any startup pitched as “X for Y”—we need to reclaim the meaning of innovation as a truly singular inflection point, a development that reorders the present and impacts the trajectory of the future. 

			If the root cause of techno-economic stagnation is essentially cultural and spiritual, then it becomes clear that a technological upgrade might not be enough to reverse the trend of civilizational entropy. We don’t want to sound overly pessimistic; we intend only to suggest that a broader cultural shift is needed to overcome stagnation.

			Institutional failures further reinforce the realization that there is more to progress than technology. While the Manhattan Project and the Defense Advanced Research Projects Agency (DARPA) gave rise to nuclear energy and the internet, there are myriad examples of how government policies can not only inhibit progress but also result in massive failures. Think of SpaceX and its fight against Department of Defense procurement policies that systematically favor well-connected aerospace and defense incumbents, or ARPA–Energy’s attempts to pick a winner in so-called cleantech by subsidizing a select few startups (including the solar panel manufacturer Solyndra, which imploded spectacularly in 2011 after the cleantech bubble burst). 

			It’s no wonder, then, that a nostalgic hopelessness, defeatist fatalism, or outright nihilism about the future has started to metastasize. On a deeper level, the absence of transcendental vision that characterizes our age has resulted in a general “future blindness,” in which the future has simply become the continuation of a never-ending present defined by uniformity, homogeneity, and a general lack of dynamism. 

			Over a decade ago, the visionary sci-fi writer Neal Stephenson lamented that “believing we have all the technology we’ll ever need, we seek to draw attention to its destructive side effects.” 10 This symptomatic “failure of our society to get big things done,” which he termed “innovation starvation,” has, as we will show in Parts I and III of this book, higher-order spiritual, cultural, and civilizational ramifications. In stark contrast to our visionless age, and against the common-sense conception of technology as intrinsically soulless and devoid of any higher meaning, Chapter 10 shows that the majority of the techno-scientific breakthroughs of the last hundred years—including nuclear energy, the space program, AI, genetic engineering, and Bitcoin—were, to a large extent, driven and shaped by deeply ideological, spiritual, and religious beliefs. Unless and until we recapture that transcendent dimension, we will never escape stagnation.

			Innovation-accelerating bubbles—which emerge around a definite, optimistic vision of the future—induce meaning, as participants in a bubble share the conviction that their pursuit, while uncertain, promises to realize something that transcends the present. A bubble is therefore not simply a collective delusion but an expression of a future that is radically different from now. This is what the current moment is missing, and what we hope to reestablish with this book. 

			While our diagnosis of stagnation and decline might appear pessimistic, this book’s assertion of agency is ultimately a positive one. Even when humans have achieved artificial general intelligence, escaped the limits of mortality, solved nuclear fusion, and colonized Mars, it will remain a moral imperative to warn about the civilizational dangers of stagnation and look past the present to construct a future that is radically better. We’ve written this book to develop, in a sense of exigency, a deeper understanding of the dynamics that govern technological innovation. Our aim is to learn from the past so we can create the future. As such, this book is an exhortation to take more risks and speed the transition from the Great Stagnation to the Great Acceleration. 

			If only one reader starts a new hard-tech company, contributes to a scientific breakthrough, or takes some other risk with a potentially high civilizational payoff—which, by the way, can also be artistic, literary, or philosophical in nature—we will have succeeded. While this metric could be dismissed as unambitious or simply a coping mechanism for our failure to build colonies on Mars, achieve nuclear fusion, or inaugurate the next cultural renaissance ourselves, we hope that at a minimum the reader takes away the following: It’s time to reclaim the meaning of innovation and make real progress. 

	
			
					1 Saifedean Ammous, “Slowdown: Aviation and Modernity’s Lost Dynamism.” The Journal of Applied Business and Economics 20 (2018): 201–210.

					2 As we’ll see in Part II of this book, this fine-tuning is useful, but it’s dependent on a series of step-function advances that require overcoming external skepticism, internal uncertainty, and scarce funding and talent. 

					3 The increasing frequency and magnitude of financial bubbles since the 1970s can also be interpreted as a symptom of stagnation. The absence of techno-scientific progress, coupled with an abundance of capital enabled by experimental monetary policies and a general scarcity of vision, has fueled many of the bubbles we’ve witnessed in the past few decades. But, as we’ll show, these bubbles, which are largely driven by financialization, low yields, and the lack of productive investment opportunities, need to be distinguished from innovation-accelerating bubbles.

					4 “Safetyism” could here be defined as the West’s cultural bias toward suppression of risk-taking and submission to a quasi-absolute form of safety that attempts to regulate and control every sphere of social interaction and techno-economic relation. 

					5 An example of this view is articulated by Steven Pinker, who makes the claim that global trends of health, prosperity, safety, peace, knowledge, and happiness are going up and to the right. See Pinker, Enlightenment Now: The Case for Reason, Science, Humanism, and Progress (London: Penguin, 2018).

					6 For an overview of the spiritual, cultural, and civilizational stakes involved in the perennial conflict between techno-optimism and techno-pessimism, see Marc Andreessen’s “The Techno-Optimist Manifesto,” A16z, October 16, 2023, https://a16z.com/the-techno-optimist-manifesto/.

					7 For most of history, there was no expectation of infinite techno-scientific progress. On the contrary, in classical antiquity, innovation was considered to be outright heretical and dangerous, as it destabilized the natural order of divine or moral sovereignty. In ancient Greek philosophy, there is a distinction between change (metabole) and innovation (kainotomia). Ancient philosophers such as Aristophanes, Xenophon, and Plato affirmed change as a divine or natural process that is gradual and continuous. The ancients rejected “innovation” as heretical and subversive precisely because it represented an intervention in the established divine or natural order. In our age, innovation has turned from heresy into idolatry. As we employ the term here, “progress”—in a politically agnostic sense—refers to a process or phenomenon that is positively connotated. For a history of the concept of innovation, see Benôit Godin, Innovation Contested: The Idea of Innovation Over the Centuries (New York: Routledge, 2015).

					8 As measured by Google’s Ngram Viewer, https://books.google.com/ngrams/graph?content=innovation%2Cprogress&year_start=1880&year_end=2019&corpus=en-US-2019&smoothing=1.

					9 René Girard, “Innovation and Repetition,” SubStance 19, no. 2/3 (1990): 11.

					10 Neal Stephenson, “Innovation Starvation,” Wired, October 27, 2011, https://www.wired.com/2011/10/stephenson-innovation-starvation/. 

			


		
			I 
Stagnation


		
			Chapter 1
			The Ideology of Stasis

		
		
			What happened to the future? Capitalism, it seems, is haunted by the specter of stagnation. While it may appear that technological innovation continues to accelerate, this is merely an illusion, sustained by and mediated to a large extent through our smartphones. In reality, we have entered an age of deceleration and decline. As one noted tech investor summed it up, “We wanted flying cars, instead we got 140 characters.” 11 

			The symptoms of technological, economic, and cultural stagnation can be detected everywhere. Some of the evidence is hard to quantify, but it can perhaps best be summarized by a simple thought experiment: Will children born today experience as much change as children born a century ago—a time when cars, electrical appliances, synthetic materials, and telephones were still in their infancy? Futurists and science-fiction authors once prophesied an era of abundant energy due to nuclear fission, the arrival of full automation, the colonization of the solar system, the end of poverty, and the attainment of immortality. In contrast, futurists today ask questions about how soon and how catastrophically civilization will collapse.

			Quantitative evidence indicates stagnation across various domains, including median wage growth, income concentration and inequality, rates of debt and leverage, political polarization, new business formation, and geographic mobility. Even the numbers that look good aren’t as good as they look: There’s more academic publishing than ever, but the impact of the median publication is rapidly declining. We’ve also seen deceleration in technological progress as captured by an important metric: total factor productivity. 12 A variable calculated from economic models, total factor productivity indicates the extent to which growth is a result of technological improvements as opposed to investments in labor and capital. You can try to estimate economic growth by tallying increases in hours worked and capital invested, but these estimates will inevitably have unaccounted remainders. This leftover econometric dark matter must be due to technology of one kind or another, which makes it possible to do more with less either by building new products from old materials or by organizing people more effectively. Growth in US total factor productivity, which averaged almost 2 percent per year from 1920 to 1970, has averaged less than 1 percent per year since then. 13 Based strictly on this measure, the pace of technological improvement has been cut in half.

			The West has also become more nihilistic. Based on an analysis of the Google Books Ngram corpus, the use of terms related to progress and the future has decreased by about 25 percent since the 1960s, while those related to threats, risks, and worries have become several times more common. 14 Culturally, too, there is a persistent feeling of exhaustion and repetition. How many Star Wars, Transformers, or Spider-Man movies do we need? Science fiction, meanwhile, no longer seems capable of optimism. Dystopian and nihilistic themes dominate. Even 2015’s The Martian, a paean to human ingenuity, spends a fair amount of time on NASA’s bureaucracy and internal politics. Machine-learning algorithms, trained on what we’ve watched before, determine what we see; pop music is stuck in an endless loop of repetition and nostalgia; and art and architecture are dominated by an aesthetic of generic conformity. 

			But while we can tolerate another uninspiring superhero movie reboot, we can’t accept stagnation in science—which, along with technology, constitutes one of the pillars of Western civilization. Despite increased funding and the efforts of a growing population of researchers to churn out more papers than ever before, science is suffering from diminishing returns. Hyper-specialization and bureaucratization are slowing down scientific progress such that instead of scientific breakthroughs, we get more grant proposals and press releases. Science and technology advances both in leaps and steady increments, but right now, we’re getting too much refinement and not enough revolution.

			Of course, there are still pockets of innovation. Computers are getting faster, at least in terms of hardware. Artificial intelligence performs unprecedented feats, albeit within the narrow domains for which it was constructed. Venture capital is flowing into AI at an unprecedented rate, and startups that work on fission and fusion reactor designs and supersonic jets are getting funded. Materials science continues to advance, biohacking has gone from fantasy to hobby, energy entrepreneurs have reversed the decades-long decline in American oil output, and Bitcoin is reengineering the civilizational substrate of money. Yet the rate of progress is much slower than it was in the mid-20th century. What happened? 

			Sources of the Great Stagnation 

			Dominant accounts of techno-economic stagnation focus on a single overarching explanation: The low-hanging fruit has already been picked. In his 2011 book The Great Stagnation, economist Tyler Cowen identifies three pivotal developments that accelerated technological progress: the cultivation of land, the exploitation of 18th- and 19th-century scientific breakthroughs, and the increasing value of education. In his 2016 work The Rise and Fall of American Growth, economist Robert Gordon argues that the technological innovations that fueled economic growth from 1870 to 1970, such as electricity, sanitation, medical inventions, the internal combustion engine, and the telephone, are unrepeatable one-offs. In other words, the singularity has already happened—the fundamental transformations of the 19th and 20th centuries that unlocked nature’s secrets through scientific breakthroughs in physics, engineering, biology, and chemistry and enabled one-off productivity boosts were outliers. According to this view, the rate of progress is now slowing down and mean-reverting to historical norms. We can call this the natural theory of stagnation.

			Breaking Cowen’s and Gordon’s arguments down, we detect four structural impediments to innovation. First is the dynamics of demographics: A combination of aging and low birth rates tends to result in slowed growth, since older people usually spend less than younger people and are less productive. 15 Families with kids also spend more, whereas younger people without children contribute less to economic activity. Furthermore, older people have high health care costs and pension liabilities. 16 A higher-order effect of these trends, as we’ll detail later in this chapter, is a rising societal aversion to risk and a culture that is increasingly cautious and complacent. 

			The second structural obstacle is a massive debt overhang, which is paralyzing the richer parts of the world. Coupled with demographic dynamics, massive social spending programs limit long-term investment in science, emerging technologies, and infrastructure. 

			Third is the declining return on education, which is reflected in a high school graduation rate that increased from 6 percent to 70 percent over three generations. Moving from a population that is largely uneducated to a largely educated one is a transition that can only occur once, so that future increases in education rates will only incrementally affect economic growth. There’s also evidence that the quality of education has deteriorated in some Western countries, as reflected by declining literacy rates. 

			The fourth and final structural factor is the environmental constraint on economic growth. Robert Gordon maintains that the 21st century must now compensate for growth rates catalyzed by the industrial revolutions of past centuries, which were not constrained by the environment. Today, economic growth must adapt to climate change and the ESG (environmental, social, and governance) rules that go along with it. While innovation in renewable and clean technologies could theoretically stimulate growth, Tyler Cowen argues that these “defensive” innovations would likely only sustain present living standards, because they focus on solving existing problems rather than creating something radically new and different. 17

			Another, quasi-defeatist version of the view that stagnation is inevitable holds that it is in some ways a symptom of success. As economist Dietrich Vollrath writes in his 2020 book Fully Grown, “slow growth, it turns out, is the optimal response to massive economic success.” 18 (Indeed, the book’s subtitle is Why a Stagnant Economy Is a Sign of Success.) Vollrath contends that techno-economic slowdown has resulted from a decline in fertility rates, which is correlated with an increased standard of living. The decline in fertility rates then triggers demographic and industrial transformations, including population aging and the transition to low-productivity service employment. In turn, these shifts result in a reduced human capital growth rate and increased spending on health care, which combine to tamp down economic growth. Applying this state-level argument to the individual, however, amounts to claiming that Jeff Bezos should have kept his hedge fund job rather than taking the risk of starting an online bookstore, or that Elon Musk ought to have enjoyed life as a successfully retired payments company founder rather than messing around with electric vehicles and rockets. A civilization that’s rich enough to enjoy resting on its laurels is also rich enough to invest in more growth.

			While the low-hanging fruit argument is plausible, it doesn’t fully explain the larger phenomenon of decline, stasis, and exhaustion we’re currently experiencing. Stagnation is occurring broadly, not only in the areas of economic growth and technological innovation but also in culture and science more generally. And while a robust case can be made for the natural theory of stagnation, the deeper problem is that this view is ultimately fatalistic. If we assume that technological, economic, and cultural stagnation is just a feature hard-coded into nature—if decline is just as inevitable as physical decay and death—why should we fight entropy? 19 Shouldn’t we just give up, acknowledge defeat, and accept the finality of stagnation and decline? Against such defeatist assumptions, which are built into versions of the natural theory of stagnation, we believe stagnation needs to be construed as a social, spiritual, and cultural problem to be solved. In other words, overcoming stagnation is a moral imperative. In contrast to the natural or physical theory of stagnation, the view we advance here is a continuation of what can be termed the social theory of stagnation. 

			Of course, the causes of stagnation are complex. But what these symptoms of stagnation and decline have in common is that they result from a societal aversion to risk, which has been on the rise for the past few decades. Societal risk intolerance expresses itself almost everywhere—in finance, culture, politics, education, science, and technology. Broadly, there seems to be a collective desire to suppress and control all risks and conserve what is at the expense of breaking the terminal horizon of the present and accelerating toward what could be. 

			What’s behind this collective risk intolerance? While there isn’t a single root cause, we can identify at least three intertwined factors that contribute to the risk aversion currently paralyzing the West. 

			First is the onset of total financialization, which resulted from the termination of the Bretton Woods system in 1971. Established in 1944, the Bretton Woods agreement imposed a monetary system of fixed exchange rates that were tied to gold. Effectively, it internationalized the gold standard, as the International Monetary Fund was tasked with coordinating between countries and intervening in capital flows with the aim of achieving exchange rate stability and equilibrating financial flows. But in 1971, due to increased public debt incurred by the Vietnam War, Great Society programs, and monetary inflation, it became too costly for the US government to back dollars with gold. As a result, the Bretton Woods system—and the convertibility of the US dollar to gold—was terminated. While President Nixon’s “closing of the gold window” was designed to be temporary, the resulting monetary system endured. 20 Divorced from gold’s physicality and unbounded from a reality anchor, the US dollar became a fiat currency—a virtual abstraction. The floating-fiat currency system ushered in the dawn of a new age of total financialization and dematerialized money. 

			This new monetary fiat regime had a cascade of effects, including high exchange rate volatility and inflation. More importantly for our purposes, the excessive creation of money enabled by a fiat standard had a profound impact on risk-taking. Because the continuous devaluation of fiat currencies increases what economists call time preferences—the preference for immediate utility and short-term consumption over delayed utility and long-term investment—there was a general discounting of the future. If we invariably prefer having something in the present to having it in the future, the expectation of a constant erosion in monetary value forces us to immediately spend fiat currency in the present. Conversely, the less the supply of a monetary medium gets inflated, the more we can expect it to maintain or even appreciate in value over time. This reduces our uncertainty about the future. The future gets less discounted, and long-term planning and investment becomes more likely. 21

			Instead of saving and planning for the long term, investors were forced to hunt for constant returns, which spawned an ever-intensifying sequence of financially destructive and socially destabilizing bubbles and crashes. Thus risk aversion has had the perverse effect of subjecting economies to escalating systemic threats. And, as we’ll detail later in this chapter, investors and central banks responded through risk-mitigating financialization, which exacerbated the destructiveness of financial bubbles.

			Another key factor for risk aversion is a phenomenon we’ve already mentioned: demographic change. The more societies age, the fewer risks they take. Virtually every country is experiencing rapid population aging. In 2019, there were more than 700 million people aged 65 and older around the world. This number is expected to double to 1.5 billion by 2050. Meanwhile, fertility rates are collapsing. The global total fertility rate declined from five children per woman in 1960 to 2.3 in 2020. 22 There are a few ways in which population aging affects societal risk aversion. Biology may be a factor, as older people have lower rates of the hormone testosterone, which is associated with risk-taking. 23 There is also robust evidence that testosterone levels are declining across a wide spectrum of the male population. 24 This general decline could be contributing to changing population dynamics, as falling testosterone levels are linked to rising rates of certain reproductive disorders and decreased sperm counts. 25 And while concerns about an impeding “testocalpyse” 26 might be dismissed as expressions of an outdated obsession with masculinity, some researchers worry that we have entered a catastrophic global fertility crisis. 27 This represents a species-level existential risk that almost no one talks about. “The current state of reproductive affairs can’t continue much longer without threatening human survival,” warns leading epidemiologist Shanna H. Swan. 28 

			These demographic factors also affect real interest rates. The supply and demand for long-term loans is heavily dependent on housing and savings. Older people tend to prefer fixed incomes, and new families need somewhere to live. When the population grows, the demand for new housing stock tends to raise long-term interest rates, while an aging population creates demand for long-term assets and therefore pushes those rates down. But lower rates raise the value of existing fixed assets—you can afford a lot more house when you borrow at 3 percent rather than 8 percent—which prices younger people out of the market. So there’s a vicious cycle wherein aging populations make housing more expensive, which slows family formation and further contributes to aging. 29

			Declining testosterone levels, falling fertility rates, and a rapidly aging population have compounded to create a self-reinforcing feedback loop that reduces societal risk tolerance. Older workers are shown to be less productive and experience reduced cognitive ability in areas such as problem-solving, making them less well equipped to take the risks necessary to develop radically new work. An aging workforce also makes it harder for ambitious younger workers to get promoted, a phenomenon that has been dubbed the “gray ceiling.” In the US, aging baby boomers have already driven the proportion of workers over the age of 55 above 18 percent. 30 These population dynamics put pressure on capital that might otherwise have funded innovation; it’s hard to spend money on promising but risky ideas when the ever-expanding social security system requires substantial investment. 31 What’s more, while seniors who don’t depend on pensions and health care subsidies can now accumulate wealth for much longer than people were historically able to, their marginal propensity to spend is low, suppressing demand. Someone who makes a billion dollars in a single year and spends $50 million of it on a new mansion is still saving 95 percent of their resources. Population aging thus contributes to concentrations of wealth. As a result, capital is less likely to fund novel ideas simply because so much of it lies dormant. 32 

			Finally, the low birth rate means that younger workers come at a premium, driving up wages and reducing spending elsewhere, including on innovation. As the economist Julian Simon famously argued in his anti-Malthusian response to two bestselling and highly influential environmental doomer manifestos—Paul Ehrlich’s The Population Bomb and the Club of Rome’s The Limits to Growth—despite limited or finite physical resources, continuous population growth and human ingenuity represents the ultimate resource for sustained technological progress. In less technical terms: More children and more families leads to more creativity and more novel ideas.

			The third factor driving risk intolerance is the tyranny of bureaucratization. Over the past few decades, bureaucratization has penetrated all social domains, from governments to universities to firms. Synchronous with the abandonment of Bretton Woods, the increase in bureaucratization—reflected in our ever-expanding corpus of tax and legal codes—coincides with the invention of word processing in the 1970s, which dissolved the human limitations of copying longform texts. Whereas the US Tax Code and the Code of Federal Regulations (CFR) were around 3.5 million words combined in the 1970s, the count has exploded to more than 10 million words in the intervening decades. 33 As a result, bureaucratic norms, organizations, and languages have become institutionalized, transferring more power to a managerial elite. This constant bureaucratization is paralleled by the desire for total quantification across government, business, and academia, wherein progress depends on meeting predefined metrics. Granted, risk management, which often requires quantification, has been critical for civilization’s progress; some have even claimed that advances in probability theory, which helps control risk, ignited the scientific and industrial revolutions that separated the preindustrial era from modernity. 34 But while quantification has contributed to increased managerial efficiency and scientific progress, our current desire to measure and control all risk has reduced our collective willingness to take any. 35 Instead of mastering uncertainty and embracing ambiguity, we quantify risk in hopes of eliminating it. This zero-risk bias not only impedes innovation, it can backfire. 36

			Examples abound that “greatness cannot be planned,” as the title of a 2015 book asserts. In it, researchers Kenneth Stanley and Joel Lehman argue that setting narrow objectives and measuring progress according to mechanical metrics can extinguish any spark of creativity and destroy the uncontrollable process of innovation, discovery, and invention at the outset. The history of business is littered with examples that refute the “myth of the objective.” 37 It took Nintendo almost a century to invent the iconic Super Mario Brothers; YouTube was initially envisioned as a video dating site; Slack started as an internal communication tool for programmers developing an online game. Greatness often doesn’t follow predefined milestones. Given that markets and technological systems are too complex and dynamic to fully quantify, top-down centralization is often doomed to fail, because information is more often distributed from the bottom up and at the edges of the system, as the canonical example of the free market demonstrates. 

			While full-on anarcho-capitalism might not be the best approach for running large tech firms or scientific megaprojects, it’s important to emphasize that hierarchical structures can be oppressive and that procedure overload often produces mediocre results, if not outright failure. As we show in Part II of this book, the Apollo program and the Manhattan Project were simultaneously decentralized and centralized, and benefited both from highly individualistic and collectivist cultures. But it’s vital to avoid at all costs the emergence of what philosopher Alexandre Kojève called the “universal and homogeneous state.” 38 At the corporate and nation-state levels, such top-down bureaucratic control is not only detrimental to techno-economic achievement but has also resulted in large-scale human suffering and death, as the last century demonstrates; consider the mechanization of war, or the state of economies controlled by communist and national socialist regimes. 

			The managerial drive to quantify, control, and eliminate risk has had a disastrous impact on science. In academia, citations have become the dominant metric for evaluating the quality of a scientist’s research. This has incentivized researchers to pursue incremental work that leads to numerous published papers rather than pursuing riskier exploratory projects that might result in no publications, no citations, and, therefore, no funding. The quantification of scientific productivity—its reduction to a simple and clean metric—rewards conformity and cultivates risk aversion. It’s no wonder, then, that a recent paper found that the larger a scientific field gets, the more progress in the field slows down. 39 The increase in published papers results in cognitive overload among researchers and reviewers, who fail to fully recognize and understand novel ideas. As a consequence, well-cited papers disproportionally attract even more citations, which decreases the probability that novel or disruptive papers will become highly cited. This dynamic is inexorably linked to the rise of hyper-bureaucratization. Hyper-bureaucratization, which appears in many domains, can be generalized as meta-Malthusianism: Success in any domain tends to make people repeat the process that worked before until they run into resource constraints.

			To be sure, technological, economic, and cultural stagnation and decline are highly complex and causally overdetermined phenomena. While there’s not one single cause that explains why the West started to stagnate across many dimensions or why we as a society have become more risk intolerant, we can trace the intertwined manifestations of stagnation, risk aversion, and hyper-bureaucratization to at least one common source: financial markets and the current monetary regime that resulted in an age of artificial growth. 

			The simulacrum of value: Hyper-financialization and financial nihilism

			When the US terminated the Bretton Woods agreement in 1971, the global financial system entered a new paradigm defined by an open system of intensified capital flows, untethered exchange rate volatility, and increasingly frequent and destructive financial crashes. Faster financial flows resulted in compounding deregulation—more restrictive financial systems were routed around and had to adjust to keep up. This led to a sequence of spectacular bubbles, including the savings-and-loans crisis of the 1980s, the crash of October 1987, the bursting of the Japanese real estate and stock market bubbles in 1991, the emerging-markets bubbles and crashes of 1994 and 1997, the collapse of the US hedge fund Long-Term Capital Management in 1998, the implosion of the dot-com bubble in 2000, the 2007–2008 financial crisis (which was initially driven by a global real estate bubble), and, more recently, the financial turmoil that followed the global Covid-19 shutdowns. 

			All of this financial chaos can be traced back to the termination of Bretton Woods. Hyper-financialization and interventionist monetary policies are not just expressions of risk aversion, they reinforce it. Superficially, there seems to be no issue here given that the past five decades have seen enormous gains in stock values. But these stock gains haven’t translated into productivity gains. After 1971, the divergence between hyper-financialized markets and the real economy accelerated, ushering in an age of artificial wealth and value fueled by exploding debt and leverage. For example, the United States’ national debt increased from $427 million in 1972 to more than $32 trillion in mid-2023. If interest rates and deficits don’t decline, it’s estimated that the cost of servicing America’s existing debt could reach $1 trillion by 2029, or 3.1 percent of projected GDP—more than will be spent on defense. And this is one of the more optimistic forecasts. 40

			Whereas wages historically financed consumption, following the termination of Bretton Woods consumption in the US started to outstrip wages. Similarly, cumulative real GDP growth and the growth of the S&P 500 diverged. Echoing the famous line from Marx and Engels’s The Communist Manifesto, under the regime of hyper-financialization, “all that is solid melts into air.”41 Over the past half century, large parts of the industrial base, infrastructure, and supply chains have been hollowed out, dissolved, or outsourced, and their maintenance replaced by the management of spreadsheets. Some of this is the result of the dollar replacing gold as the world’s default reserve asset. Non-US economies need US dollars, partly because the dollar is so dominant in global trade. (It’s hard to spend South African rand in Chile or Chilean pesos in South Africa, so typically two countries that don’t have widely used currencies will denominate their trade in some other currency, most often the dollar.) This means that foreign banking systems need dollar reserves, and their central banks need dollar-denominated assets, too. All of this can only be in equilibrium if the US is a net exporter of dollars—that is, if there’s a persistent trade deficit.

			Of course, this software-enabled “dematerialization,” which undoubtedly enhances efficiency, is a defining feature of technological progress. 42 However, the relentless optimization of the virtual at the expense of the physical has contributed to many of the symptoms of stagnation and decline we document here. Whereas microprocessor performance has doubled roughly every two years since 1975, and computation density has experienced sustained geometrical growth of approximately 35 percent per year for the past 50 years, crop yield, energy density, and transportation speed have more or less stagnated—or worse, declined. Since the late 1950s, transportation speeds have flatlined at around 0.85 mach. Compared to lead-acid batteries, the best battery technology available at the beginning of the 1900s, which had an energy density of 25 watt-hours per kilogram, the best lithium-ion batteries in 2022 had an energy density just 12 times higher, which translates to an exponential growth of only 2 percent a year. 43 Total global crop production, meanwhile, increased by only 28 percent, and in many areas, yields have either never improved, stagnated, or collapsed. 44 Today, AI-powered chatbots can help you book a flight to London while riding the New York City subway. But the subway infrastructure itself was built at the beginning of the last century, and the flight will take longer than it would have in the 1970s. The infrastructure of the world beyond our smartphones is deteriorating, if not collapsing. 45 Since the onset of hyper-financialization in the early 1970s, public investment in US infrastructure as a share of GDP has decreased by more than 40 percent. 46 

			How did we get to this point, where the markets tell us that wealth is expanding while outcomes in the real economy tell a dramatically different story? We have to start with hyper-financialization, which is a tool for suppressing volatility. The core assumption of the post-Bretton Woods economic regime is that the future should essentially be a continuation of the present—that volatility, be it financial, geopolitical, or macroeconomic, should be minimized with all sorts of instruments, including monetary policies, derivatives, leverage, and risk models. This explains why transactions in credit default swaps, share buybacks, and exchange-traded funds and other derivatives have exploded. As long as the status quo is maintained, these instruments, which are supposed to insure against volatility and risk, generate a steady stream of income. Until they don’t. As is the case with insurance, when something dramatic happens and all correlations go to one, such trades are exposed to extreme losses. 

			In trader lingo, markets are dominated by “short volatility” trades, which generate profits in a low-volatility world where the future looks like the present. 47 What enabled these short-volatility strategies were interventionist global central bank policies. Sometimes, the role of central bank intervention in driving low-volatility strategies is straightforward. For instance, the Fed responded to the dot-com crash of the early 2000s by lowering the Federal Funds Rate from 6.5 percent in 2000 to 1 percent in 2003 and 2004. This decision contributed to the explosion of financial derivatives like mortgage-backed securities and collateralized-debt obligations, which in turn inflated the real-estate bubble that burst in 2007. In other cases, the harmful influence is less obvious. When bubbles form, whether driven by central banks or some other source, the loose monetary regime of the post-Bretton Woods era allows central banks to come to the rescue. By supposedly smoothing out risks, central bank intervention creates enormous, innovation-killing market distortions. Since the Black Monday crash of 1987, each major financial crash has been followed by interventions of greater magnitude. Whereas the Fed held between $700 billion and $800 billion of Treasury notes on its balance sheet before the 2008 meltdown, assets reached $2.1 trillion in June 2010 due to quantitative easing, an unconventional policy whereby central banks stabilize markets and provide liquidity by buying government bonds or other financial assets. Accelerated by unprecedented interventions driven by the Covid-19 pandemic in 2020, the Fed’s balance sheet peaked in 2022 at around $8.3 trillion. At the time of writing, financial markets are still reeling from quantitative tightening, or the unwinding of the Fed’s portfolio, which is causing havoc in global financial markets. 

			Over the past decade, the unprecedented monetary experimentations of global central banks following financial volatility—immortalized in the “money printer go brrrrr” meme—have given rise to a “buy the dip” mentality among investors and traders. The presence of an omnipotent Fed as a price-insensitive and automatic buyer of last resort has spawned a multi-trillion-dollar short-volatility complex, in which the immediate future is projected to be like the present and the only direction for markets to go is up. Unfortunately, this reinforces the illusory belief among day traders and policymakers that financial risk has been eliminated. More importantly, market manipulations warp price signals, which are important components of risk-taking. The interest rate, or the price of money, is arguably the most important signal there is for deciding if or how you’re going to invest in the future. By interfering in a way that has mispriced risks, central banks have fundamentally distorted risk-taking, resulting in the misallocation of capital. Meanwhile, for countries that don’t produce a reserve currency, the paradoxical result is that they need to run a trade surplus in order to accumulate the dollars required to participate in the global trade and financial systems. So poorer countries end up with higher savings rates used, through many layers of indirection, to finance higher consumption in rich countries. This pattern has a profound effect on societal time preferences, which come to reflect a declining concern for the future. 

			We tend to discount the future. A dollar now is more valuable than a future dollar, which cannot be invested to compound more dollars and will, over a long enough time horizon, lose its future purchasing power to inflation. Economists call this the time value of money. Because of the relentless devaluation of fiat money that has occurred in the past five decades, we’re forced to become semi-professional hedge fund managers just to keep up with inflation.

			The abandonment of Bretton Woods means monetary value can no longer be stored over time. Instead of taking calculated risks with savings that have future purchasing power, the post-Bretton Woods system incentivizes a distorted approach to risk-taking. Under this model, you must chase almost every bubble and momentum trade just to preserve the present value of your money—which, consequently, exposes you to the existential risk of losing everything. Instead of incentivizing risk-taking and long-term investment in the deep future, enabled by savings that are protected against monetary debasement, the future gets progressively discounted and investing turns into a present-oriented form of day trading. These higher time preferences manifest in the simultaneous abundance of capital and scarcity of vision. Low interest rates are not used to invest in risky, long-term R&D but for large-scale share buybacks and dividends, which are essentially a way for company management to ask shareholders if they have any ideas for good investments. The massive cash holdings of some of the largest tech companies—Apple, for example, had around $112 billion worth of cash and securities on hand in early 2023—attest to the lack of ideas regarding how to invest in the future. Microsoft, Apple, and Alphabet, it seems, don’t know what to do with their money anymore. 

			The impact of low rates can sometimes be paradoxical. In one sense, they’re a sign that the supply of money exceeds the demand for applying it to interesting problems. So low rates do subsidize more forward-looking companies; mathematically, the further out in the future a company’s profits are, the more valuable those profits get when interest rates decline. It’s tempting to say that low rates actually promote investment in the sorts of productive projects the world needs. The trouble is that low rates indiscriminately encourage long-term projects, while the biggest episodes of wealth creation come from building on a single theme. A low-rate environment does make a fusion power company or an experimental anti-aging drug more fundable, but it also means that those companies are competing with every other project with a potential long-term payoff. 48 

			One way to think about low interest rates is that from a financial perspective, they make everything happen at once. If one dollar in 10 years is worth about as much as one dollar today, the timing of profits doesn’t matter. But everything is not what needs to happen; the bubbles and megaprojects that produce transformative innovation are specific events. Initially, these developments resist categorization because they occur before there’s even a defined category, sector, or industry for them. The atomic bomb preceded the “defense space”; the “space industry” emerged decades after Apollo; “crypto” followed Bitcoin. What does accelerate progress is a concentration of effective people working on adjacent problems. Real growth is woven from specific threads. Of course, some technologies are generally applicable—anything that radically reduces the cost of energy, communication, or computation will have spillover effects just about everywhere. But to say that low interest rates benefit general-purpose technologies is to implicitly outsource the biggest question—which general-purpose technologies?—to nobody in particular, and to assume that the principal bottleneck is a lack of funding.

			Another manifestation of higher time preferences is the rise of passive investing and indexing, which have radically altered financial markets. Passive investing strategies replicate the performance of financial indices, such as the S&P 500 or the VIX volatility index. In other words, the $26 trillion or so invested passively does nothing more than slavishly imitate an underlying financial index. These trillions ride on the premise of market efficiency, a fundamental tenet of modern finance theory that holds that prices incorporate all available information, so outperforming the market is essentially impossible. Yet passive investing destroys the price discovery process. No risks are taken and no investments are made based on a determinate vision of the future, because all that matters is the size of a stock or derivative and whether it will get included or excluded from an index. As a result, financial markets have become homogenized, dominated by a few passive strategies that trigger self-reflexive and self-perpetuating feedback dynamics. Volatility, for example, which is itself driven and therefore distorted by passive investing, becomes an input for various other strategies, such as volatility targeting. Markets dominated by passive investing also reinforce concentrated ownership by the largest megafirms. Perversely, while based on the assumption that markets are highly efficient, the rise of passive investing makes markets less efficient and more sensitive to extreme financial events. 49

			Beyond moral hazards and time preferences, zero-risk policies, which are often guided by the illusory belief that spontaneous commercial self-organization can be micromanaged by government decree and macroeconomics, fail to recognize the deeper and more far-reaching social and cultural implications of the widely celebrated Schumpeterian “creative destruction.” 50 While “creative destruction” has become another empty buzzword, Schumpeter’s term refers not to an incrementally upgraded chatbot or social media app, as is commonly assumed, but to the violent destruction of entire industries, infrastructures, occupational categories, and financial systems. Creative destruction can render industrial capital instantly obsolete. These disruptive events of massive capital destruction, which are characteristic of technological revolutions, register as episodes of drastic destruction and social turmoil. They can’t be quantified as “growth,” or other homogeneous quantitative aggregates or high-level abstractions, such as “demand,” “GDP,” “land,” “labor,” and “capital,” that tend to dominate standard economic theory and macroeconomic policy. On the contrary, policies designed to preserve or optimize abstract macroeconomic aggregates, such as “wealth” or “employment,” tend to inhibit the vital process of constant industrial revolution—which, according to Schumpeter, involves the perpetual creation and destruction of concrete, machines, material infrastructures, and industries. Consequently, “creative destruction without destruction,” “capitalism without bankruptcy,” and “risk without consequences” essentially amount to Christianity without Hell. 51 And since Hell is not an attractive political pitch, the technocratic policies of perpetual risk suppression constantly create more systemic risk the harder they attempt to annihilate it. Naturally, eternal stagnation is preferred over economic collapse, which is not a political option. Stagnation, in other words, is a choice. 

			The postmodern philosopher Jean Baudrillard was not primarily thinking about finance when he came up with the idea of hyperreality, but the term is apt in this post-Bretton Woods universe, where hyper-financialization and central bank intervention have created the financial low-volatility complex. Baudrillard defines hyperreality as “the generation by models of a real without origin or reality… a liquidation of all referentials.” 52 Hyperreality is a representation, a sign without an original referent. The dissolution of Bretton Woods severed financial markets from fundamental economic reality. Virtualized financial markets, increasingly self-referential and recursive in nature, diverged radically from the real economy. Under Bretton Woods, in which financial speculation was anchored to the physicality of gold, recessions caused market crashes. Now a market crash no longer signals a recession—it becomes the recession itself. 53 Representation and referent collapse into each other; the signifier becomes the signified. Or, as Baudrillard puts it, “truth, reference, objective cause have ceased to exist.” 54 

			As we have seen in the past few years, the dissociation of the real economy from global financial markets expresses itself in a form of financial nihilism. Who needs fundamentals when all that matters is inclusion in an index? Why try to pick winners if the Fed is here to rescue the markets and everything will go up? The most extreme expression of this disconnect from economic reality is the rise of meme stocks and corresponding FOMO (fear of missing out) and YOLO (you only live once) investing strategies. 55 Financial markets have entered the age of the simulacrum, which substitutes the “signs of the real for the real.” 56 As Baudrillard defines it, referencing Ecclesiastes, the simulacrum “is never that which conceals the truth—it is the truth which conceals that there is none. The simulacrum is true.”

			But it’s not just financial markets. Western culture itself has been fully absorbed into the simulacrum—a phenomenon that is inextricably entangled with the Great Stagnation. 

			The Last Man: Simulation and stagnation 

			Stagnation, and the societal risk aversion at its core, also manifests in popular culture. The signs of cultural sclerosis are everywhere and manifold, but our age of simulation tends to conceal them. 57 Spreadsheets and machine-learning algorithms, trained on what has come before, dictate what gets made based on what has worked in the past. Whereas the last century brought radically different and almost incommensurate phases in art, architecture, literature, and film, the past three decades have been characterized by a “recession of novelty” 58 and a period of increasing homogeneity.  59 When there are attempts at creativity, they are often trapped in recursive loops of self-referential recycling and nostalgia. The first, genre-defining Matrix and Terminator films deteriorated into uninspiring franchises; the 2017 sequel to 1982’s visionary Blade Runner was praised largely for its retrofuturistic aesthetics. Sentimentality and nostalgia can also be tracked in the shifting language of literature. One analysis of Google Ngram data found that the use of sentiment-laden words such as “feel” or “believe” in texts uploaded to Google Books declined systematically after the year 1850, while words that are rationality coded, such as “determine” and “conclusion,” increased. This pattern reversed in the 1980s and accelerated around 2007, when emotion-laden language started to resurge. 60 This suggests that the accessibility of information enabled by the internet has not necessarily increased rationality but instead boosted sentimentality, evincing a societal shift from external-facing ambitions to more subjective and individualistic concerns. At the same time, our culture fetishizes authenticity, the singular, and the intense. There’s a constant enunciated desire for variety. 61 This need for novelty is shallowly satisfied by the algorithmic intensification of perception, consumption, and simulated experiences, whether in cyberspace or through mind-augmenting substances. Virtual surrogates of risk-taking have replaced actual risk-taking. Empire-building is restricted to strategy games, romantic conquests are substituted with virtual-reality porn, and the drive for greatness and heroism is passively sublimated into the latest Marvel movie. 

			It is unsurprising, then, that there has been accelerated innovation in technologies of simulation. As the anthropologist David Graeber noted, instead of engineering the future depicted in science fiction, technologists have built devices that better simulate the future. 62 Although they are marketed as providing intensity and novelty, hyperreal technologies, in which reality and simulation dissolve, sublimate our propensity to take risks into virtual, often commodified experiences. Instead of making a sacrifice, you can simply restart the simulation. 63

			Similarly, our conception of the future has become pessimistic and unambitious. Whereas the Star Trek series, which first aired in 1966, envisioned a techno-optimistic future of space colonization, warp drives, transporters, molecular replicators, and time travel, today’s simulations are darker and more dystopian. Space, famously dubbed “the final frontier” in Star Trek, turns into an abyssal source of horror in films like Alien. Instead of boldly going where no one has gone before, our current spacefarers desire nothing more than to return from the darkness of space into the comfort zone of Earth—think of 1995’s Apollo 13, 2013’s Gravity, and 2015’s The Martian. 

			Immediately after the Moon landing in 1969, Woodstock happened, and the Space Age gave way to the New Age. This striking observation, by the venture capitalist Peter Thiel, 64 represents the broader turn to subjective spirituality and interiority that took place in the 1970s and continues to this day. This shift coincided with a general movement toward escapism and a loss of ambition and hope for the future. The technological sublime that the Apollo mission represented was replaced by meditation, yoga, and individualistic forms of spirituality. The infinite frontier of space collapsed into the solipsistic horizon of the self. Experience became the supreme value of existence and was no longer ordered around conceptions of the absolute, eternity, or truth. 

			Welcome to the age of spirituality without religiosity. It’s no longer God, the afterlife, or glory that provides ultimate motivation and meaning. Rather, we look for an intensification and enhancement of experience that compensates for the void of transcendence and the sacred in our lives. We’ve shifted fully into the “universal economization of spiritual life,” 65 which seems to have peaked with the proliferation of meditation apps and the rise of a priestly caste of pseudo-spiritual TikTok influencers. 

			While meditation and yoga certainly have their benefits, this retreat into the sanctum of the self reflects a scaling down of our ambitions. With no definitive vision to guide and structure action on an individual or societal level—with perpetual self-optimization replacing the hope for transcendent redemption and the promise of salvation—this shift toward interiority means there is no exit from an “eternal present.” 66 The return to more individualized modes of spirituality and therapeutics may even be a symptom of a broader cultural form of collective depression: A large-scale study of 14 million works of literature published over the past 125 years in English, Spanish, and German found that over the last two decades, textual analogs of cognitive distortions, including disorders such as depression and anxiety, have surged well above historical levels—including during World Wars I and II—after declining or stabilizing for most of the 20th century. 67 It is perhaps unsurprising, then, that the use of antidepressants and the practice of self-medicating via hallucinogens and pacifying drugs like cannabis are steadily on the rise. 68

			The outcome of such hyper-subjective interiority is an elimination of the need to take risks or make sacrifices. 69 It is a condition much like that of Nietzsche’s “last man” in Thus Spoke Zarathustra. An incarnation of complacency, risk aversion, and comfort, the last man’s drive for self-preservation overrides any thymotic desire, the “spiritedness” that gives rise to idealistic selflessness, moralistic self-sacrifice, courage, and honor. 70 In the last man, the desire for excellence or achievement dissolves. So do the concepts of sacrifice, glory, and courage. (“Real are we entirely, and without belief or superstition. Thus you stick out your chests—but alas, they are hollow!” 71) For Nietzsche, the last man is the primary product of the secularizing, mechanizing, and rationalizing forces of modernity, which are “crushing, stifling, and ruining” the human spirit. 72 Modernity is characterized by an inexorable, accelerating descent into nihilism, an inescapable “horizonlessness.” Without a horizon defined by a system of values, transcendent rules, or an ethical program, modernity is suspended within an abyss of meaninglessness. 73

			The last man’s nihilistic lowering of ambitions anticipates many of the symptoms of stasis and stagnation that haunt Western civilization today. The stagnation, decline, and exhaustion that characterize the postmodern condition can be reinterpreted as an inescapable consequence of the absolute material abundance that modernity created—a reaction Nietzsche himself anticipated. “Give us this last man,” the people shout in Nietzsche’s parable, “turn us into these last men!” 74 In this view, apathetic consumerism, hedonistic spirituality, and nihilistic complacency could be side effects of the relentless capitalist acceleration that occurred until the early 1970s. Thymotic energies have been converted into consumerism and suppressed by a total immersion within the hyperreal.

			Another cause of cultural stagnation, which we’ve discussed in the realm of pop culture, is the drive toward homogenization and the rise of conformity. 75 While he wasn’t referring to Instagram-inspired facelifts or formulaic movie and video game franchises, philosopher Martin Heidegger described the defining metaphysical feature of technology as the ever-expanding homogeneity it generates. 76 At the core of his critique is technology’s capacity to annihilate distance: “Everything gets lumped together into uniform distancelessness.” 77 The instantaneousness inherent in technology, Heidegger argues, makes it impossible to fully experience the world outside of these technologies. This critique has become even more salient in an age of social media and dating apps that reduce reality to appearance, and of virtual information flows and all but instantaneous video calls, direct messages, and push notifications that more or less annihilate any residuum of distance. 78 Technology collapses the multifaceted human experience into a one-dimensional metric: How many likes did I get? And while most “terminally online” readers will likely share the experience of information overload and emotional overwhelm, 79 for Heidegger, technology’s instantaneousness reveals an even more frightening potential: “Is not this merging of everything into distancelessness more unearthly than everything bursting apart?” 80 Live-streamed atrocities that fuel the archaic logic of revenge, automated high-frequency trading algorithms that trigger flash crashes, and the capacity of atomic weapons to unleash a nuclear holocaust all illustrate the “dromology” of the “machinery of communication”—or how quickly and relentlessly technology can perpetuate chaos and violence. 81

			With the collapse of distance also comes the flattening of difference. While our culture fetishizes novelty and diversity on the surface, the universalizing and totalizing nature of technology erases radical difference on a deeper level, only to preserve distinctions without real differences. 82 As the endless scrolls of Instagram, TikTok, and X (formerly Twitter) illustrate so powerfully, the more we try to be different, the more we become the same. And the more similar we become, the more everything starts to “escalate towards extremes.” 83 We can try to differentiate ourselves by sharing more about ourselves than we ever would offline—a behavior some cognitive psychologists call “benign inhibition”—or by disinhibiting ourselves in ways that give rise to antisocial behavior and can even lower the barriers to real-life violence, a condition referred to as “toxic disinhibition.” 84 Given social media’s propensity to accelerate and intensify such online disinhibitions, Instagram might turn into Instawar faster than we expect. 85 

			Likewise, the “tyranny of the others,” which Heidegger identified a century ago, 86 is today intensified, amplified, and reinforced by algorithms. 87 Contrary to early techno-utopian visions and cypherpunk ideals, the internet, under the rule of an oligarchy of monopolistic tech firms, has become a conformity-generating machine of control. 88 Attention, one of today’s scarcest resources, gets routed toward likes, comments, and shares to create a constant stream of dopamine-triggering stimulation that translates into quantifiable “engagement.” Beneath the surface of the slick user interfaces, the hard-coded flows of attention and information are controlled by the logic of preferential attachment. What already has a lot of likes will get even more, reinforcing the homogeneity of thought and content. As Guy Debord, who distilled the dynamics that governed cyberspace decades before it existed, wrote, “That which appears is good, that which is good appears.” 89 

			Fusing the economies of capital and desires—the “libidinal economy,” as Jean-François Lyotard calls it 90—the internet tends with irresistible momentum toward exponential conformity. Because ads, search, and social media are all optimized for popularity and engineered for virality, desires and opinions converge on whatever consensus dominates the echo chamber. Even the massive political polarization we’re currently witnessing is an expression of algorithm-driven conformity, as platforms nurture the consensuses that define political extremes. The cybernetic outrage machine rewards those who reinforce extremes by supplying dopamine and engagement. Meanwhile, divergent opinions are algorithmically filtered out. Recommendation engines and moderation policies continuously channel, regulate, and modulate desires, opinions, and information according to likes, retweets, and reposts, or whatever dogma rules the present. And deviations from orthodoxy—political, scientific, medical, or otherwise—can lead to cancellation. 91 Consequently, dissent and variance have a high cost in terms of social capital. And the same algorithms that magnify content tend to strip it of context; a remark that’s anodyne in context can sound horrific outside of it, so content tends to get more viral as it gets less accurate. 92 Fear of this dynamic naturally rewards a form of self-censorship that lowers our collective tolerance for radically novel or heterodox ideas. Or risk, for that matter. 93 

			A 15th-century visitor to Constantinople, the ancient capital of a dying empire, remarked that the citizens were not obsessed with the existential threats to their lives but with obscure theological debates: “If you ask a man to change money he will tell you how the Son differs from the Father. If you ask the price of a loaf he will argue that the Son is less than the Father. If you want to know if the bath is ready you are told that the Son was made out of nothing.” 94 A visit to a modern college campus might produce a similar observation. Higher education is now the site of an irresistible drive to moralize and politicize everything, which in turn imposes self-censorship and a risk-averse culture. The polarization and partisanship that characterize politics today renders every dimension of existence, from science to education to sexuality, into a zone of irresolvable ideological conflict, subjecting society to constant moralizing resentment. These domains are important, and just about everyone has an opinion on them. But social media makes it simultaneously easier to be exposed to the dumbest version of any opinion one disagrees with and harder to find reasonable arguments. In theory, everyone wants moderation, but in practice, people actually want a moderate-sounding voice that aligns with their views; it’s worth noting that both Vox and Fox News have used branding that is explicitly centrist but implicitly partisan.

			Risk aversion is not just a side effect of the culture wars raging on university campuses. Even before they get absorbed into the apparatus of higher education, many students have already been subjected to a clinical version of imposed conformity. Behavior that deviates from the normative structure of the education system becomes pathologized, often subsumed under an abstract diagnosis and treated with medication. 95 Later in a student’s academic career, risk aversion becomes a response to the economics of higher education. Since the financial crisis in 2007, student debt in the US has increased by 144 percent to around $1.7 trillion. 96 It’s not surprising, then, that students have become more risk averse in selecting their majors and subsequent career paths. Education has become a portfolio-optimization problem. Harnessing the terminology of finance, education gets “diversified,” “leveraged,” and “optionality maximized.” The irrepressible desire for optionality results in the perpetual deferral of decision-making. Making a decision—collapsing a range of possibilities into one actualized instance—requires taking risks. In contrast, optionality—often sustained by what Debord has called the “false choices offered by spectacular abundance” 97—conceals a deep risk intolerance. Instead of taking bold risks, it’s safer to follow the pre-programmed career trajectory that leads from Harvard Business School to McKinsey or a big tech firm. 98 

			And what of science? Sadly, the push toward risk aversion, homogeneity, and conformity—supercharged by hyper-financialization, bureaucratization, and accelerating demographic shifts—afflicts it, too. 

			Stagnating science: The tyranny of the scientific method and epistemic anarchy 

			The exponential growth in scientific knowledge, and the myriad technological innovations it has spawned over the past two centuries, has given rise to the expectation that scientific progress will continue to accelerate. Superficially, this remains the case—there have never been more journals, papers, and scientists. But a deeper analysis reveals that even science exhibits the symptoms of techno-economic stagnation.

			Scientific productivity has significantly declined over the past decades. Today’s scientific advances cannot be compared to past scientific revolutions. Even in fields where there’s still robust progress, current scientific advances require far more research effort and funding than their predecessors did. Drug discovery in biotech, for example, is becoming slower and more expensive over time. The cost of developing novel drugs doubles every nine years, an observation referred to as Eroom’s law. 99 In essence, the forces that govern scientific progress invert the dynamics that gave rise to Moore’s law in the semiconductor industry. 100 

			What explains this decline in scientific innovation? We identify three trends. First is the tendency toward scientific risk aversion and conformity: The current institutional system that organizes scientific research is structured in a way that rewards and instills orthodoxy. Second is the ever-expanding bureaucratization of science, which has resulted in the disturbing finding that researchers spend more than 40 percent of their time compiling and submitting grant proposals. 101 These two trends are accompanied by an increasing drive toward the third: hyper-specialization. Researchers and academics have to become ever more specialized to make progress in an ever-narrowing field of study or research. Scientific hyper-specialization is, to some extent, an inevitable consequence of the success of scientific progress. Due to the exponential accumulation of scientific knowledge over the past three centuries, specialization has become a practical necessity because it reduces the cognitive load that researchers in any given scientific field face. 

			The key question that emerges from considering these three trends is whether scientific stagnation arises because of cultural and institutional factors, such as the current incentive structure of science, or whether science itself is approaching an intrinsic epistemic limit. Is the epistemic closure of the scientific frontier unavoidable? This is a matter of debate, but in our view, what prevents us from making more scientific progress is not some fixed natural limit to scientific knowledge but rather the institutional structure of science itself. Put another way, we are seeing a lot of what the philosopher of science Thomas Kuhn called “normal science”—science without any revolutions. 102 

			Kuhn posits that scientific innovation progresses through revolutions, or “paradigm shifts.” In this framework, the steady and continuous process of scientific development—that is, normal science—is sporadically disrupted by scientific revolutions. These are catalyzed by the emergence of “anomalies,” which are incompatible with the existing paradigm that dominates normal science. A scientific revolution follows a crisis when a novel paradigm, which is “incommensurable” with the practice of normal science, supersedes the previous paradigm. For Kuhn, it is entirely possible that science could enter a state of eternal normalcy in which the scientific decoding of the “book of nature” has exhausted itself. In this scenario, there will be no further revolutions and revelations. Instead, all that remains is permanent “puzzle solving,” or the fine-tuning of existing scientific theories and models.

			We are highly skeptical that the “book of nature” has been exhausted and there are no secrets left to unlock. But within scientific institutions seized by the forces of stagnation, that certainly appears to be the case. The projects that receive funding, get published, and attract citations are incremental “one to many” improvements rather than radically novel “zero to one” innovations. 103 Why? Again, we can trace this slowdown in scientific progress to a system that stimulates and rewards risk aversion.

			A core driver of the rise of scientific risk aversion is the dominance of citation-driven metrics to evaluate scientific research. This trend is inextricably linked with the continued bureaucratization of science, which demands the total quantification of scientific production. Scholarly journal publications and citation measures, which Google Scholar has made easier than ever to track, have become the dominant factors in publication, grant-making, tenure, and promotion decisions. An inevitable consequence is a bias toward incrementalism, as crowded scientific fields attract the most citations. High-risk, exploratory science gets less attention and less funding because it is less certain to lead to publishable results. Reducing science to a popularity contest is a good way to ensure that breakthroughs never happen. When they do happen, it is often in defiance of risk-averse, citation-counting bureaucrats. For example, the discovery of clustered regularly interspaced short palindromic repeats, better known as CRISPR, began as an area of basic research, only later becoming the basis of a technology that can be used to edit genes. It took more than 20 years for the world to recognize CRISPR’s promise. For a long time, research on the subject didn’t attract many citations. As recently as 10 years ago, leading scientific journals rejected papers on CRISPR that would ultimately help win its discoverers the 2020 Nobel Prize in Chemistry. A major scientific breakthrough essentially occurred while no one was looking.

			The case of CRISPR demonstrates how important it is to give scientists time to develop novel ideas, even as novel research struggles to gain acceptance by the scientific community. Investment in the exploration of radical ideas, which are often high-risk and without apparent and immediate application, is critical for enabling future breakthroughs. But it’s precisely the high-risk and exploratory stage in the scientific process that doesn’t get rewarded or funded by the citation-driven institutional system of contemporary science. In the current regime, scientific “progress” requires quantifiable criteria to rationalize and justify funding. 

			As citation emerged in the 1970s as the dominant measure of scientific productivity, researchers became more conservative—a shift that coincided with the larger techno-economic slowdown. A large-scale analysis of millions of papers and patents published over 30 years in biomedical chemistry revealed that most published research on chemical relationships “connect chemicals that have already been connected… Chemicals in disconnected components are next most frequent. All other distances are extremely rare.” This suggests that “scientists pursue progressively less risk,” the authors wrote. 104 

			But it’s not just the researchers—the policymakers and grantmakers responsible for funding are highly risk averse, too. In fact, it’s these administrators, policymakers, and bureaucrats who instill risk aversion in the scientists. 105 Collectively, funders ignore high-risk research projects and proposals, a major reason why breakthrough science is becoming more rare. What gets funded are conservative research projects that primarily build on established science. The obvious rejoinder is that publishing a highly innovative or risky idea will get more citations than publishing the results of incremental research. Yet taking this approach is dangerous because attempting high-risk science means potentially failing to win grants and get published, which can end careers. 

			In sum, systematic evidence showing the decline of scientific progress doesn’t imply that we have unlocked all of nature’s mysteries. Rather, it shows that the causes of scientific stagnation are institutional. Science’s bureaucratic and administrative systems, which are optimized for incremental research, don’t incentivize high-risk research. These systems don’t allow scientists to try, fail, and try again. 

			One imaginable solution to this problem is to do more science. If lots of research is happening, important discoveries will occur, right? Not necessarily. A recent large-scale study that examined 1.8 billion citations in 90 million papers across 241 scientific subjects found that scientific progress slowed as scientific fields grew. 106 As the number of scientific publications explodes, cognitively overloaded researchers and reviewers need to resort to citations to assess the constant flow of information and data. The result is that the papers that get published are the ones that cite more existing research, particularly research that forms a canonical point of view that a reader can easily recognize. Novel ideas, which don’t fit within a well-established canon, are significantly less likely to be produced, published, and widely read. This self-reinforcing dynamic fuels the logic of preferential attachment that controls scientific research, as each newly published paper disproportionately adds citations to papers that are already well cited. And as the arrival rates of papers and ideas increase, it becomes harder for new ideas to penetrate the canon. Consequently, truly disruptive research remains on the fringes of scientific paradigms, which ossify as fields grow larger. Science starts out as a discovery problem, but as fields mature it turns into an information-organization problem.

			The obsession with citations and other quantitative metrics for evaluating scientific productivity reinforces the trend toward scientific hyper-specialization, which also promotes risk aversion. Specialization may be effective for reducing cognitive overload, but it also causes scientific expertise to become myopic. If you’re mastering a domain within a subfield of your discipline, how can you keep up with what’s going on outside your subfield, let alone outside your discipline? The consequent diminishing of the frontier marks a regression to epistemic nihilism, which abandons any attempt to construct a universal and synoptic knowledge of nature. After all, a project like that would never result in publication, citations, funding, or a tenure-track position. 

			Another source of increasing scientific risk aversion, which compounds the effects of specialization and citation obsession, is the aging of researchers. As scientific knowledge accumulates exponentially, it takes more time to get up to speed in a scientific field. Since the 1970s, the amount of time the average bioscience PhD spends in graduate school has increased from five to eight years. 107 As researchers get older, however, their productivity declines, a finding replicated by many studies. A large study analyzing more than 244 million scholars who contributed to 241 million articles over the last two centuries found that as scientists age, they are less likely to disrupt the state of science. Instead, they become more resistant to novel ideas and are more likely to criticize emerging research. 108 Moreover, increasing age correlates with a decrease in risk tolerance, which reinforces scientists’ tendency to work within a well-defined scientific paradigm and contribute to an established canon. 109 In sum, the shifting age dynamics of researchers contributes significantly to scientific stagnation. Moreover, older, more established scientists tend to control not only more resources, such as lab equipment and funds, but also access to prestigious academic positions, for example by serving on the editorial boards of major journals and on university tenure-review committees. Since they tend to be more invested in the scientific paradigm they operate within, it’s less likely they will be able to divorce themselves from it. 110

			Another obstacle to scientific progress is the formalization and over-regulation of the funding process. University faculty members spend about 40 percent of their research time writing grant proposals. In order to increase the probability that they will stand out from the competition and get funded, they must also submit an increasing number of proposals. The National Science Foundation (NSF) found that between 1997 and 2006, the average applicant had to submit 30 percent more proposals to receive the same number of awards. 111 This competition suppresses risk-taking even further. A 2014 NSF report found that concerns about the overregulation of science and the increasing administrative workload associated with federal regulations had been documented in surveys and reports for more than a decade. 112 According to the report, researchers commonly cited financial management, the grant proposals process, and time and effort reporting as sources of administrative burdens. Other assessments replicate these findings. The Faculty Workload Survey, for example, estimated in 2012 that researchers spend 42.3 percent of their time on “tasks related to research requirements (rather than actively conducting research).” 113 The latest survey, from 2018, reports that the average amount of time researchers spend on bureaucratic compliance has increased to 44.3 percent. 114 How many more discoveries or breakthroughs would have been made if researchers hadn’t allocated half of their time to administration? 115 

			These increasing regulatory and administrative demands make research harder for smaller and less established institutions, which don’t always command the resources needed to comply. This dynamic further reinforces scientific risk aversion, since larger institutions and teams are less likely to be truly disruptive. An analysis of more than 65 million papers, patents, and pieces of software demonstrates that between 1954 and 2014, smaller teams were more likely to generate novel ideas while larger teams engaged in incremental science. 116 One possible explanation for this phenomenon is that because larger teams require more funding, they become more sensitive to reputational risks and their research choices become more conservative. Ironically, then, more research funding leads to less disruptive science. This helps explain why the return on science is diminishing and the rate of scientific breakthroughs is declining, even though more money and time are being invested and many projects are becoming cheaper as the cost of computing power, gene sequencing, and lab equipment have all fallen exponentially. 

			The rigid, hyper-regulated, and highly formalized bureaucracy that controls scientific funding not only degrades scientific performance but also reveals a deep bias against creativity, novelty, and risk-taking. For example, when He Jiankui, a Chinese biophysics researcher, announced in 2018 that he had created babies genetically edited to have HIV immunity, the global scientific community reacted with moral outrage. The eminent geneticist George Church, one of the few prominent scientists to defend He Jiankui, stated that the “most serious thing I’ve heard is that he didn’t do the paperwork right. He wouldn’t be the first person who got the paperwork wrong.” 117 While this particular example is polarizing, ethically charged, and far from unambiguous, the extreme reaction can be understood as a symptom of the dominance of the “global bureaucratic empire of science,” which seems to privilege regulatory compliance over scientific novelty. 118 

			Radical scientific novelty—which is uncertain and probabilistic, and as such lacks validation—is incompatible with bureaucratic rationality, which is geared toward repeatability, control, and procedure. Apparent novelty needs to be integrated into a bureaucratic or regulatory machine that is not optimized for overturning scientific paradigms. As the highly politicized debates around climate change or the Covid-19 pandemic demonstrate, scientific novelty does not lend itself to the simplicity and unambiguity that policymakers, regulators, and administrators demand. The bureaucratic machine of science is therefore an important cause of scientific stagnation. But another fundamental source of stasis might be the scientific method itself. Over the past decade and a half, we have witnessed the eruption of a reproducibility crisis, starting with the 2005 publication of John Ioannidis’s landmark paper “Why Most Published Research Findings Are False.” The paper showed that when the design and publication of a study is biased toward positive results—which is almost invariably the case—most of the results that get published are false. The culprit? “P-hacking,” whereby data is manipulated to make patterns appear statistically significant. The reproducibility crisis identified in Ioannidis’s paper has since been confirmed by myriad empirical studies. Almost every scientific field has been affected, from clinical trials in medicine to research in bioinformatics, neuroimaging, cognitive science, epidemiology, economics, political science, psychiatry, education, sociology, computer science, machine learning, and AI. But it’s not just the social sciences that are affected by the reproducibility crisis—even the so-called hard sciences are infected by it. Two of the most hyped results in physics, the supposed discoveries of primordial gravitational waves and superluminal neutrinos, were quietly retracted in the early 2010s. 119 

			Most studies in these fields cannot be reproduced or replicated. In 2015, an attempt to reproduce 100 psychology studies was able to replicate only 39 of them; 120 a large 2018 study that aimed to reproduce prominent studies in psychology found that only half of the 28 could be replicated. 121 An attempt to reproduce peer-reviewed and widely cited research published in the leading journals Nature and Science concluded that only 13 of the 21 results could be reproduced. 122 Meanwhile, studies conducted by pharmaceutical companies such as Bayer could not reproduce more than 80 percent of selected experiments published in prestigious journals. 123 While scientific journals now retract about 1,500 articles each year—up almost 40-fold since 2000—the number of replicable papers has not substantially increased. 

			The reproducibility crisis again has its roots in bureaucracy. The field’s obsession with citation-based metrics to measure scientific productivity has spawned a plethora of peer-reviewed journals, some of which are of low quality. The scientific method itself has become a metaphysical abstraction that figures as an almost mystical source of epistemic authority—a process that is believed to automatically generate truth, understanding, and control. 

			The eminent physicist Richard Feynman compared the blind evocation of the scientific method to “cargo cult science”—a ritual masquerading as science. 124 Many papers submitted to journals ritualistically evoke elements of the scientific method, such as the arbitrary p<0.05 significance test that is dogmatically summoned in most scientific papers. The ritualistic quality of the scientific method is reflected in the cultural hegemony science has acquired over the past decade: We are told to “trust the science,” “believe the science,” “follow the science.” 125 While it makes sense to trust science and engineering at a micro level—indeed, most of us do so daily—when “follow the science” becomes a hardened theology that no longer allows scientific discovery to progress, we no longer leave room for heterodox scientific theories to advance or for novel discoveries to emerge.

			Undoubtedly, scientific advancements such as the rapid development of the Covid-19 mRNA vaccine, for which Moderna developed a design in just two days, are awe-inspiring. But this is quite separate from the politically charged cultural perception that science has a monopoly on truth—one either believes reflexively or is accused of being a denier. 126 The cult of the scientific method demands the suspension of critical thought and the suppression of non-consensus ideas. At its core, this quasi-religious faith in science assumes that nature can be reduced and subjected to standardized procedures defined by the scientific method, a process that results in permanent progress. This dogmatic view of the scientific method, which has been referred to as “scientism,” is at odds with a conception of science as an activity geared toward the radical unknown and the truly novel, which cannot be routinized, rationalized, or ritualized.

			There are multiple potential remedies that could reverse the decline of scientific progress, which we can’t address at length here. 127 But whatever the changes to the existing system, reengineering the institutional machine of science can only take us so far. Another possibility is to revolutionize the very epistemic core of science. 

			One of the most radical proposals is philosopher of science Paul Feyerabend’s appeal to “epistemic anarchy.” As Feyerabend argued in his 1975 book Against Method, “the events, procedures and results that constitute the sciences have no common structure.” For him, “the success of ‘science’ cannot be used as an argument for treating as yet unsolved problems in a standardized way.” 128 Feyerabend argues that the history of science is so complex that it cannot be reduced to a general methodology; asserting a general method will inevitably inhibit scientific progress, as any unifying and static method would enforce restrictive conditions on new theories. Epistemic anarchy would therefore represent a radical alternative that might liberate us from the tyranny of the scientific method. 129 As Feyerabend shows, a careful study of the history of science reveals that science, by rejecting non-standard modes of knowledge as heretical, has become uncritical and mired in orthodoxy. Instead of systematically studying the occult or obscure, the standard scientific reflex is to “simply curse them, insinuating that their curses are based on strong and straightforward arguments.” 130

			By fundamentally questioning the methodological hubris of science and challenging a quasi-superstitious belief in its epistemology, Feyerabend is not undermining the foundations of science but defending the epistemic integrity of a form of scientific knowledge that has not yet been sanctioned by peer-reviewed journals and funding agencies. While it’s beyond the scope of this chapter to envision how such an epistemic anarchism could be implemented in practice, it’s worth noting that taking a closer look at heterodox areas that diverge from the mainstream of science—besides physics and astronomy, Feyerabend often refers to voodoo and astrology—could unlock new discoveries and knowledge. As history indicates, from heliocentrism and the ether to phlogiston and global cooling, the scientific consensus often turns out to be flawed or rapidly becomes outdated. If the present is similar to the past, the possibility—at once frightening and liberating—remains that the epistemological and methodological foundations of what we call “science” might be less stable than they appear. 

			Toward a rediscovery of risk

			While we can debate whether we should fund large-scale research projects on telepathy, time portals, or the reverse engineering of alien technology, it’s clear that what is needed in science is what is needed in technology, in business, and in our culture more generally: a fundamental reorientation toward risk-taking. All of the symptoms of stagnation, stasis, and decline we’ve discussed in this chapter are caused by a rise in societal risk intolerance, which has resulted not only in an increase in homogeneity and uniformity but also in a crisis of meaning and a failure to build a definitive, optimistic vision of the future. 

			In April 2023, as SpaceX prepared the experimental launch of Starship, its flagship rocket, SpaceX CEO Elon Musk lamented the “soul-sucking” process of getting all of the safety reviews and requirements that the dozen or so regulatory agencies demanded. Holding his head, Musk said, “I’m trying to figure out how we get humanity to Mars with all this bullshit.” Later, he added, “This is how civilizations decline. They quit taking risks. And when they quit taking risks, their arteries harden. Every year there are more referees and fewer doers. That’s why America could no longer build things like high-speed rail or rockets that go to the Moon. When you’ve had success for too long, you lose the desire to take risks.” 131

			We need to cultivate and catalyze boldness and exuberant risk-taking, stop the decline Musk deplored, and find a way to channel our thymotic energies into something radically new. To that end, we now turn to an unexpected but highly effective vehicle for enabling just such a Promethean 132 spirit of risk-taking: speculative bubbles.
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			Chapter 2
			From Bust to Boom: Bubbles as Innovation Accelerators

		
		
			If our age is defined by stagnation and stasis, which results from a generalized form of risk intolerance that permeates all of society, how can we break free and reach escape velocity for accelerated technological and scientific progress? In a word: bubbles. This might seem counterintuitive at first, since bubbles have funded all kinds of gadgets, fads, and technologies that faded into irrelevance after they burst. But bubbles are among the most powerful mechanisms we have to boost risk tolerance. They foster precisely the kinds of futuristic and optimistic visions we need in order to arrest and reverse stasis and decline. Under the right conditions, they are ideal exit ramps from the Great Stagnation.

			Historically, bubbles are recurrent phenomena. From tulips to Bitcoin, they’ve formed in a multitude of markets. Yet this familiarity has gained them little favor. Bubbles, and their subsequent busts, are often described as destabilizing, inefficient, and socially destructive. And it’s easy to see why. Almost $6 trillion evaporated after the dot-com collapse in the early 2000s, and the global economic system crashed when the housing bubble burst in 2008. 

			The standard view in economics and finance holds that speculative financial bubbles form when unrealistic expectations about future cash flows decouple prices temporarily from fundamental valuations. In this view, popularized by a 19th-century study on crowd psychology, bubbles are the result of “popular delusions,” the “madness of crowds,” or “irrational exuberance.” 133 Fueled by self-reinforcing feedback loops of imitation and herding behavior, prices rise until a crash drives them back to the underlying fundamentals. 

			Yet not all bubbles destroy wealth and value. Some can be understood as important catalysts for techno-scientific progress. Most novel technology doesn’t just appear ex nihilo, entering the world fully formed and all at once. Rather, it builds on previous false starts, failures, iterations, and historical path dependencies. Bubbles create opportunities to deploy the capital necessary to fund and speed up such large-scale experimentation—which includes lots of trial and error done in parallel—thereby accelerating the rate of potentially disruptive technologies and breakthroughs. 

			By generating positive feedback cycles of enthusiasm and investment, bubbles can be net beneficial. Optimism can be a self-fulfilling prophecy. Speculation provides the massive financing needed to fund highly risky and exploratory projects; what appears in the short term to be excessive enthusiasm or just bad investing turns out to be essential for bootstrapping social and technological innovations. If we examine how progress has unfolded over the course of the past century, we find that in both hardware and software, from the Apollo program to Bitcoin, some of our greatest technological achievements are the product of bubbles.

			At the core of an innovation-accelerating bubble is a definite vision of the future that drives extreme commitment from investors and other participants. A bubble can be a collective delusion, but it can also be an expression of collective vision. That vision becomes a site of coordination for people and capital and for the parallelization of innovation. Instead of happening over time, bursts of progress happen simultaneously across different domains. And with mounting enthusiasm—which, as in the case of Bitcoin, can border on a fanatic belief in the potential of a bubble’s underlying technology—comes increased risk tolerance and strong network effects. 134 The fear of missing out, or FOMO, attracts even more participants, entrepreneurs, and speculators, further reinforcing this positive feedback loop. Like bubbles, FOMO tends to have a bad reputation, but it’s sometimes a healthy instinct. After all, none of us wants to miss out on a once-in-a-lifetime chance to build the future.

			This is, admittedly, a counterintuitive way of thinking. After all, “bubble” is a pejorative term. In many cases, it is a term of resentment—investors describe anything that gains value but which they don’t own as some sort of bubble. And bubbles, both famous and infamous, have left a trail of value destruction and financial catastrophe in their wake. But there’s a place for bubble revisionism. In his 2007 book Pop, Daniel Gross runs through a list of historical bubbles, including telegraphs, railroads, dot-coms, and housing, that had undeniable upsides. Even if the earliest investors in transatlantic cable lost their shirts, cables did get laid, and the world grew more connected. Thanks to overbuilding, a quarter of the entire US railroad system was in bankruptcy by 1894, but the tracks were still there, and cheap transportation remained available. To this day, the US has some of the world’s best freight rail infrastructure thanks to what in the 19th century was excess capacity. And since trains are the most cost-effective way to move many goods over land, US consumers and companies continue to benefit from lower prices. Meanwhile, this cheap capacity led to some of the first national brands, and when globalization started accelerating in the 1970s, dominant American brands evolved into dominant global ones. All of this was made possible by a bubble.

			The case of railroads points to another potential benefit: Bubbles often have positive spillover effects. Enthusiasm for the economic and moral consequences of colonialism was misguided, to say the least, but colonialism led to the development of longitude, which made travel and trade more efficient. Railway bubbles made time more granular, since a railroad’s timetable only works if people can show up at the station at a precise time. The Manhattan Project gave us nuclear power and a good reason to develop better rockets. And the Apollo program subsidized the early stages of the transistor, arguably leading to the modern computer revolution. What’s especially powerful about these bubbles is that they literally change how we see the world. The concept of something happening “eight minutes past the hour” was pointless in a pre-railroad world but was essential for coordinating train transfers. The digital revolution is defined by even more fine-grained slices of time. Clock cycles now coordinate a computer’s internal calculations at a much smaller scale. Bitcoin has its own independent clock through “block time,” creating a decentralized (approximate) timekeeping mechanism independent of any central authority. Bubbles literally add new dimensions to the way we view the world, and lead to more precise measurements within those dimensions.

			These spillover effects are not mere coincidences. People learn by doing, but what they learn is not necessarily what they intended to learn at the outset. When cost is no object, as is the case in a bubble, innovators experiment with new technologies that aren’t cost-effective but which have unique characteristics that can lead to cost reductions down the line. Meanwhile, the scaling factor means the return from applying new technologies and approaches is considerably higher. Amortized over one voyage, the experiments that led to longitude were a waste, but optimized over robust back-and-forth trade across the Atlantic, they turned out to be more affordable than replacing missing ships or dealing with delayed ones.

			The contrarian case for bubbles is imperfect, however. It’s a numerator without a denominator. Yes, bubbles have long-term benefits, but they also have upfront costs. Sometimes, those costs are tolerable—as it turns out, all that money AOL spent on mailing disks to prospective customers helped create a well-wired country that could support more sustainable internet businesses, even if AOL itself wasn’t one of them. But in other cases, the result of a bubble is pure malinvestment: empty subdivisions in cities where the only viable industries were building houses and selling mortgages, or renewable energy sources that were economically viable only because of subsidies. 135 Therefore, we need to think more carefully about bubbles so that we can discern useful bubbles from destructive ones. 

			In some cases, understanding a bubble’s true effects—not to mention identifying any unexpected innovations it may create—requires patience. By now, a few economists and economic historians have come to the same conclusion, recognizing the role of bubbles in technological innovation. Still, no one has gone so far as to suggest that bubbles offer a way out of stagnation. 

			If, as we’ve argued, the source of the Great Stagnation is societal risk aversion, then the only way out is to promote a culture that nurtures risk-taking, embraces uncertainty and failure, and pursues aggressive funding of ambitious projects. As mechanisms that stimulate collective risk-taking, nurture extreme enthusiasm and commitment, and excessively fund trial-and-error innovation, bubbles are uniquely suited to incubate and accelerate future technologies that can break through stagnation and accelerate growth.

			A taxonomy of bubbles: Speculative versus filter bubbles

			Looking at bubbles more closely, we can differentiate between two kinds of bubbles, although they are less distinct than they might initially seem. One kind, the classic speculative financial bubble, involves speculators egging one another on, pushing prices higher and higher, until the only justification for asset prices is the expectation that someone else will be willing to pay even more. The other kind of bubble is a filter bubble. Participants in filter bubbles wall themselves off from opinions they disagree with and become increasingly convinced that their viewpoints reflect the one true way to understand the world. Filter bubbles are generally seen as dangerous; indeed, they can be a source of conspiracy theories, misinformation, and pathological behavior. But they also represent a filtering out of the noise that can distract people from their mission.

			These two phenomena, while distinct, have a deep commonality: Each encompasses a belief system oriented toward self-reference and self-fulfillment. Consider a more generous interpretation of the financial bubble as a bet on a particular version of the future, especially one that differs meaningfully from the present. The likelihood that a futuristic vision will be realized is partly a function of how many people believe in it and how strongly. The believers may get certain details wrong, but if they put enough resources to work on behalf of their vision, they just might attain it—or create something unexpected but still extraordinarily valuable. 

			Even filter bubbles are capable of creating positive feedback loops. On the one hand, they can describe toxic circumstances, such as severe political partisanship. But a filter bubble can also be an environment that leads to the pursuit of new ideas, despite widespread beliefs that they won’t work. Yes, QAnon exists in a filter bubble, but so did Moderna when it rejected the consensus that an mRNA vaccine was impractical in the short term. The sheer volume of information in the world means that we need some kind of filter bubble just to keep things coherent. The real question is whether we’re filtering out good information or bad. 

			Both speculative and filter bubbles depend on information flows and feedback loops. In a financial bubble, price changes are taken as evidence that the theories behind the bubble are true. The blockbuster IPOs of the 1990s, for example, were seen as a validation that the internet was a big deal. 136 During the real estate bubble of the 2000s, high housing prices confirmed the argument that housing was a good investment, while record-breaking profits at investment banks seemed to confirm that the risks had been tamed. The self-fulfilling dynamics of both types of bubbles often die down after a while, whether through internal contradictions or because the bubble needs an external source of energy to sustain itself. A political filter bubble can fall apart when it prompts participants to do obviously crazy things. (Readers are welcome to fill in their own example of what constitutes crazy behavior and what constitutes a firm and prudent reaction to the other side’s lunacy.) Financial bubbles often fail because demand for a particular asset eventually leads to an oversupply of that asset, and because abundant capital flowing into a sector increases competition within that sector. 

			By breaking bubbles down into their constituent parts, we can start to see how many productive bubbles there have been in the past century. An important category of human activity that follows the patterns of bubbles but doesn’t always get lumped in with them is the megaproject. The Manhattan Project, the Apollo program, and the development of Covid-19 vaccines were all bubbles. They attracted floods of capital and talent toward specific, futuristic aims. At times, these projects led to malinvestment. For instance, the Manhattan Project built several facilities for purifying fissile material, even as participants knew that some of the facilities wouldn’t be needed and others wouldn’t work. But these projects also led to fruitful coordination: Doing one-tenth of what it takes to send a human to the Moon and back makes a lot more sense when others are hard at work doing the other nine-tenths.

			Mean-reversion versus inflection bubbles

			Both kinds of bubbles—the classic speculative financial bubble and the filter bubble—can lead to good and bad outcomes. Which outcome arises often depends on whether the bubble in question is a mean-reversion bubble or an inflection bubble.

			In the case of a mean-reversion bubble, which is usually but not always a credit bubble, the basic bet is that the future will continue along present trends. It’s based on the assumption that we can extrapolate growth trends based on a future world that’s much like the present, only at a larger scale and with a smaller range of outcomes because we’ve gotten better at managing risks. In a sense, it’s a bet on the Great Stagnation itself.

			Take subprime mortgages. A diversified portfolio of subprime mortgages delivered an attractive return to investors in the early 2000s. But nobody excited about housing in 2006 was arguing that anything in that sector had changed. Houses had not suddenly gotten more useful for the people who lived in them, construction techniques had not improved significantly, the suburbs had not gone through an economic renaissance. Instead, investors were excited about returns that beat the highest-rated corporate bonds and were—historically, at least—lower risk. This wasn’t optimism about the future; it was optimism about the past. 137 Buried in this clever financial product design was an assumption that turned out to be faulty. Although financiers knew that some homeowners would default on mortgages, they assumed that the defaults would be uncorrelated. After all, what single factor could cause a surprising drop in housing prices in Las Vegas and Miami and Tucson? As it turns out, there was such a factor: the subprime mortgages themselves, which became drivers of both housing prices and local employment (in construction, in businesses serving newly flush homeowners who refinanced their mortgages, and in the financial sector).

			The most value-destructive phase of a mean-reversion bubble arrives at the moment when belief and reality have diverged yet belief is still able to drive perceptions of reality. In this case, the belief was that housing prices across different regions were uncorrelated (i.e., if Miami’s market slows down, there’s no reason to think Phoenix’s will) and generally went up. Because housing, or at least the credit used to buy it, had become an asset traded on capital markets by participants using lots of short-term leverage, prices were suddenly correlated. A drop in housing prices in one market could cause a drop in the value of subprime-backed securities, and a drop in the value of those securities could cut into the value of housing across markets. Furthermore, loans made late in the boom were often poorly underwritten, with little to no effort made to determine whether borrowers could afford their mortgages. For a while, those loans performed surprisingly well, because appreciating housing prices meant homeowners could extract some of their housing price gains by refinancing, even if they couldn’t otherwise pay their bills. But as subprime-backed securities lost value and homes did too, defaults multiplied, further devaluing the securities. The eventual result was a cascade of defaults and a long and painful unwinding of financial markets as banks, unsure which fellow institutions were solvent, withheld credit from one another and from borrowers more generally.

			A major reason why investment in subprime-backed securities proved to be a systemic problem is that they were mean-reversion bets, which mostly pay off when they are highly leveraged. This can cause losses and instability across the financial system. 138 While housing is the canonical example of a mean-reversion bubble, there are many others. Take the 1980s takeover boom. The financial logic of takeovers was that much of corporate America traded at less than its fundamental value. For example, T. Boone Pickens calculated that the value of Gulf Oil’s assets, if sold to another oil company, would exceed its market value. As Pickens put it to the board of directors at his own oil company, “Fellas, it’s cheaper to drill on the New York Stock Exchange.” 139 His attempt to buy out the company failed, but he and other shareholders profited from the effort. Others followed suit, and some profitable deals occurred at the beginning of the decade. Once the formula was understood, however, it stopped working as well. Stock prices rose as investors realized that firms had been undervalued. As a result, the debt burden from a hostile bid soared, making takeovers extremely expensive. When recession struck in the early 1990s, a number of large leveraged buyout targets were wiped out, with systemic effects that crimped returns even for those who took no part in the buyouts.

			Most mean-reversion bubbles start with accurate observations about market conditions—observations like the one Pickens made. But these observations can only be taken so far. What was cheap will no longer be so once everyone knows there is a deal to be had. At the same time, the idea that a risk is “statistically unlikely” is a historical observation. When enough people believe it, they affect the future, ensuring the future won’t look like the past. Prudent extrapolation is still valuable, of course—history is mean-reverting in many ways. (The oldest literary work in the Western canon, The Iliad, tells the story of a war in the Middle East that was undertaken for dubious reasons and lasted a decade longer than anyone expected.) And today, the buyout industry still exists, fortunately with less leverage and swagger than in the past. Mean-reversion bets are not inherently bad bets; they just require careful attention to what the mean really is and what might cause it to change. When sufficient care is not taken, the consequence can be an enormously destructive bubble.

			By contrast, inflection-driven bubbles have fewer harmful side effects and more beneficial long-term effects. In an inflection-driven bubble, investors decide that the future will be meaningfully different from the past and trade accordingly. Amazon was not a better Barnes & Noble; it was a store with unlimited shelf space and the data necessary to make personalized recommendations to every reader. Yahoo wasn’t a bigger library; it was a directory and search engine that made online information accessible to anyone. Priceline didn’t want to be a travel agent; it aspired to change the way people bought everything, starting with plane tickets. 140 If a mean-reversion bubble is about the numbers after the decimal point, an inflection bubble is about orders of magnitude. A website, a PC, a car, a smartphone—these aren’t 5 percent better than the nearest alternative. On some dimensions, they’re incomparably better. A smartphone is a slightly more convenient tool than a PC for taking a photo and quickly uploading it to the internet, but it’s infinitely better at navigation. A car is not just slightly faster and more reliable than a horse (although in the early days of the automobile industry, it was apparently common for pedestrians to yell “Get a horse!” at passing motorists); cars transformed American cities. Modern-day Los Angeles is inconceivable on horseback. The manure problem alone beggars the imagination. 

			The dramatic nature of inflection bubbles has important effects. As a first-order matter, asset prices tend to be volatile because investors’ estimates of potential profits from a new product can be extremely variable. When investors debate the merits of an oil stock, the question might be whether a barrel of oil will sell for $70 or $50. When investors debated the merits of Uber, the question was whether the company would be a niche taxi service worth perhaps a billion dollars or a transportation revolution that would create and capture trillions in value. Because these visions of the future are so radically different, there is no middle ground. Some investors will sell Chevron because Exxon looks cheaper, or vice versa, but nobody was deciding between investing in Uber or buying shares of Medallion Financial, a tiny bank that specialized in lending money to taxi drivers. Since there is no middle ground during an inflection bubble, prices are set by trades between the most optimistic investor and the most committed short seller. In theory, different market participants can reach a middle ground because they debate the probabilities—perhaps one investor thinks fully autonomous cars run by Uber have a 5 percent chance of happening and another thinks the odds are more like 10 percent. But in practice, bubble-driven parallelization strikes again: Many different things have to happen for the thesis to be correct, and their odds of happening are correlated because of the bubble dynamics. So the probability calculation ends up being that one side thinks five things have to go right and there’s a 90 percent chance that they happen, so the odds of success are about 60 percent, and another side thinks that there’s only a 10 percent chance that each of those five things will happen, putting the odds of all of them working out at 0.001 percent. 

			In general, given the distance between the counterparties, there will be a sense of mutual incomprehension. If the buyer is correct, then the seller is living in a fantasy about the past. If the seller is correct, then the buyer is living in a fantasy about the future. Either way, someone is living in fantasyland. For most lenders, fantasyland is a place to avoid, since they merely earn interest on a success while being on the hook for all of the downsides in case of a failure. 141 This makes inflection bubbles much less leverage-driven. Instead, they are fueled by equity. As a result, inflection bubbles tend not to cause major financial crises. When the dot-com bubble collapsed, there were bankruptcies, layoffs, and recessions, but the financial system largely shrugged it off. No bank’s balance sheet trembled when Kozmo.com went under or DrKoop.com closed its doors. In fact, the bubble resulted in several useful outcomes. Perhaps most importantly, it brought large numbers of people online. In 1995, 16 million people used the internet; by 2000, that figure had swelled to 300 million. Some business models flopped, some adjusted, and some were merely too early. Pets.com was notorious for trying (and failing) to sell dog food online, but it turns out that kibbles and bytes were a good combination after all; today, Chewy.com is valued in the billions. The fiber business crashed and burned, but inexpensive fiber was key to the growth of YouTube, Netflix, and the rest of the streaming industry. The cheap, reliable hardware that started out on desktops migrated into data centers, allowing new companies to scale at low cost. Founders who had been funded before their businesses were economically viable either found new models or lost their jobs, leaving a cohort of leaner and more profitable dot-coms.

			The fundamental utility of inflection bubbles comes from their role as coordinating mechanisms. When one group makes investments predicated on a particular vision of the future, it reduces the risk for others seeking to build parts of that vision. For instance, the existence of internet service providers and search engines made e-commerce sites a better idea; e-commerce sites then encouraged more ad-dependent business models that could profit from directing consumers. Ad-dependent businesses then created more free content, which gave the ISPs a better product to sell. Each sector grew as part of a virtuous circle.

			The duality of bubbles

			There are frustrating communication dynamics that make it hard to differentiate between a good bubble and a bad one. At the height of the subprime boom, mortgage lenders didn’t say they were doing what they’d always done, just at a bigger scale and with lower standards. Instead, they talked about changing the way people bought houses and increasing the number of people who could afford a loan. The government also talked that way as it funded the bubble; among other provisions, the American Dream Downpayment Assistance Act of 2003 put $200 million per year toward down-payment assistance. The housing bubble was an extension of longstanding trends toward suburbanization and lower savings rates, yet its pitchmen spoke of transformation and the fulfillment of high ideals. 

			Conversely, in some contexts, ambition is not so much fetching as frightful. This is one reason why good bubbles can be hard to identify. Companies and founders have an incentive not to scare people with their audacity. A firm might have a product idea that, if realized, would change the world, but the world is sometimes reluctant to be changed. Microsoft used the internal slogan “A computer on every desk and in every home, running Microsoft software” early on (although it later abandoned the latter part of this dream—as it turns out, Microsoft and the Justice Department had a disagreement over whether Microsoft software should be running on every single computer). Google has also publicly distanced itself from the full scope of its ambition. Google’s mission, to “organize the world’s information and make it universally accessible and useful,” certainly isn’t modest. And yet the company aligns itself with inoffensive goals like providing search and mapping tools and laboriously scanning and digitizing every book in the world. What goes unstated is that Google also organizes information about who is interested in which products, information it uses to serve up targeted ads. If the goal were expressed as “Predict every thought that might eventually lead to a purchase decision,” Google would sound both greedy and dystopian. That doesn’t mean Google’s ambiguous slogan is deceptive, nor that it deliberately masks the company’s true intentions. The company’s engineers really do try to organize the world’s information, and Google Books and Google Scholar are not products that a company only focused on its bottom line would pursue. Still, businesses with lofty goals have bills to pay, and profits are a necessary element of their corporate mission. Public-relations decisions made in the service of profits may well have the effect of downplaying just how transformative a firm’s ideas truly are. 

			A further difficulty arises when a world-changing product emerges from a company that does not fit the stereotype of an idealistic, visionary firm. For one thing, there is no law of nature stating that idealistic goals can only be accomplished by teams of idealists, so it may be that not everyone involved in a big project is aligned with every goal. And, as a project scales, it gets harder to hire purely for idealism, and idealism becomes harder to coordinate. In fact, one advantage of the bubble dynamic is that it can bring together people with wildly varied motives. Some are in it because of their commitment to a vision, others because they want the opportunity to do unfettered research. Some want to climb to the top of a hierarchy and view the bubble as an opportunity to skip a longer slog, while others just want a paycheck. A surprising number of early participants in the semiconductor industry moved to the West Coast for the weather. 142 From the outside, and even from the inside, it can be hard to discern that something revolutionary is afoot.

			But let’s say that despite these challenges, you’ve managed to identify a bubble in the making. How can you tell if it’s a good bubble or a bad one? An important differentiator is that participants in good bubbles tend to talk about the ways in which everyone’s behavior will be transformed in the future. In contrast, participants in bad bubbles often talk about how a new version of an existing product will be more widely available and slightly better than the previous one. Google, for example, promised a different future—we didn’t know what it would be like to have the world’s information available to so many people in an organized way. 143 Intel’s commitment to aligning itself with Moore’s law likewise promised a radically different future in which computers would become ever faster and cheaper. 

			On the opposite end of the spectrum, consider Countrywide Financial, a key participant in the subprime crisis that was named one of the 10 fastest-growing companies in the US by Fortune in 2006. Like Google, Countrywide had a mission, a central component of which was to make $375 billion in subprime loans between 2001 and 2011. 144 Countrywide made this promise when its total assets were $200 billion. The company was, in other words, planning to bet on itself, twice over, but it wasn’t betting on novelty. Countrywide wasn’t changing anything about the housing market other than the cost of capital for less creditworthy borrowers. A world in which that mission was accomplished would look a lot like the current one, albeit with a different mix of homeowners (and perhaps with more houses—which, to be fair, would be a good thing). 145 

			The organizations participating in an inflection bubble have another distinguishing characteristic: There’s some project for which working at that organization is the only plausible way to make it happen. This holds true for a company like SpaceX; there just aren’t many groups trying to get humans to Mars. But it doesn’t hold for a private equity firm. If one firm doesn’t buy that particular undervalued and slightly mismanaged company, another firm probably will, or the company’s better-run competitors will eventually beat it.

			Importantly, bad bubbles are usually not the result of wild speculation in nonsensical assets. It can seem this way because sometimes people do invest in nonsense and then lose out. But when such bubbles burst, only the investors get hurt. The price of Beanie Babies experienced a rapid ascent and decline in the 1990s, but the collapse was never that consequential in broader terms. It didn’t even appreciably hurt eBay, the platform on which the Beanie Babies pricing speculation occurred. Instead, the categories of activity prone to bad bubbles that result in the widespread destruction of value tend to be more commonplace because they have a clearly identifiable use. Conglomerates in the 1960s, leveraged buyouts in the 1980s, and mortgage-backed securities in the 2000s were all sources of utility, just not nearly enough to justify the level of economic activity they engendered. 

			The inverse pattern is that many good bubbles start out looking trivial because their unforeseen effects are hard to estimate. Even well-placed observers will ask, “People are really getting excited over this?” These dynamics create a challenging paradox in which the most productive bubbles are the ones that can readily be dismissed as either pointless or crazy, while the bubbles that serious people buy into are often the most destructive.

			FOMO intensifies 

			A classic symptom of bubbles, both good and bad, is the fear of missing out. As J. P. Morgan is alleged to have said, “Nothing so undermines your financial judgment as the sight of your neighbor getting rich.” Investors, seeing those around them profiting handsomely, will run headlong into a bubble; their judgment clouded by fear of missing out, they will almost always fail to accurately time a retraction. Doing so is fiendishly difficult because the reflexive properties of bubbles make them last much longer than seems possible. Once housing appreciation is bailing out subprime borrowers whose salaries can’t meet their mortgage bills or dot-coms are raising money and spending it on banner ads on Yahoo, increasing Yahoo’s revenue and validating the next round of startup ideas, the process becomes self-sustaining. Until, of course, it isn’t.

			The inverse of FOMO is betting against bubbles. This approach has a mixed record. There are stories of people who correctly called the peak, but there are also plenty of people who placed their bets too early to make a profit. For example, one savvy fund manager put together a memo outlining the subprime bubble with the clever and memorable subtitle “A Home without Equity Is Just a Rental with Debt.” The fund manager was eventually proven right, but he wrote his memo in 2001, in the earliest stages of the bubble. Betting against the housing market at that point would merely bring years of pain.

			FOMO, like many aspects of human psychology, is a bug that has evolved into a feature. It’s generally not great that we as a species exhibit herdlike behavior, of which FOMO is just one example. But such behavior also functions as a coordination mechanism. Since good bubbles function by aligning people and capital to work on the right problem at the same time, FOMO helps ensure everyone gets on board at once. If a bubble only excites people who are early in their careers, it won’t be able to marshal the institutional and financial resources necessary to reach fruition. If a bubble only grabs the attention of people who are late in their careers, it will end up constrained by existing paradigms. If a bubble excites speculators but not entrepreneurs, it will bid up assets without building anything. If a bubble only convinces founders to act, it will be starved for capital. All of these people need to participate in the bubble at the same time, and FOMO can bring them together.

			The coordinating effect of FOMO applies to governments and the media as well. If you can’t participate in a boom directly, you can always try to enable it, whether through good press or beneficial regulation. In the 1980s and 1990s, a group of technology boosters in Congress was dubbed the “Atari Democrats”—a mildly pejorative nickname, given that Atari had been an expensive failure after its promising early years. But the politicians embraced the label, strongly signaling they believed in what it signified. They were prescient. 

			That FOMO arises during bubbles is an acknowledgment that bubbles are one-off events. For someone with the right skills living at the right time, there was one opportunity to build a railroad network, an airline network, the internet, or a new monetary system. Once these feats were accomplished, the same opportunity would likely never arise again. Often it’s only possible to participate in a bubble once, because bubbles are self-reinforcing and path-dependent. Their end state is highly dependent on their initial state, and small changes tend to be magnified over time. Why does the PC industry today have open hardware standards and relatively closed software standards? In large part because the arrangement was good for Microsoft, which boosted it in the 1980s. On the flip side, Mark Zuckerberg has lamented that Facebook was just late enough to mobile that it didn’t get to make decisions about how the platform would work, a privilege that went to Apple and Android instead. Part of the significance of Facebook’s rebranding as Meta Platforms is that the company is committed to ruling the next platform it runs on.

			Likewise, regulations and narratives can be seen as filter bubbles subject to self-reinforcing dynamics, reflecting the perception that there is only one chance to get things right. In the 1990s, some of the Atari Democrats persuaded their colleagues to give internet companies a safe harbor in the form of Section 230, which protected them from any liabilities related to content users posted on their sites. The provision made the internet something closer to an open forum than a traditional media operation that happened to be accessible via modems. Intentionally or not, this openness is now a defining feature of the web. 

			On the narrative side, calls to action like Amazon’s “Get big fast,” Facebook’s “Move fast and break things,” and Google’s “Don’t be evil” set a storyline for others to follow. These types of slogans can be an effective way to coordinate behavior because they’re a consistent reminder of a company’s priorities—including moving fast before opportunities slip by. This essentially turns FOMO into a healthy instinct: If someone doesn’t want to miss their chance to build a company in the right way, they’ll also be motivated to avoid letting others build it in the wrong way. Slogans don’t have to be about values; they can also be about behaviors, like getting more people in the organization to think about problems in the same way and creating a healthy filter bubble in which everyone can cooperate. 

			Since bubbles are temporary phenomena with powerful long-term effects, you should fear missing out. Financial FOMO at its worst is the desire to make easy money at the expense of less well-informed people. But at its best, FOMO is the nagging suspicion that someone is building the future, and it could be you.

			Parallelizing innovation

			There are two equivalent ways to explain speculative bubbles. A financial bubble occurs either when investors pay up for assets without regard to their real valuation, or when the flow of money into a market directly or indirectly validates the thesis of investors in that market. The first explanation, though common, is too simplistic because it doesn’t posit a mechanism for investors’ behavior. While it can be used to identify a bubble in retrospect—just look at assets that experienced a significant rise prior to a steep fall—it provides no insight into the formation of a bubble in medias res. The second explanation is more powerful because it identifies a mechanism for the formation of a bubble, which can offer some guidance as to when a bubble might burst. For example, consider how Paul Graham explained Yahoo’s valuation in 1999:

		
			By 1998, Yahoo was the beneficiary of a de facto Ponzi scheme. Investors were excited about the internet. One reason they were excited was Yahoo’s revenue growth. So they invested in new internet startups. The startups then used the money to buy ads on Yahoo to get traffic. Which caused yet more revenue growth for Yahoo, and further convinced investors the internet was worth investing in. When I realized this one day, sitting in my cubicle, I jumped up like Archimedes in his bathtub, except instead of “Eureka!” I was shouting “Sell!” 146

		

			Or how Greg Lippmann’s subprime short thesis is described in Gregory Zuckerman’s 2009 book The Greatest Trade Ever:

		
			[Deutsche Bank quant Eugene] Xu split the country into quartiles. He discovered that states with the lowest rates of default, like California, Arizona, and Nevada, also claimed the highest growth in home prices. The quartile with the highest rates of default, on the other hand, had the slimmest growth in home prices. Florida and Georgia, for example, seemed similar in many ways, but Xu’s numbers showed Florida had a much lower rate of default than its northern neighbor, which seemed to be due solely to its soaring home prices… “Holy shit,” Lippmann exclaimed to Xu on Deutsche Bank’s trading floor while reading over his work, “if home prices stop going up, these guys are done.” 147

		

			But not every instance of investor validation results in disaster. This is often the case when the validation is the product of parallel innovation in two industries. Some of the most productive inflection bubbles seem to function as a pair of complementary bubbles, with each justifying the other’s existence. 

			Consider, for example, another bubble that involved rocketing market values, scams and frauds, and seemingly delusional extrapolations: the auto industry. In the early 1900s, a handful of entrepreneurs in Detroit had the zany idea that cars would someday not only be driven by eccentric hobbyists but become a common mode of transportation. Meanwhile, at Standard Oil’s headquarters in New York, another nutty thesis was brewing: What if the rise of the electric light bulb didn’t spell doom for the oil industry (which, up until that point, depended on revenue from kerosene lamps)? It was the coincidence of these two ideas that produced explosive growth. 148 For either thesis to be right, both had to be. Cars could only become a ubiquitous means of transportation if gas was readily available throughout the country. Otherwise, a car was just a fancy toy. 149 It would not do to drive a long distance, run low on gas, then learn that the automobile revolution hadn’t reached your destination. Oil production increased from 1 million barrels per day in 1919 to 2.58 million barrels per day by 1929, 85 percent of which was being consumed as gas and fuel oil. An oil wildcatter in the 1920s was therefore making a bet on the widespread adoption of a cutting-edge technology: the car. A shortfall in car production would have flooded the market with oil, wiping out the (almost always financially overextended) oil entrepreneurs. Meanwhile, the car manufacturers were making a bet on the continued productivity of the oil industry. A shortage of oil would have made the total cost of ownership for cars prohibitive, which would have slowed the shift toward car-friendly cities.

			Semiconductors and software involved a similar tandem-bubble cycle, with each generation of software justifying the next generation of chips. Still later, the glory days of ISPs as growth stocks lined up with the rise of publicly traded dot-coms. VCs who invested in e-commerce were indirectly subsidizing AOL and CompuServe, which were, in turn, indirectly subsidizing e-commerce. 

			In general, the paired-bubble concept is a powerful one. As long as participants in each bubble face a lag between the decision to spend and the realization of results, they can leapfrog one another. In period 1, company A invests; in period 2, company B invests in response. In period 3, company A’s investment creates a broader market for company B’s product, which launches in period 4; this success rebounds to company A, encouraging it to invest in another round of spending, and the process repeats.

			Bubbles are not only mechanisms for coordinating parallel innovation in emerging technologies. Scientific megaprojects also often follow a bubble-like dynamic, as we will explore in Chapters 3 and 4. One of the most impressive aspects of the Manhattan Project was its reliance on the assumption that other parts of the project would finish successfully. Take the uranium enrichment plant at Oak Ridge, which required an enormous amount of electricity to run and was designed to use an uncertain enrichment technique at scale. It was possible that the plant would not be able to produce uranium in sufficient quantity and purity to be useful in the atomic bomb. (Only a few years earlier, estimates of the amount of uranium an atomic bomb would require varied by an order of magnitude.) Once completed, the plant would require electricity—in fact, it would require the single largest power plant ever constructed. Thus, a power plant was built for a facility that might not be able to produce uranium for a bomb that might not be viable for some unrelated reason. So what was, at the time, the world’s largest power plant was built for a facility that might not function at all. And even if it did function, it might not accomplish the job it was intended to do.

			More broadly, atomic theory and the reality of nuclear weapons were linked by a long chain of technical uncertainties. Resolving these uncertainties serially would have taken too long, so everything was built at once based on rough estimates that were rapidly and continuously refined. Any researcher interested in nuclear weapons in, say, 1935 could have looked at the available information and concluded that such weapons were possible, or at least weren’t demonstrably impossible. But building any individual part in isolation would be worthless except for demonstration purposes or to confirm theories. It took a megaproject to make nuclear weapons a reality. As a species of inflection bubble, a megaproject accomplishes a set of tasks in parallel that would never be accomplished serially. 

			Today, the dynamic of parallelization is unfolding in nuclear fission and fusion. The increased inflows of capital, talent, and interest over the past few years have parallelized and supercharged the development of different nuclear fusion reactor and confinement prototypes as well as novel fission designs, including fast-neutron reactors and small modular reactors. So, by helping to fund more advances in miniaturized nuclear technology and related energy technologies, an even greater nuclear bubble might lead to a future of energy superabundance—assuming the technologies don’t get regulated out of existence first.

			The same parallel-innovation dynamic can be observed in other domains. Solar power and batteries have been relentlessly driving down one another’s unit costs. While solar power is becoming cheap on the margin, it can’t supply continuous power to match typical use patterns. Energy storage solves this problem, allowing power companies to focus on average consumption over a period of years rather than minutes. So as solar panels become cheaper, the market for batteries expands, and every new battery manufacturing plant grows the market for solar. Or consider the proliferation of companies that provide various kinds of white-label delivery, from food and parcel delivery to managing cargo and tracking shipments. These companies require fixed investments that will only pay off if the e-commerce market keeps growing. Meanwhile, the e-commerce market keeps growing partly on the assumption that products ordered online will be delivered quickly and cheaply. 

			Every financial mania requires some suspension of disbelief and unshakeable faith that the idea at its core will pan out. More often, these delusions are more rational than they appear, if only in hindsight. Early 20th-century progress in cars and late 20th-century progress in computers both seemed unbelievable to those who watched them happen at the time. But sometimes, at the intersection of finance and technology, when two industries producing complementary products embrace a shared delusion, the delusion becomes true.

			An innovation cluster in time, not space

			To make the envisioned future a reality, delusional ideas, ambitious people, companies, labs, hardware, and computer code all need to collide. Innovation clusters involve many people in the same industry working in close proximity—bouncing around ideas, attracting and poaching talent, raising capital, and figuring out management best practices. But a cluster is more than just a group of companies. It also encompasses universities, capital providers, service providers like law firms and accountants, and participants whose core function is to make useful introductions. 150

			Innovation clusters have existed in many times and places. Shipbuilding and finance were colocated in Renaissance Venice, while Florence specialized in textiles and finance. Coal in Germany’s Ruhr Valley first led to the formation of a cluster of steel companies in the late 19th century, and later to a cluster of chemicals companies. Detroit comprised a cluster of auto companies, as well as the suppliers, bankers, and advertisers who serviced them. Houston has, off and on, been a one-stop shop for acquiring promising oil leases, the financing to drill, and the people and equipment necessary to carry out the project. And Shenzhen is a wonder of modern manufacturing, where the incredible density of people, equipment, and relationships makes it possible to acquire basically any component for manufactured goods. 

			Clusters are effective because they increase the bandwidth at which participants share information. Even though financial transactions can be carried out entirely by computer and over the phone, economic clusters around finance remain in places like New York and London. The software industry is also highly intangible, yet Silicon Valley has been the best place to open a software company in the past few decades. In fact, the availability of cheap, low-bandwidth communication can increase the value of higher-bandwidth communication. When it’s easy to interact with people digitally, there are more loose social ties that can benefit from physical proximity. 

			One reason bubbles succeed is because they create an economic cluster that occurs in time rather than space. The existence of the bubble convinces people to work on specific projects right now rather than risk missing out. And, like traditional innovation clusters, bubbles encourage deep specialization. You don’t have to build the full stack if you know that every layer is being worked on by someone else; instead, you can focus on the layer you know best. Finally, the bubble’s combination of long-term certainty (“This will happen”) and short-term radical uncertainty (“I have no idea how to make this work right now”) creates an environment that incentivizes information sharing. This model puts a new spin on the idea that participants in bubbles suspend their disbelief and outsource their judgment to others. In healthy bubbles, participants are outsourcing their judgment about specifics in service of a general trend in which they have confidence. Meanwhile, others are outsourcing to them in the same way. A bubble participant is sacrificing some of their own autonomy, betting that the rest of the infrastructure they need will someday get built. At the same time, they’re performing the same role for someone else.

			The economic cluster argument is in one sense imperfect, because in a bubble not everyone agrees on precisely what future they’re building. There’s one version of the metaverse being constructed by Meta, another by Epic Games, another by Roblox, and still others besides. Yet we shouldn’t overstate the degree of cohesion within traditional economic clusters, which sometimes evolve in roundabout ways. Take Chicago, for example. It’s a good place to place high-frequency bets on bond and currency futures. But why is that? Given its convenient location on a river and on the railroad network, it was an ideal spot to convert live cattle into ready-to-ship beef in the 19th century. The constant flow of livestock and other agricultural products through the city made it a local center for hedging commodity price risk through futures trading. Since Chicago already had an active market in agricultural futures, its exchanges were the natural place for futures on bonds and foreign currencies to start trading. So Chicago’s 19th-century status as the best place in the continental US to kill a cow has turned it into one of the better places in the US to make a killing in derivatives trading today. 

			Bubbles as self-fulfilling prophecies 

			Financial bubbles emerge when perception and reality diverge. When this happens, one of two things eventually occurs: either perception moves closer to reality or reality bends in the direction of perception. In the former case, bubbles can result in spectacular crashes that annihilate value and wealth. In the latter, they serve as a necessary catalyst for massive technological acceleration, as some of the bubbles we document in this book demonstrate. Nevertheless, given the potential for ruin that inevitably accompanies a bubble, some readers will remain skeptical of their value. Why not merely pursue safe, incremental progress? 

			To address this alternative, it’s worth considering a world without financial bubbles—a world where no one gets too excited about the possibilities of the future because no one is excited about the future at all. Such a situation is not merely depressing but one that inescapably leads to conflict. 

			Charles Dickens has a nice line about the importance of having a long financial runway: “Annual income twenty pounds, annual expenditure nineteen and six, result happiness. Annual income twenty pounds, annual expenditure twenty pounds ought and six, result misery.” The same dynamic applies to companies and governments when it comes to growth. When the economy is growing, it’s generally possible for different groups to improve their lot. Wages can rise, government benefits can increase, and entrepreneurs and investors can reap rewards for taking the right risks. That possibility doesn’t eliminate disputes over resource allocation, but it makes them less existential—if you don’t get what you want this year, there will be more available next year. By contrast, in a static economy, everyone’s gain comes at someone else’s expense. Corporate profits can rise, but only if they come out of labor’s share of national income or from lower taxes, which will result in higher inflation or fewer government services. In a no- or slow-growth environment, disputes involve not how to fairly divide the spoils of winning but who will lose out. Instead of looking forward to a brighter future, people are inclined to worry about how much worse their future will be than their present, and to attribute such worsening to the behavior of others. Under such circumstances, ambitious people will be attracted to jobs that involve zero-sum games: adversarial politics, irresponsible speculation, fraud, even revolutions and coups. 

			From this perspective, bubbles can be seen as an outlet for restless energy. They offer a domain where the Stalins, the Cesare Borgias, and other ruthless types can satisfy their ambition by participating in positive-sum games. Indeed, there is a strong, empirically documented relationship between a zero-sum mindset and the economic environment: The more adverse the economic environment, the less positive-sum the thinking becomes. 151 Scarcity thinking kicks off a self-reinforcing doom loop, which results in more scarcity. 

			Bubbles represent an escape in another sense. An economy that’s growing output without technological progress is not truly static but in decline. Some economic inputs are effectively infinite, like creativity, or renewable, like crops. But many inputs deplete over time. To maintain or grow output, a society must dig deeper mines, use more fertilizer, and otherwise run down its stock of resources. US foreign policy in the Middle East provides a useful microcosm of this phenomenon. For decades, US energy was a static but declining industry. To maintain growth in the face of this shortfall, the US had to stretch its morals to find new places to buy it from and justify political interventions in places that possessed oil. As Chapter 7 shows, fracking, for all its environmental downsides, has largely liberated America from the dangers of being dependent on a static yet declining industry.

			Bubbles also offer a partial escape from the trap of constantly comparing oneself to others. According to René Girard’s theory of mimetic desire, recently popularized among the Silicon Valley set by Peter Thiel, our wants tend to be borrowed from other people. We want not what we desire on our own but what we think other people desire. 152 This leads to a cycle of copying and competition, which, according to Girard, results in violence. Bubbles have their own mimetic elements—witness the evolution of the cryptocurrencies Dogecoin, Shiba Inu Coin, and the even more self-referential Floki Inu, named for Dogecoin fan Elon Musk’s dog. But bubbles are also an escape from a broader mimetic trap: Instead of violently discharging mimetic tensions, bubbles channel the destructive mimetic dynamic into something productive and socially net positive. And since they represent the pursuit of something that has been visualized but not defined in its final form, direct mimicry is harder (except by joining the bubble). 

			There’s a sense in which participating in bubbles speaks to an important aspect of the human condition. People want to transcend limitations, and a world without bubbles is a world defined by preexisting limitations. In economic terms, it’s a bit like living in the ruins of a once-advanced but now departed civilization. In his book The Decline of the West, German historian Oswald Spengler contrasted an Apollonian culture, obsessed with the present, with a Faustian culture, which looks toward the infinite and the transcendent. 153 Bubbles are deeply Faustian. When they work, they’re a way for participants to look back and look down on the more mundane parts of the world. A bubble also provides its participants with a narrative arc. It has a beginning, full of excitement and promise; a middle, comprising a series of difficult challenges; and an end, in which the original promise of the bubble has been partly refuted and partly fulfilled, at which point participants must find a new vision to pursue. As William Blake writes, “The road of excess leads to the palace of wisdom.” That’s true of bubbles, too. The end result of the voracious process of information creation and assimilation the bubble entails is that participants exhaust most of the initial uncertainty, leaving behind a stable finished product, new knowledge, and hopefully more wisdom.

			As we show in Part II of this book, in the history of technology and financial markets, bubbles have often accelerated the development, diffusion, and adoption of many transformative innovations. They can occur beyond markets in large-scale scientific or engineering projects, such as the Manhattan Project or the Apollo program. But whether they occur in technology or in scientific megaprojects, the bubbles we document are driven by definite visions of and optimism about the future—building a nuclear weapon, landing a man on the Moon, developing a novel decentralized monetary architecture—that border, in almost all cases, on the delusional. Yet, like self-fulfilling prophecies, these collective delusions and wild speculations materialized into the realities they envisioned. Whether the bubbles form in hard tech or in software, the same general principle is at work in all of them: The more capital, attention, and commitment an emerging technology or project has, the more it tends to attract. These projects have a substantial impact on human progress and flourishing, acting not only as a catalyst for much-needed progress but also—as Part III will make clear—playing a deeper symbolic and spiritual role in our allegedly secular age.
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			Chapter 3
			The Manhattan Project

		
		
			Imagine a group of physicists exploring a new body of theoretical knowledge, which they suspect might enable the development of weapons possessing unprecedented power. The scientists don’t know if it will work. They don’t even know if their goal is physically achievable. Just attempting it will require a $250 billion investment.

			That’s roughly the decision the US government faced in 1939 when confronted with the $2 billion price tag for the Manhattan Project. 154 True, the government today routinely spends far more on Medicare, but that’s a relatively sure thing—we know what we’re getting. The same was not true of the atomic bomb. Building it required an immense investment in untested, specialized physical infrastructure, and the request for that investment came in the middle of an economic depression and a world war. 

			The Manhattan Project ends up looking like a bubble: Physicists convinced one another that it was possible, then convinced politicians it was worth attempting. Substantial resources had to be marshaled in order to build the physical infrastructure necessary to construct a bomb, and this had to happen in parallel with the bomb’s design. All of this required new methods and scarce inputs—someone puzzling over atomic reactions couldn’t devote that time and brainpower to more pragmatic and measurably rewarding tasks like designing conventional weapons, and every pound of steel used for an isotope separation facility was a pound that wasn’t going into a battleship or tank.

			Designing the bomb meant sequestering a few hundred of the world’s smartest physicists, mathematicians, and engineers in the remote New Mexico town of Los Alamos. It also required systems whose exclusive purpose was enriching uranium, a major sacrifice of industrial capacity during wartime. The scientists needed a new computer—a hybrid of machine and human operators (who were, in fact, called “computers”)—to approximate diffusion rates under conditions different from those in the theoretical models. This simulation, which was used to calculate the physical and chemical chain reactions following a thermonuclear detonation, was the most ambitious mathematical project ever undertaken. It was, according to Stanislaw Ulam, a key actor in the Manhattan Project, “vastly larger… than any astronomical calculation done to that date on hand computers.” 155 The team leading the physical tests had to build two different detonators, test only one of them, and hope that a successful test indicated a reliable device and not a lucky break. 

			There were some things the scientists could and did do to address the intrinsically risky nature of the work. Those endless calculations were necessary to differentiate between the three states of a bomb: inert materials, the intended explosion, or an uncontrolled reaction that would fizzle out before full detonation. But some parts of the process were untested because they were untestable. Calculating how a bomb would behave during detonation started with theory but ended up being hypothetical, since such a reaction hadn’t been attempted before and there was no real-world experiment that could replicate those conditions.

			That risk was magnified by the nature of the Manhattan Project’s participants. The single most important secret in the United States was left in the hands of people whom the national elite were not particularly inclined to trust: academics who had flirted with the far left, assorted European refugees whose allegiances were unclear, and pure oddballs who thumbed their noses at authority, a trait that was tolerated at MIT and Berkeley but not exactly celebrated by the US Army. 

			How did it all happen? How did the Manhattan Project succeed? The answer lies in two themes we have already emphasized: risk tolerance and bubbles. The Manhattan Project was structured like a financial bubble, in which vast amounts of resources are poured into a single project to accomplish a specific goal within a short time frame. These resources included an immense amount of money, but also human elements: scientific knowledge and talent, and what might be called investor confidence.

			The scientific knowledge and talent were products of academic migration, both metaphorical and literal. The field of atomic physics accelerated quickly in the years prior to the Manhattan Project, with the rapid-fire discoveries of the photoelectric effect (1905), the nucleus (1911), the neutron (1932), and fission (1938). In the 1930s, large numbers of European academics packed their bags and fled, escaping both fascism and communism. Many ended up in the US. When they arrived, they found themselves in a rising technocracy, which was able to deploy massive funding toward a state-directed goal. From the perspective of the 19th century or earlier, the 1930s was the decade of technocratic government operating at an unprecedented scale. Communism, fascism, and the New Deal obviously differed radically in their policy prescriptions and goals, but what they had in common compared to older systems was their ability and willingness to mobilize vast resources in service of the state’s goals. 156 (If Presidents Harding and Coolidge had been excited by the prospect of nuclear weapons, what would they have done? Cut budgets more slowly? Put a tariff on centrifuges to protect American manufacturers?) Franklin Roosevelt and his brain trust were self-confident enough to think they could evaluate the state of theoretical physics through state-directed research. In this case, they turned out to be right.

			Along with knowledge, talent, and money, the Manhattan Project also had a clear goal and a deadline. Early on, the government was concerned that Germany would build the bomb first. By the time the bomb was tested, Germany had surrendered and Japan’s defeat was inevitable. There was, however, an emerging strategic problem that the bomb could potentially solve. While American leaders were appreciative of Soviet war efforts, they were also frightened by Stalin’s willingness to fight costly wars and the USSR’s ideological commitment to spreading communism to every country on Earth. Thus, the bomb was deployed as the first salvo of the Cold War, with several hundred thousand Japanese, at least 85 percent of them civilians, the victims—but which, according to some estimates of that time, saved several millions of lives. 157

			The Manhattan Project had all the trappings of a successful bubble: risk tolerance from institutions with immense capital and resources; a clear sense of urgency; concentrated talent, fostering an internal intellectual supply chain producing new cognitive tools for solving emerging problems; massive parallelization, with multiple institutions working toward the same goals; and the perception of competition—from Nazi Germany, the Soviet Union, and indirectly from other parts of the US war machine that could put the money and manpower toward more immediate goals. The Manhattan Project was also bubble-like in that it featured high uncertainty, plenty of waste, many mistakes, and divergent concerns. Some participants were motivated by scientific curiosity, others by geopolitics, but the project focused all of them on the same endpoint. And finally, like many other bubbles, the Manhattan Project had significant spillover effects, enabling new technologies quite apart from the project’s goal and leading to innovations upon innovations. 

			Academic migration

			Atomic weapons work by delivering a delicate assortment of components to a specific location and then catalyzing a powerful reaction once they arrive. The Manhattan Project itself assembled a critical mass of physicists, including three Nobel laureates and four others who would be future recipients of the prize. Gathering this team was possible thanks to a decade-long trend of physicists fleeing Europe and, to a lesser extent, the Soviet Union.

			No one could have foreseen such a trend. In the 1920s, the US was a relative academic backwater, particularly for physics. J. Robert Oppenheimer had a touch of thymotic megalomania 158—perhaps deservedly so—but even he had to admit that he didn’t know about quantum mechanics or electron spin until he studied at Cambridge. 159 For Americans studying physics, getting a PhD often required learning German. As late as 1933, there was only one American attendee at the prestigious Solvay Conference on physics and chemistry in Brussels: Ernest Lawrence, who would later join the Manhattan Project.

			To some extent, the transformation of US academia was homegrown, as scientists like Lawrence helped American institutions catch up to their European peers. But the key was an influx of emigration from Europe, where universities were coming under greater scrutiny from totalitarian regimes. 160 

			The roster of brilliant scientists who left Europe in the 1930s to work in the US is staggering. Physics Nobelist Hans Bethe left Germany in 1935, joining the faculty at Cornell. Leo Szilard was born in Hungary, studied and taught in Germany, and immigrated to the UK in 1933. (He told a friend that he intended to move to the US “a year before” the war started and arrived in early 1938. The war started on schedule.) Mathematician and Manhattan Project participant Stanislaw Ulam fled Poland in 1935. Italian physicist Enrico Fermi visited Stockholm to pick up his Nobel in 1938 and continued on to New York instead of returning home. Edward Teller, born in Hungary, moved to Germany in 1926, left for Denmark in 1933, then moved to England and eventually the US, where he and Ulam developed the design underlying the hydrogen bomb. Manhattan Project group leader Victor Weisskopf moved from Germany to the US in 1937. Rudolf Peierls was born in Germany, had a peripatetic academic life in Europe, worked on nuclear research for the UK in the late 1930s, then moved to Los Alamos in 1944. The Hungarian John von Neumann, arguably the most productive mathematician of the 20th century, emigrated in 1930, joining Albert Einstein at the Institute for Advanced Study (IAS). And physicist Niels Bohr escaped Nazi-occupied Denmark through cloak-and-dagger maneuvers: He and a colleague dissolved two Nobel medals, given to them by Max von Laue and James Franck for safekeeping, in aqua regia to hide the prizes from the Germans, then escaped Denmark on a fishing boat that brought them to Sweden. From there, Bohr flew to England and then the US. (The Nobel medals were restruck after the war.)

			This is only a partial list. Scholars recognized they needed to escape totalitarian regimes sooner rather than later, and unlike many Europeans who had nowhere to go, they were involved in global academic networks that could help secure a place for them in a new country. As a result, institutions like Cornell, IAS, and the US Army had access to a surfeit of physics talent, and these physicists were anxious to do what they could for their adopted homeland.

			Bringing together thinkers from different backgrounds ended up catalyzing advances in more ways than one. It meant a mixture of styles, from more experimental to highly theoretical; it brought together people who had pushed ahead of the published frontier in different subfields; it reunited students and professors and introduced future collaborators. And, for a while, it made a tiny town in New Mexico one of the most cosmopolitan places on Earth, where one could overhear conversations in English, German, Hungarian, Polish, Russian, Italian, and Dutch (and, courtesy of Oppenheimer, the occasional monologue in Sanskrit). 

			Geopolitics and existential risk

			In 1939, a group of American physicists, including Szilard and Einstein, wrote FDR a letter warning him about the possibility that Germany might build an atomic bomb. This letter took a winding route to completion and delivery. Drafts were written over the summer in 1939; the scientists got in touch with a peripheral Roosevelt adviser, Alexander Sachs, but Sachs struggled to get space on Roosevelt’s calendar to present the letter. He was close to getting a meeting in late August, but then, on September 1, Germany invaded Poland and FDR was suddenly unavailable. In October, Sachs finally got his meeting, summarized the letter, and made his case. FDR’s response: “This requires action.” Soon after, the Manhattan Project was launched.

			The letter itself is striking, in part for how bold it seemed at the time and for how timid it turned out to be. The letter imagined a bomb too heavy to be carried by aircraft powered by tons of uranium, which was plentiful but inefficient at forming chain reactions. Such a bomb, the scientists wrote, could blow up an entire port. Within a few months of the letter, physicist Otto Frisch calculated that the rarer U-235 would make equivalent power using far less material.

			The letter is also a case study in FOMO, as one of its key claims was that “Germany has actually stopped the sale of uranium from the Czechoslovakian mines which she has taken over.” 161 Like a twitchy day trader, FDR had to ask himself, “What do they know that I’ll wish I’d known?” In any case, if an atom bomb was physically possible, a Nazi bomb was theoretically possible. The US decision to develop nuclear weapons to preempt German nuclear attempts was enormously risky, but what other choice would even a risk-averse government make? As it turns out, this mining ban was the result of an April 1939 conference by German nuclear physicists, which had led Hans Geiger to propose starting research for a German nuclear weapons program. The Manhattan Project may be history’s most extreme example of a justified fear of missing out.

			The Allies did not just race Germany to develop a bomb. They also sabotaged German efforts by, for instance, raiding the Vemork hydroelectric facility in Nazi-occupied Norway. The power plant was Europe’s largest source of so-called heavy water, a necessary input to atomic weapons research. (Heavy water is rich in deuterium, a hydrogen ion containing a neutron that doubles the mass of an ordinary hydrogen atom.) The Allies even sent Moe Berg, a professional baseball player turned spy, to Switzerland to listen to a lecture by German physicist Werner Heisenberg to determine whether it sounded like Germany would be able to develop the bomb before the end of the war. If the answer was yes, he was to assassinate Heisenberg. 

			Now, the success of the conventional campaign in Europe meant that by 1944 it was clear Germany would not win the war and would not complete a nuclear weapon. As the German front lines crumbled, so did the justification for building a bomb. But a new justification emerged. In March 1944, physicist Joseph Rotblat learned from the project’s military chief, General Leslie Groves, that “the main purpose of this project is to subdue the Russians.” He later wrote, “I had thought that our work was to prevent a Nazi victory… and now I was told that the weapon we were preparing was intended for use against the people who were making extreme sacrifices for that very aim.” 162

			The physicists working in Los Alamos did not all agree on the new goal, but an endeavor with the Manhattan Project’s scope tends to synthesize motivations and coordinate behavior. This is another striking feature of bubbles: When they expand, differences among participants are felt less acutely. Under the urgency of war, Soviet-sympathizing scientists could keep company with emerging Cold War warriors. Some project participants, including Oppenheimer, had dabbled in left-wing causes; one, Klaus Fuchs, would even pass atomic secrets to the Soviets. Meanwhile, Foster Nix, a physicist at Bell Labs who worked on uranium separation, often railed against “the slanted pink press.” 163 Others were driven by a desire to master nature or avoid being sent to war. (Building U-235 diffusion plants in Tennessee sounded like a better idea than dodging bullets in Normandy.) What kept these people working together was the sense, at least on the part of the project’s organizers and sponsors, that building and deploying a nuclear weapon was essential to heading off existential hazards, whether from Germany, Japan, or the Soviet Union.

			The boldness of the Manhattan Project, the continued support of project leaders, and the perceived exigency of its goal lent nuclear effort gravitational power. It drew in more and more resources, fueling a bubble that quite literally burst with enormous, harrowing, and history-changing fallout.

			Concentration of talent and capital

			During the Manhattan Project, it’s probable that Los Alamos contained the largest concentration of brainpower ever assembled. So high was the bar for participation that the choice of Oppenheimer, a non-Nobelist, to serve as the scientific leader of the Los Alamos site was controversial, since his role would involve directing several Nobel winners, including Bohr, Fermi, Lawrence, James Chadwick, and Isidor Rabi.

			These initial worries proved unfounded, as Oppenheimer played a crucial role in catalyzing this concentration of genius. An ascetic polymath who was equally comfortable discussing sonnets as he was cyclotrons, Oppenheimer had been put in charge at Los Alamos because he possessed expertise and charisma. In one case, the physicist Robert Serber, after hearing a single lecture from Oppenheimer, immediately left his role at Princeton to join Oppenheimer at Berkeley. When Oppenheimer relocated from Berkeley to Los Alamos, Serber followed.

			Oppenheimer represented one end of the Manhattan Project’s collection of geniuses: a cultured Europhile who came from a moneyed Manhattan family, he saw his role as both doing physics and organizing physicists. At the opposite end of the spectrum was Richard Feynman, born 25 miles and a world away in blue-collar Far Rockaway. If Oppenheimer was a force for calm and cooperation, Feynman was an endless source of novel ideas, brilliant contraptions, and practical jokes. Feynman contributed to both the rebellious spirit of the program (learning safecracking to demonstrate his attitude toward the military’s security theater) and its outcome (modeling the payloads of different bomb configurations). 

			Feynman was not the only risk-taker at Los Alamos. A notable factor on this score is the youth of the project participants—the average age of experimenters and engineers at Los Alamos was just 25. 164 Youth, as most of us recall from our teenage years, breeds a risk-taking mentality. The same holds true when applied to organizations, academic fields, and industries. When an organization or field is growing fast, young people join, the average age remains low, and the pace of advancement is high. When organizations and fields peak in importance and popularity, recruiting slows substantially, pushing the average age—as well as organizational risk aversion—upward. This is another bubble dynamic, and physics was in the early stages of that bubble when the Manhattan Project ramped up. The youthful, hungry team took numerous risks, from testing out entirely new bomb designs to performing their first test detonation before they’d definitively concluded that the bomb would not ignite a fire in the upper atmosphere.

			Massive parallelization

			Los Alamos was just one component of the Manhattan Project. Major efforts also played out in Chicago and in Oak Ridge, Tennessee. Indeed, the challenge of simply manufacturing enough fissile material to build a functioning bomb necessitated multiple facilities. The trouble was no one could say for sure whether U-235 or plutonium would be the ideal material for a bomb. What’s more, because it wasn’t obvious how to obtain sufficient quantities of either, the Manhattan Project launched multiple large-scale manufacturing facilities in parallel, knowing that at least some of them wouldn’t work or would be redundant. Such investments are characteristic of bubbles. Only when participants are all in, superbly capitalized, and certain of the value to be realized are they able to countenance such wastefulness.

			Early on, scientists tried to isolate U-235 using centrifuges. This was technically possible but daunting. A single centrifuge could only yield small quantities of U-235, so thousands would be needed to scale up production. But a centrifuge is a mechanical device with many parts moving at high speeds. And the fact that centrifuges break—sometimes violently—made them an expensive approach that heavily relied on mechanical components that were scarce during the war.

			Other approaches showed better results. One, a process called liquid thermal diffusion, took advantage of the fact that heavier U-238 would gradually separate from lighter U-235 when uranium was mixed into a salt and subjected to a heat differential. But yields were low and the process was slow. However, a small-scale effort code-named S-50, with pilot plants in Washington, DC, Philadelphia, and Oak Ridge, did produce some enriched uranium, increasing its U-235 content from 0.71 percent to 0.89 percent.

			This enriched uranium was then passed on to K-25, another Oak Ridge facility. K-25 used a different process, gaseous diffusion, which further increased the material’s purity from 0.89 percent to 23 percent. 165 K-25 was one of the largest engineering efforts of the war. At 5.3 million square feet, the plant was the world’s biggest building when it was erected and had a workforce of 20,000 people. 166 It also required an enormous amount of energy and, at its peak, was the single largest customer of the Tennessee Valley Authority—whose managers did not know the identity or purpose of that customer until it became apparent in 1945. 167 The site for K-25 was chosen in April 1943, with early production of U-235 starting in February 1945 and shipments commencing a month later. Beyond its sheer size, K-25 was the first manufacturing facility of its kind. It encountered several unexpected challenges. Diffusers were mostly made of steel, but because they were constantly exposed to corrosive uranium hexafluoride, they had to be coated in nickel. Yet conventional electroplating would have required more nickel than was available, so the project had to find an electroplating expert who developed novel techniques to fully coat surfaces in nickel using 99.9 percent less material than conventional methods required. 168 

			The output of K-25 was passed to yet another facility, Y-12, located at the same site. Here, uranium was further enriched to 85 percent U-235, making it suitable for weapons. Y-12 used powerful magnetic fields to separate the two isotopes. The Y-12 facility also ran into materials shortages due to the war. The electromagnetic separation devices, known as calutrons, required immense quantities of copper, which was in short supply. One solution was to use silver instead because it didn’t have a military purpose and could later be recast into its original form. As a result of the substitution, the project ended up using 395 million troy ounces of silver, worth $2.8 billion in current dollars.

			These processes culminated in a major increase in U-235 supplies. Before the war, pure U-235 existed in negligible quantities. By January 1945, this complex supply chain produced almost half a pound of enriched uranium each day, enough to make a few bombs in a year, with further efficiency improvements to come. The total investment by the end of the war was as large as the entire US auto industry. 169

			The Manhattan Project’s approach to uranium enrichment showcases the massive parallelization induced by bubbles. It wasn’t clear at first which process would produce sufficient enriched fissile material. Instead of ranking options and implementing them in order, the Manhattan Project pursued several at once and ended up using three of them together. This approach also demonstrates the healthy side of the government’s fear of missing out. The best way to ensure the project would succeed was to overinvest despite redundancy, knowing it was better to have some wasted effort from trying multiple methods at once than to bet on a single method that might not pan out.

			The parallel approach to uranium enrichment increased the risk that the amount of money, time, and material wasted on fruitless efforts would be significant. But it lowered the more important risk that the bomb would not be completed at all. Bubbles have a paradoxical relationship with risk. The more people who dive in with both feet, the more likely it is that their collective efforts will eventually produce something that makes all the work and risk worthwhile.

			The cognitive supply chain

			Stanley Frankel and Eldred Nelson at Los Alamos and Alan Turing at Bletchley Park in the UK can all claim an approximate tie for the title of the first modern computer programmer. There had been mechanical computing devices before World War II, with Ada Lovelace and Charles Babbage’s Difference Engine in the 1830s a notable early example. But it was during the war that engineers at Los Alamos and Bletchley Park first systematized computation in a way that would be familiar to anyone who programs today: They broke tasks down into discrete steps, some of which could be executed trivially and some of which required more hands-on effort. Turing did so as part of Britain’s successful efforts to decrypt Nazi communications, the Los Alamos team in order to simulate conventional detonations and nuclear reactions.

			Both the US’s atomic weapons research and Britain’s decryption project relied on computers, in the sense that they used systems that processed data according to rules established by the systems’ designers. These computers were labor-intensive. Computations were executed by numerous human operators running simple computing devices in parallel. At first, the Los Alamos team used mechanical calculators to run computations. In late 1943 they switched to IBM’s punched card machines, which could run operations faster and more accurately than humans alone or humans using mechanical calculators. They could also run continuously. 170

			At the time, the efficient frontier for humans and computers—the point at which it’s no longer possible to improve one aspect of the output without worsening another—strongly favored humans. Most computation was hard to automate, as the process involved laborious setup work in which individual calculator operators would be given step-by-step instructions for running computations. As computers became cheaper, the amount of manual work involved declined. Abstractions like “add these numbers and pass on the result” became part of the code, requiring no manual intervention. These cheaper computers only came into existence because there was demand for them—a demand that was driven by the bubble dynamics governing the Manhattan Project and the Apollo program. World War II was an early case study in the nonlinear benefits of information technology: The sum, or output, was greater than its parts, or inputs. And the improvement—technological and otherwise—was not just that a particular weapons project got done quickly but that a nascent science of automating calculations came into view.

			Coordinating the efforts of researchers is always a tricky matter, since discoveries can’t be predicted. It’s hard to create an “insight factory” that can produce a certain quantity of good ideas every shift. But steady progress across multiple fronts was necessary to produce the bomb by a deadline, which meant researchers had to split the task into constituent parts and then attack them individually while sharing notes. This fairly horizontal process was then complemented by the more vertical process of converting complex simulations into a series of operations that could be performed on a mechanical calculator. 171 

			In fact, the entire Manhattan Project could be modeled as one big computation. Everyone involved—scientists, engineers, administrators, construction workers, pilots—was trying to solve the same large and complicated math problem. That is: Given a specific mix of human and natural resources, how do you end a war as quickly as possible?

			The bubble process is partly an exploratory one: Is there a path from the known present to a specific idealized future? The resources may be available in theory and the future may be compelling, but sometimes cost estimates will be off by an order of magnitude in either direction. The only way to find out for certain is to try. 

			It was precisely the Manhattan Project’s bubble-like nature that initially attracted, aligned, and coordinated its cognitive supply chain—which, for better or worse, released tons of both nuclear energy and brain power.

			Spillover technologies

			The Manhattan Project bears deep similarities to a speculative bubble along several dimensions. It was driven by a core vision, massive FOMO, and excessive funding that enabled the parallelization of innovation. Another similarity lies in the various spillover technologies it produced. The project participants, both through their work in the Manhattan Project and the relationships developed there, fostered many innovations useful in peacetime. In 1947, for example, John von Neumann worked on his first computer at the Institute for Advanced Study, eventually under Oppenheimer’s auspices. Oppenheimer was in the extremely rare position of being personally acquainted with von Neumann, familiar with using computers to solve practical problems, and able to fund new projects. After the war, Oppenheimer took charge of IAS and used the institute’s money to pay for von Neumann’s work. Von Neumann agreed not to patent his computer, which is fortunate. His design, known as the von Neumann architecture, revolutionized computing and still describes the basic structure of modern machines.

			Likewise, nuclear fission became a major electricity source, first in the USSR (1954), then in the UK (1956) and the US (1957). Today, nuclear power accounts for 18 percent of US electricity generation, producing $38 billion in annual revenue. In France, nuclear power produces almost 70 percent of electricity.

			Nuclear competition also prompted the development of game theory, an important branch of math and economics also invented by von Neumann. In a world of mutually assured destruction in which a state could retaliate against a devastating nuclear attack but could not stop an assault already underway, academics undertook more serious decision-making models that incorporated known incentives and uncertain information. Today, game theory underpins the ad pricing models of major internet companies like Alphabet, Amazon, and Facebook. And, to really bring the example full circle, Alphabet invests some of its immense ad profits in R & D programs—including research into fusion-based power.

			Spillovers like these, which long outlive the bubble itself, are a defining feature of innovation-accelerating bubbles. Formal futures markets were formed during the 17th-century Dutch tulip bubble. The railway networks that materialized during the British railway mania in the 1840s continue to move passengers and freight. Fiber-optic networks and Amazon survived the dot-com collapse of the early 2000s. Similarly, the Manhattan Project “bubble” burst in the sense that after the bombs detonated the program was wound down with the conclusion of the war, yet the resulting innovations remain critical to the way we live now.

			Another spillover of the Manhattan Project bubble is the subject of our next chapter: the Apollo program. Once the US, the USSR, and other countries had access to powerful bombs, they sought to demonstrate that these bombs could be delivered swiftly and accurately. Apollo was a plausible way to do this. It allowed the US to show that it could deliver a warhead-sized payload anywhere in the solar system—including Moscow. And Apollo would spin off its own innovations and supply chains, above all in the realm of computers. In other words, the Manhattan Project catalyzed the space age, leading directly to the silicon age. As will become more clear over the next few chapters, that is the innovative power of a bubble at work.
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			Chapter 4
			The Apollo Program

		
		
			In 1969, Neil Armstrong became the first human to set foot on the Moon. In 1972, two members of the Apollo 17 crew became the last. Despite many promises to return, 172 no one has been to the Moon in five decades. In fact, with the final space shuttle flight in 2011, the US is no longer capable of sending humans into space using its own spacecraft. 

			What happened? Was the Apollo program just a historical anomaly? How did it succeed so spectacularly, and what can we learn from this hyper-ambitious effort—quite possibly the greatest national project ever completed? 

			When President John F. Kennedy declared in May 1961 that “this nation should commit itself to achieving the goal, before this decade is out, of landing a man on the Moon,” no one knew how to do it. 173 Rockets, launchpads, space suits, hardware, software, zero-gravity food—they didn’t exist, and there were no experts in these domains. As we’ve already seen with the Manhattan Project, arbitrary deadlines are a powerful way to turn an approximate but extreme ambition into a specific goal.

			It wasn’t just that the space program lacked what was necessary to get to the Moon—scientists weren’t even sure it was possible. Engineering for space travel has obvious complexities, like getting a vehicle to the appropriate speed without threatening the safety of the crew. But there were non-obvious limitations, too: The tolerance for error is roughly zero, and the equipment and environment available on departure define the exact limits of what will be available until return. The scientists even worried that, if we did make it there, we might find chemically reactive Moon dust that would explode upon touchdown. 174 Keep in mind that Kennedy made his announcement only four years after the first living creature was sent into space—Laika, a stray dog found on the streets of Moscow. And it was only in 1960 that the first living beings—this time two dogs, plus some mice, rats, and plants—were safely returned from space to Earth.

			The success of Apollo speaks to what Peter Thiel has called “definite optimism,” or the belief that the future will be better than the present for specific, concrete reasons—as contrasted with “indefinite optimism,” the view that GDP will grow and standards of living will improve without the help of any specific change. From an indefinite optimist perspective, it’s hard to envision the steps necessary to achieve actual improvements. A definite vision of the future gives us a project to undertake in the here and now, which provides a roadmap for how we can create a better future, rather than simply waiting for its arrival and hoping for the best. An indefinite optimist makes no tangible plans: “He expects to profit from the future but sees no reason to design it concretely,” Thiel writes. 175 By contrast, a definite optimist is an architect of the future—it is the optimism of the startup founder rather than the index fund investor. 

			The Manhattan Project succeeded because definite optimists were powered along by bubble dynamics. The same could be said of Apollo. Yet the Apollo program was even larger than the Manhattan Project, with a price tag about 12 times higher. Some of this was because of the natural scale of the project, and some was because it was, from the beginning, meant to be a public demonstration of American scientific and engineering prowess rather than a secretive one to be unveiled at an opportune time. Between May 1961 and July 1969, over 400,000 scientists, engineers, mathematicians, astronauts, managers, construction workers, and laborers—supported by more than 20,000 industrial firms and several research universities—made it happen. Compelled by the exigencies of the Cold War, they coalesced around the gigantic problem of lunar exploration, producing a bubble driven by a collective obsession with a high-risk endeavor that has never been equaled.

			Apollo’s enemies, at home and abroad

			Apollo was America’s signature Space Race project during the Cold War. In August 1949, the Soviets proved they could also build a functioning nuclear weapon. The US responded by ramping up its bomb building and testing capabilities. From 1951 to 1958, it tested 188 nuclear weapons, an average of 24 atom bombs per year.

			The Soviets took a different approach. Rather than frantically show off their bombs, they developed a better way to deliver them. In 1957 they revealed the intercontinental ballistic missile (ICBM), a rocket that could be launched from Soviet territory and, traveling at 15,000 miles per hour, arrive at a target halfway around the globe in 15 minutes. That prompted the Americans to begin testing their first ICBM, Atlas. But the first Atlas test blew up, as did the next five. 

			The US fell further behind in the technological competition between the two countries on October 4, 1957, when the Soviets announced that they had launched Sputnik I, the first man-made satellite ever to reach orbit. The 184-pound metal sphere obtained an altitude of 560 miles, circled Earth in around 96 minutes, and awed the world with its cold and repetitive mechanical beeping. In the US, NBC and CBS interrupted their programming to broadcast the ominous tone. But it was Sputnik II, launched a month later, that struck real fear into the hearts of America’s technocratic elite. Its 1,121-pound launch mass was close to that of the most recent generation of nuclear warheads. More than a research satellite, Sputnik II was a demonstration of military capability. Any major US city could now be targeted by Soviet nuclear warheads. 176 

			This was, as many historians see it, Apollo’s origin story. Without the seemingly existential threat of a Communist power ruling space—the threat of a “red moon”—the Moon landing wouldn’t have happened, at least not at the speed it did. As with other bubbles we cover, the Apollo program was able to synthesize multiple goals: pure scientific curiosity, a novel engineering challenge, and a desire to demonstrate military superiority over an adversary. 

			The program was named after the Greek god of, among other things, knowledge, prophecy, the sun, and archery. But it didn’t just share its name with Greek mythology. On a more fundamental level, the towering Saturn V rocket, which jolted the Apollo 11 crew to the Moon, can be compared to the perfectly sculpted marble statues of ancient Greece. These mythologically imbued sculptures, which the ancient Greeks sometimes melted down to make weapons, became a symbol of the dawn of Western civilization. Now, more than a century after its closure, Apollo became a reminder of its potential decline. 

			Whether Apollo was necessary for US security or whether it was instead a monument to greatness or vanity is a matter of endless debate. Either way, it’s clear that the ideological competition, which took place on a cosmic scale and seemed to threaten capitalism’s very survival, was highly motivating both for Congress and for the American public. This motivation was necessary, as the Apollo program generated fierce opposition from its inception. In July 1961, Congress authorized a space budget 60 percent larger than former President Eisenhower had requested in January. It was immediately followed by howls of dissent. The mathematician and philosopher Norbert Wiener, who founded the field of cybernetics, dismissed the project as a “moondoggle,” a phrase that quickly entered popular culture. In 1964, Columbia University sociologist Amitai Etzioni published a book with the catchphrase as its title. 177 Even President Kennedy was ambivalent about the massive financial commitment. On the one hand, he heralded the exploration of the “new ocean” of outer space. 178 On the other, he stated several times that desalinating the actual oceans promised greater returns to humanity than anything the space program could deliver. Vice President Lyndon Johnson was more committed to the idea of landing a man on the Moon, and Kennedy charged him with making the public case for a manned mission and its potential social payoffs. 

			Johnson made a powerful appeal, evoking America’s “race for survival.” As he put it, “control of space means control of the world.” 179 But he also emphasized the more prosaic gains to be made. The Moon mission was, he argued, “a solid investment, which will give ample returns in security, prestige, knowledge, and material benefits.” 180 Amid the threat of nuclear missiles and the specter of communist Moon bases, the pitch worked: Kennedy and Johnson managed to convince the public and Congress. At a meeting of the Space Exploration Program Council in April 1961—one month before Kennedy’s “before this decade is out” speech—Johnson asked, “We’ve got a terribly important decision to make. Shall we put a man on the Moon?” 181 Everybody in the meeting agreed. The rest is history.

			External and internal competitive pressures—whether from Soviets who wanted their side to win the Space Race or from skeptics who thought the money should be spent elsewhere—contributed to just how quickly the Moon landing was achieved. But competition is not the whole story. The Cold War did not end with the termination of the Apollo program, nor did scientific collaboration between the US and Russia start when the USSR collapsed in 1989. Even if the Cold War did, to a large extent, power the Space Race, there was something else that contributed to Apollo’s historically singular achievement: genuine passion.

			To return to Plato’s model of the soul, mentioned in Chapter 1, what was required wasn’t just logos (reason) but also thymos (spirit). 182 Apollo was, for many, the peak of human accomplishment—a triumphant symbol of the drive to conquer infinite frontiers. It was a radical but concrete vision that inspired and reinforced the enthusiasm, commitment, and risk tolerance of all involved. The goal was straightforward: to put a man on the Moon. But achieving it required going where no one had ever gone, solving problems that no one even knew existed. Undoubtedly, geopolitical competition and fears for national security motivated members of Congress and a large swath of the wider public. But what guided the leaders of the Apollo program was the urge to do whatever it took to realize an incredibly grand vision. As George Mueller, who headed NASA’s Office of Manned Space Flight during the Apollo program, put it in 1969, “Man needs frontiers.” 183

			Apollo and thymos

			One man who embodied this spirit of relentless pursuit, who possessed both vision and a determination to make it a reality, was Wernher von Braun. Growing up in Berlin, von Braun was obsessed with space exploration and science fiction. As a teenager he joined the Verein für Raumschiffahrt, a rocketry society. He joined the German army in 1932 and began developing the V2 ballistic missiles that would be used by the Nazis during World War II. 

			Von Braun’s talent as a rocket designer was well known. As the war drew to a close, the US wanted to ensure that he, his team, and other German scientists did not fall into the hands of Soviet troops. US Army intelligence launched Operation Paperclip, which, over the course of 15 years, brought some 1,600 German scientists and engineers to America. For his part, von Braun strongly preferred the Americans to the Soviets, and arranged his surrender accordingly. (Years later, the moral complexity of Operation Paperclip would come into sharp relief when respected NASA scientist Arthur Rudolph resigned from the agency, renounced his US citizenship, and left the country after it emerged that he had used slave labor to produce V2 rockets. 184)

			By the time Kennedy announced the plan to go to the Moon, von Braun had been waiting for such an opportunity for three decades and was ready to pounce. This is one of the hidden benefits of projects marked by extreme ambition: They attract the most dedicated, focused people. The early days of NASA benefited from a similar level of focused ambition. In the late 1950s, NASA’s Langley Research Center was a collection of oddball rocket fanatics, many of whom not only did research during the workday but built their own hobbyist contraptions on nights and weekends. 185

			Neil Armstrong would later cite the commitment and enthusiasm of Apollo’s developers as the source of the program’s success. Their optimism also played a key role. They weren’t just driven—they truly believed that with enough hard work and ingenuity, failure was impossible. Like the Manhattan Project, the Apollo program succeeded in large part because of the visionary determination of what Peter Thiel has called “extreme founder figures”—people like von Braun, NASA’s George Mueller, and President Johnson—all of whom demonstrated a relentless drive that bordered on the kind of craziness observed during stock market manias. 

			The Apollo bubble

			In retrospect, the ambition and scale of Apollo seems almost delusional. How could anyone believe that we’d land on the Moon and immediately start colonizing the solar system? It was akin to believing that tulips, real estate, and cryptocurrencies could only go up in value. But Apollo was also a bubble in another sense. Its growth followed bubble-like dynamics, leading researchers to describe it as a social bubble—a bubble that unfolded outside financial markets, inflated not by speculators but by technocrats and politicians. 

			During a financial bubble, the composition of the market affects how prices are set. Eventually, the only people trading are true believers (who buy) and increasingly lonely cynics (who bet against). Social bubbles go through the same process. As the Apollo program grew ever more complicated, it became that much harder for anyone but the true believers—the project’s managers—to have an informed opinion. Policymakers made the appropriations, but in doing so, they deferred to the true believers, or the expert engineers and physicists who saw Apollo as a once-in-a-lifetime chance to achieve their dreams and therefore were motivated to spend as much as possible.

			Like a purely speculative financial bubble, a social bubble goes through a phase of over-investment driven by inflated expectations about the future. Ex ante, the resources and effort invested in putting a man on the Moon couldn’t be rationally justified by a scientific or economic cost-benefit analysis. Ultimately, the Apollo program killed three people and swallowed more than $24 billion. But Apollo did make good on its high expectations. Whereas the belief that “this time is different” has cost many investors their shirts—not for nothing is that phrase known as the four most dangerous words in investing—the future that followed Apollo did, in fact, turn out to be radically different from what came before. This time really was different.

			Support for Apollo traced the oscillating trajectory of a financial bubble—i.e., the hype cycle. Many unorthodox ideas are victimized and buoyed by hype cycles. An initial breakthrough triggers hype to a peak of inflated expectations, which subsequently collide with reality. In the case of Apollo, the hype cycle was defined by fluctuating public and political support. Initially, public support was essentially undivided thanks to Cold War fears and compelling arguments by President Johnson and NASA director James Webb, who persuaded lawmakers and citizens that a space program would generate both economic and scientific progress. By 1963, however, many people had started to resent the opportunity costs of the projects. In July of that year, The New York Times took stock of negative public sentiment and declared the lunar program “in crisis.” 186 It didn’t help that during the same period Mueller commissioned John Disher and Del Tischler, two veteran NASA engineers who weren’t involved with Apollo, to assess the program. Their study concluded that a “lunar landing cannot likely be attained within the decade with acceptable risk” and that “program cost through initial lunar landing attempt will approximate 24 billion dollars.” 187 The report also stated the odds of reaching the Moon by the end of the decade were only about 1 in 10. In fact, Disher and Tischler were right about the money, nailing the program’s total cost, which was far higher than predicted at the outset. But they were wrong about the timeline. 

			Public confidence turned around in 1964, thanks to Johnson’s relentless pro-Apollo campaign after he assumed the presidency in the wake of Kennedy’s assassination. A poll published that year indicated that 69 percent of the public was favorably disposed to landing an American on the Moon, with 78 percent saying the Apollo program should maintain, or even speed up, its pace. From then on, public support decreased steadily, only to spike again in mid-1969, when an estimated 600 million people—one-fifth of the world’s population—watched or listened to the Moon landing as it was happening. 

			The inflation and collapse of the Apollo bubble is perhaps best represented through its funding. In 1963, Congress allotted the program $620 million. A year later, the figure was $2.27 billion. Thereafter, funding continued to increase but at a much slower pace, rising to $2.61 billion in 1965 and $2.97 billion in 1966. 188 In 1967, in the wake of the Apollo 1 incident that killed three astronauts and in response to America’s increasing commitment to the war in Vietnam, NASA’s budget began to decline. Not even the successful Moon landing was able to reverse this trend. Three years after the Moon landing, the Apollo program ended abruptly. The bubble had burst.

			As is often the case with bubbles, Apollo’s supporters invested so much into the project that they were no longer able to concede the possibility that they’d made a mistake. Thus, while NASA took a 20-month break from crewed space flights in the wake of the Apollo 1 disaster, it did not quit. With billions of dollars spent, three deaths, and still no Moon landing, a reasonable person would have been convinced that the entire program was folly. But for the program workers and astronauts, giving up would mean that those astronauts died in vain. It’s no wonder Gene Kranz, an Apollo 13 flight director, called “irrational exuberance” a prerequisite to space exploration. 189 Speaking in 2004, he used the same phrase then-Federal Reserve chair Alan Greenspan had deployed when describing the dot-com bubble. The greatest risk of manned space missions is, as one former NASA astronaut put it, “not death” but “not to explore at all.” 190 Worse still is the idea that one might miss out on being the first to reach the next frontier—FOMO on a cosmic level. 191

			In sum, Apollo was a reality-distortion field that heavily skewed perception of the program’s risks and rewards. As a consequence of this bubble-like dynamic, society’s risk tolerance increased substantially, enabling unprecedented financial and technical risk-taking. The extreme willingness to take risks, constantly reinforced by unrealistic levels of optimism, may not sound rational, but it put a man on the Moon. The specific and concrete vision of the future that Kennedy announced and others realized would not have come to fruition without extreme commitment and relentless determination, ridiculous as these commitments sounded at the time. 

			Studying Apollo’s history, it becomes clear that, both then and now, the massive mobilization of capital and talent on behalf of a heroic mission can’t be rationalized by a standard risk-benefit analysis, regardless of whether the value is understood in technological, economic, scientific, or geopolitical terms. Above all, Apollo illustrates that it’s never a good idea to bet against human ingenuity, even if this innate drive occasionally ends in failures, crashes, and catastrophes. After all, it is this persistent thymotic force, which enjoins us to forever extend the limits of what’s possible, that enabled humanity to shatter the celestial spheres. It is on this same force that all progress depends.

			Apollo’s secret: Culture and management

			Breaking the bonds of Earth demanded excessive human ingenuity. But a bold vision and the willingness to take massive risks weren’t enough on their own. In addition to money, talent, geopolitical competition, and irrational exuberance, the lunar mission succeeded because of its idiosyncratic culture and radically new organizational structure. As one NASA researcher notes, the “common goal” and “sense of purpose” underlying Apollo “prevented the development of bureaucratic sclerosis.” 192 Apollo’s management structure was decentralized, flexible, and often informal, which enabled scientific and technical risk-taking, rapid cycles of testing and feedback, and a relentless focus on problem-solving. 193 

			Early on, Webb and Mueller realized that a project as ambitious as Apollo could not succeed unless scientists and engineers were given space to think creatively. Some amount of hierarchical organization was necessary for setting goals and keeping plans on track, but decentralized technological research and development would catalyze scientific creativity, lateral thinking, and bottom-up initiatives. Under Webb and Mueller’s leadership, NASA’s geographically dispersed program offices and centers—such as the Manned Spacecraft Center in Houston (now Johnson Space Center), the Launch Operations Center on Merritt Island, Florida (renamed Kennedy Space Center in 1963), and the Marshall Space Flight Center in Huntsville, Alabama—had a high degree of autonomy and, in some cases, relatively flat hierarchies.

			NASA developed, implemented, and perfected an approach known as systems management. Originating in the air defense and ballistic missile programs of the 1950s, the strategy focuses on the system itself—its boundaries, interactions between subunits, and optimal performance—rather than on sequential processes or the work of subunits. Leaders with systemic vision avoid micromanaging and are better able to accelerate a team’s overall progress. Apollo’s leaders viewed the program as a multi-layered, complex system, composed of myriad interacting parts and parallel processes concerned with everything from integrated circuits to the chemistry of Moon dust. Their job was not to know every detail about how the integrated circuit project was progressing but whether the work was ultimately furthering the goal of putting a man on the Moon. As Webb characterized it, “The process of management became that of fusing at many levels a large number of forces, some countervailing, into a cohesive but essentially unstable whole, and keeping it in the desired direction.” 194

			To the extent that NASA had top-down hierarchies, these collided productively with an individualistic and informal culture. Managers would establish goals and timelines, but it was up to scientists and engineers, some of them highly eccentric, to figure out how, exactly, those goals might be achieved. 

			Of course, decentralization isn’t inherently a good thing. It only works when valuable local knowledge—tacit knowledge—can be profitably harnessed by large groups and organizations. In other words, what’s needed is a mechanism, like prices in a free-market system, that aggregates knowledge to make it globally accessible. In the case of Apollo, handwritten notes functioned as information-aggregation mechanisms. In von Braun’s system of “Monday notes,” engineers and technicians were required to identify the most salient issues and submit a single-page note. After leaving comments in the margins, von Braun would circulate the entire annotated collection of notes within the organization. Through this informal system, everyone was able to tap into the organization’s collective knowledge and contribute solutions to each other’s problems. There was one level of centralization, with von Braun serving as the hub for information, but his role was really to highlight problems in a way that facilitated decentralized solutions. 

			Another organizational method NASA adopted was at once simple and punishingly difficult. In April 1970, when Apollo 13 was heading for the Moon, Joseph Shea, program manager for the command module and lunar module, required his direct reports to assemble a summary of everything they had accomplished and every outstanding decision that needed his input. These handwritten notes, which ran to hundreds of pages long, were delivered weekly. Shea used this system to stay continuously updated and to ensure that anything running slightly behind schedule caught up in time. While bubbles parallelize innovation by convincing participants that every intermediate stage will be put to use in the near future, they also require it—if any module, component, piece of equipment, or rocket engine wasn’t ready by the deadline, the entire project would fail.

			These models enabled vertical and horizontal flows of information within and between teams. If one group missed a technical error or some other issue, it would be detected by groups below or above in the hierarchy. Program managers might insert themselves into engineering teams to understand what was happening one level down, while technicians and engineers provided frequent feedback to management and decision-makers. For example, Apollo 13 flight director Gene Kranz actively sought information from all levels of NASA. In part, he was looking for signs of problems. In contrast to NASA’s later mantra—“In God we trust. All others must bring data”—Kranz tried to systematically incorporate the gut feelings and hunches of his colleagues into the decision-making process. When two or more technicians or engineers, no matter their position in the hierarchy, shared a concern, he stopped everything to collect and analyze data that would either isolate the problem or rule it out. Sometimes, these qualitative inputs were enough to override a rigorous protocol.

			In other words, during the Apollo years, NASA wasn’t over-engineered for consistency and over-optimized for conformity. Not only did this enable orthogonal thinking and rapid iterative testing of new methods and materials, but, in the case of Apollo 13, it also allowed Mission Control and flight directors to find highly creative engineering solutions for averting a disaster in space. By contrast, when the Challenger exploded in 1986, NASA was heavily reliant on data communication and visualization protocols, hierarchy, and a culture of conformity, all of which were implicated in the accident. 195 

			Lunar-orbit rendezvous (LOR) was another Apollo mission idea that probably would have been killed by a top-down bureaucratic hierarchy averse to multi-disciplinary and unconventional thinking. The brainchild of the brilliant and extremely persistent Langley Research Center engineer John Houbolt, the idea behind LOR was that the lunar lander would decouple from the main spacecraft, which would remain in lunar orbit, to independently descend to the surface of the Moon. LOR’s main benefit was that it considerably reduced the weight of the rocket’s payload. If a single vessel had been used to carry astronauts from Earth directly to the Moon, all the fuel required to bring the astronauts home would have also had to land on the Moon and be launched back into space. While the Moon’s gravity is low compared to Earth’s, it is not trivial. Carrying that fuel back into space would have involved even more fuel and thus a larger payload. Every increase in payload weight has a multiplicative effect because it necessitates bigger tanks or more cargo space, which then requires heavier thrusters to move all that weight, as well as more fuel to power the thrusters—and each of these additions means more materials, more potential edge cases, and more unique failure modes. This makes the entire system extremely sensitive to incremental changes in weight. 

			LOR significantly cut the payload burden, enabling engineers to slim down other systems while also reducing the complexity of the overall craft, since it no longer needed to land on the Moon’s surface. Instead, that could be left to a single module. LOR’s main drawback, however, was it required not just arranging a launch from the Moon but also a rendezvous with another craft in orbit. 

			Notably, Houbolt was not the first to propose the idea. Ukrainian-Soviet engineer Yuri Kondratyuk did so back in 1919, but it wasn’t implemented. Then, in 1958, very early in the space program, an engineer at Vought Aerospace ran the numbers. After Sputnik, it seemed clear that eventually a Moon landing would be desirable, and that LOR could be an option for reaching the Moon efficiently. Given the complex timing, math, and mechanics of LOR, Houbolt had to work hard to convince program managers and engineers of its merits. Ultimately, his monomaniacal commitment to the idea convinced not only high-ranking NASA bureaucrats but also fellow engineers like von Braun, who previously had been vehemently opposed. When the plan was finally approved, the contract for the lunar lander went to none other than Chance-Vought, the successor to Vought Aerospace, which had earlier explored the idea.

			LOR provides a powerful example of how NASA’s idiosyncratic culture was able to turn unorthodox ideas into reality. Houbolt, a mid-level engineer, wrote countless letters on the subject, which he was able to submit to the very top of the command chain. Notably, he was able to route around NASA’s hierarchies and disseminate his vision across its various facilities. Apollo’s informal and relatively decentralized decision-making process brought together the Space Task Group, von Braun’s team at the Marshall Space Flight Center, and administrator James Webb. Each of these nodes in the organization became versed in LOR so that a once-unconventional idea quickly became the new orthodoxy.

			Yet there is a downside to the LOR story that speaks to NASA’s post-Apollo descent into bureaucratic irrelevance. The adoption of LOR came at the expense of an alternative possibility with far greater potential: Earth-orbit rendezvous. This approach was von Braun’s preference and underpinned his master plan for interstellar travel. LOR was more efficient for the lunar mission specifically, but the Earth-orbit equivalent placed no constraints on where a rocket could travel. In other words, in service of a successful Moon landing and a few uninspiring follow-up trips, we abandoned the best path to Mars and further interstellar missions. While we can’t give a definitive answer, the unnerving question remains: Was NASA the victim of Apollo’s success?

			The definite optimism of “all-up” testing

			The Apollo program epitomizes the successful solution to a large-scale and highly complex coordination or collective action problem. No single innovation made the lunar landing possible. Instead, Apollo’s breakthrough resulted from coordinating components and processes in the right way. Integrated circuits, the design and manufacturing of the Saturn V rockets, the management of almost 400,000 people and 20,000 contractors and research labs—all of this had to come together under the aegis of a specific and unifying vision so that three astronauts could go to the Moon and return home. 

			One of Apollo’s key coordination mechanisms was “all-up” testing. The brainchild of George Mueller, some of his colleagues described the idea as “impossible,” “risky,” and “reckless.” It was indeed risky, and as such exemplifies the high risk tolerance of the Apollo program. But it wasn’t impossible. In fact, it was necessary. After acquainting himself with the test schedule developed by his predecessor, Mueller insisted on a new course. All-up testing was “the only way I can get to the Moon in this decade,” he said. 196

			All-up testing replaced a more conservative, incremental approach typical of rocket design. Instead of testing individual components, each test aimed to involve the whole system, or the closest thing that could be deployed. Under a traditional testing regime of a multistage rocket like the Saturn V, the first test would involve a single live stage with additional dummy stages attached. If the first test succeeded, a second stage would be added, and so on. Every test would see the addition of new components, with only the final test incorporating every element of the complete system. But rockets are complex systems, and the science of designing and constructing them was being codified on the fly. Each additional component would introduce new complexities—more weight, more moving parts, more potential wobbles and collisions—rendering the results of previous component-level tests moot.

			Under the all-up system, every flight test would occur with the system as complete as possible. That way, all of the rocket stages, along with the other components of the final Apollo vehicle, would be included. Such an approach did not, of course, dispense with incrementalism—10 Apollo missions were flown before astronauts stood on the Moon. (Since the goal was a Moon landing, these flights can be viewed as elaborate dress rehearsals done in the spirit of all-up testing.) But each all-up test was more representative of a final working system than a traditional test and therefore revealed more clearly whether the whole vehicle functioned and where its remaining problems were. It also forced engineers to think holistically—they weren’t just solving the problem of how to design a single flange or nozzle but contributing to a system that would reach the Moon. 

			Of course, this isn’t to say the first tests of Saturn V’s F-1 engines were live flight tests. Before flying, individual components were rigorously stress-tested to ensure they were reliable on their own. Much was learned this way. Early on, the F-1s were sometimes unstable, but by the end of the testing process engineers could literally detonate explosives in the combustion chamber without destabilizing the engine. After that, the entire rocket configuration was tested as a unit.

			All-up testing was nonetheless a gamble. If a test went awry, a huge amount of work and investment might be lost. But it was a gamble Mueller and others at NASA felt was worth taking in order to reach their goal on deadline. In exchange for increased risk, the all-up process overcame a painful limitation of complex engineering: Not only does every component need to be reliable, but every configuration of the components needs to be too. The addition or subtraction of any one feature required others to be rearranged, which could render previous tests meaningless. Testing every craft as if it was the final craft was the only way to comprehensively test the individual components, their assembly, and the work of the engineers, designers, and flight operators. Each test was a test of the real thing, not a prototype. 

			The protocol worked marvelously. By the end of its testing regimen, NASA’s engineers had identified no fewer than 14,000 anomalies and had explanations and fixes for all but 22 of them. 197

			All-up testing was a pragmatic way to deal with trade-offs between running simple tests of subcomponents and running more elaborate ones covering the entire project. It was also a statement about the nature of the task. Most of the time, we think of failure as a fact of life, while success is the result of an elaborate coin toss. You take a sequence of actions, all of which have some probability of working, and multiplying these odds together yields the probability of success. The Apollo approach was different. Implicitly, project participants treated a Moon landing as a given based on available and developing technology. It was a clear example of definite optimism—everything depended on a clear and actionable plan. All-up testing implied a world where the probabilities of failure were correlated, so testing everything at once found hidden interactions. In that model, any failure is a mistake, not a random outcome. 

			The Space Race and Moore’s law

			From the very beginning of spaceflight programs, there was an intense debate among NASA administrators, policymakers, scientists, and taxpayers about whether the massive investment was worth it. In response, NASA has emphasized an endless list of technological innovations its research helped facilitate, from CAT scans and MRIs to communications satellites and freeze-dried food. But Apollo’s most transformative technological contribution was the integrated circuit. For the Apollo mission, NASA bought massive amounts of integrated circuits, which were used in the board computers of the Apollo command module and the Apollo lunar module. Indeed, NASA needed so many integrated circuits that, by the end of 1963, NASA purchased 60 percent of all integrated circuits manufactured in the US. 198

			It would be fair to say the Apollo program created the semiconductor industry by driving down the price of chips. When MIT’s Instrumentation Lab, which oversaw the development of Apollo’s navigation and guidance system, bought its first integrated circuit samples, the bleeding-edge technology cost around $1,000 per unit (around $10,000 in 2022 dollars). However, MIT’s bulk purchase of integrated circuits for the Apollo program caused prices to drop significantly. By 1962, costs had fallen to $100 per microchip. A year later, MIT could order 3,000 integrated circuits from Fairchild Semiconductor for $15 per chip. 

			Thanks to the space program, the cost of integrated circuits fell to $1.58 per chip by 1965. It’s therefore not surprising that Moore’s law was born during the Apollo period. In a 1965 paper titled “Cramming More Components Onto Integrated Circuits,” Gordon E. Moore—who was at the time a director of research and development at Fairchild Semiconductor and later cofounded Intel—predicted that the number of transistors on an integrated circuit would double every year until it reached an astonishing 65,000 components by 1975. Moore’s prediction turned out to be correct, at which point he made a new prediction: Henceforward, the number of transistors on integrated circuits would double every two years.

			Moore’s law has radically reshaped the trajectory of technological progress over the past half-century. As we will show in the next chapter, it became a self-fulfilling prophecy that resulted in the exponential acceleration of computational power, which brought us the iPhone and Instagram—which are, ironically, distracting large segments of the teenage population from aerospace engineering. Eventually, as some fear and others hope, the super-exponential growth in compute could result in the Singularity, or the moment when machines transcend human intelligence. 199 If the Singularity does arrive, it will be traceable back to the Eagle, the lunar landing module’s onboard computer.

			In the mid-1960s, the only demand for integrated circuits that Moore identified in his paper was “Apollo, for manned Moon flight.” 200 By 1969, however, the year Neil Armstrong and Buzz Aldrin walked on the lunar surface, the market for computer chips was 80 times larger than it had been in 1962. 

			Would integrated circuits have happened without Apollo? Most likely, given enough time, another use case might have prompted their discovery and broad-scale usage. But Apollo massively accelerated their development and diffusion. Moreover, Apollo set the pace for chip improvement, which kickstarted a recursive process: Because software was designed for higher-performance computers, chip manufacturers made better chips to meet that demand for computation, which encouraged the next generation of chip manufacturers to build still-faster chips, and so on. The Apollo guidance computer possessed a 1 MHz processor; a typical smartwatch today possesses more than 1,000 times that processing power. In other words, Apollo spawned Moore’s law, which launched the computer age. It’s entirely possible that absent this, transistors would have remained a small-scale curiosity, interesting for a few use cases but, due to the lack of large-scale manufacturing, far too expensive to replace vacuum tubes in most real-world applications. We didn’t get Mars colonies, but at least we can stream The Martian on an iPhone. 201 

			Asked about the purpose of a manned Mars mission, von Braun once remarked that the question of “what we are going to do… once we get there” was a “weak point.” 202 But such questions are missing one of the most important lessons from Apollo. Manned space flight needs to be evaluated less in terms of economic efficiency and more in terms of spiritual effectiveness. 

			Rockets and cathedrals 

			After Apollo, the eternal frontier closed. Apollo’s cultural and social legacy was just as important, if not more important, than its substantial material legacy. As sci-fi writer Robert Heinlein put it shortly after the Moon landing, Apollo’s success was “the greatest event in all the history of the human race up to this time.” 203

			The symbolic meaning of the program’s end shouldn’t be underestimated. Apollo was nothing less than an instance of the technological sublime. The Apollo 11 mission, and the technological mastery a successful Moon landing represented, elicited a cross-cultural spiritual reaction. Images from the mission were “surrounded with the aura of religion,” 204 from the silvery Saturn V rocket, which towered against the darkness of space before it lifted off and sent the first humans to another world, to the Apollo 8 crew’s reading from the Book of Genesis on Christmas Eve 1968, to Armstrong’s footprints on the lunar surface. In the 20th century, the experience of the technological sublime was a recurrent phenomenon in America—think of the interstate highway system, the Hoover Dam, the Manhattan skyline, the atomic bomb, the jet airplane, or the Golden Gate Bridge. After Apollo, that experience essentially vanished. Instead of a new opening upon an endless frontier, Apollo marked the advent of an era of diminishing expectations about the future and decreasing returns on technological progress. It signaled our entry into an age of deceleration, in which technological and scientific ambitions are constantly scaled down. Dreams about sparkling Moon dust died in the mud of Woodstock, which gave rise to more Earth-centric concerns.

			In the late 1960s, visionaries like von Braun predicted that Apollo would promptly usher in reusable spacecrafts, lunar colonies, manned missions to Mars, and space-based industries. 205 Today, Apollo has become an icon of nostalgic futurism—an artifact of a past in which the future was expected to be radically different from the present. If we want to understand and recover the symbolic meaning of Apollo, and the Promethean ethos that underlies it, we shouldn’t focus on its minor material spillovers, like the popularization of Teflon, Tang, and Velcro. 206 Instead, we need to compare the Saturn V rocket, which carried the first humans to another heavenly body, to the monuments of past civilizations. 

			Former NASA administrator Michael Griffin has compared the space program to medieval cathedrals, built to last an eternity. Hundreds of years later, these cathedrals still inspire awe. When we assess the Apollo program and the bubble that made it successful, we shouldn’t just consider what Griffin calls the “acceptable reasons” for it, based on rational and quantifiable cost-benefit analyses. Rather, we need to consider the “real reason”—a drive that is unquantifiable, intuitive, compelling, and represents “inventiveness, competitiveness, and boldness.”207 Apollo’s backers won support by emphasizing geopolitical competition and useful spillover technologies. But these factors do not represent the mission’s essence. Apollo built a monument to the human drive for greatness. Its end, therefore, has an enduring civilizational significance. 208
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			Chapter 5
			Moore’s Law

		
		
			In 1965, an engineer named Gordon Moore made a prosaic observation and a shocking prediction. He observed that since the late 1950s, the number of transistors on a single integrated circuit had roughly doubled every 18 months, reaching 64 at the time he was writing. 209 Based on this observation and his knowledge of the industry, he predicted the trend would continue into the foreseeable future. 

			When Moore made this claim, transistor-based products were hardly ubiquitous. Although transistor radios were getting more popular, TVs and radios mostly used vacuum tubes. Moore’s employer, Fairchild Semiconductor, mostly sold its transistors to the US government. Today, Apple’s M1 chip features no fewer than 16 billion transistors—a slight shortfall from Moore’s projection, but an astounding increase nonetheless. 210 Over that period, chip fabrication has become intensely specialized. A single fabrication plant takes years to build and costs upward of $15 billion, more than an aircraft carrier or a nuclear power plant. This colossal expenditure is required to build a facility that manipulates machines whose components are a few dozen atoms wide and whose performance is increasingly limited not by mechanical accuracy but by obscure quantum effects and extreme precision manufacturing. 

			Moore’s law is an observation without a stated cause. There is nothing inevitable about chips becoming more efficient over time at a certain rate, nor did Moore suggest as much. He merely noted the rate at which improvement had been happening and observed that it showed no signs of slowing down. His observation became a reality because of the push and pull between scientific research, which enabled greater efficiency, and increasingly elaborate applications for chips, which required it. Moore’s law is perhaps the most compelling and enduring example of a two-sided bubble, wherein the expectation of progress in one domain spurs progress in another, which then propels growth in the first. Moore’s law was made possible by the technical ability to cram more transistors onto each chip. It became a reality because software makers responded by building products that assumed further drops in hardware costs. At the peak of the PC deployment period, Intel’s product roadmap determined Microsoft’s, and vice versa. Meanwhile, each new iteration increased the number of possible use cases for chips. That’s a striking example of a bubble driving innovation. Moore’s law was a retrospective observation when it was made, but because of the power of bubbles to coordinate behavior, it became a self-fulfilling prophecy that guided the actions of both chip designers and their customers. From providing navigation for rockets to adding computation to basically any physical object with moving parts and a power source, the chip’s ubiquity has steadily grown over time. It will only continue to do so. Cars, for example, use an increasing number of sensors for safety and fuel efficiency, to the point that electronics already comprise 40 percent of a new vehicle’s cost (up from 18 percent in 2000). 211 

			In this chapter, we examine the different phases of chip development that enabled this two-sided bubble. What began as an industry created through government subsidies in the 1950s and ’60s gave way to a rough-and-tumble free market from the ’70s to the early 2000s. Today, the chip industry has returned to its roots somewhat, with leading technology companies hoarding competitive advantage and chips playing an increasingly important role in the competition between geopolitical rivals. Throughout this process, the industry has exhibited the classic bubble behavior in which predictions about the future—particularly bold and nearly indefensible ones—end up driving behaviors that make those predictions come true.

			Humble beginnings

			In June 1948, Bell Labs held a press event to announce the development of a new product, which it spelled out to its audience: “T-R-A-N-S-I-S-T-O-R.” The product, it allowed, can “do just about everything a vacuum tube can do, and some unique things which a vacuum tube cannot do.” 212 This descriptor is in the running for understatement of the century. The transistor would end up operating the Apollo guidance computer, calculating pi to 31 trillion digits, and defeating the best human player at chess (1997), Rubik’s Cube (2011), and Go (2016), to say nothing of its role in changing the nature of our work and social lives.

			Bell Labs could be forgiven for underestimating the impact of its new gadget. Few could have predicted the multi-decade, self-fulfilling cycle its invention set in motion, in which more efficient hardware encouraged more demanding software and, in parallel, new generations of software increased the demand for better hardware. Many recursive processes—even highly successful ones—do not last nearly so long or generate such profound improvements. Cheaper cars justified greater investments in roads and encouraged the creation of drive-through restaurants and motels, but neither the car industry nor car-dependent service companies maintained the relentless pace of improvement. As Intel CEO Brian Krzanich noted in 2015, if cars had improved as fast as chips since 1971, we would be able to travel “300,000 miles per hour. You would get two million miles per gallon of gas, and all that for the mere cost of four cents.” 213 

			It’s hard to evaluate exactly why this worked as well as it did. What was unique about transistors that enabled almost indefinite miniaturization and cost reductions? But chip designers really only needed to believe that they could finish the next generation or two on their roadmap. 214 Then, having done this a few times, they’d develop a sense that this process would continue. Look four or five generations out, and keeping Moore’s law going seems like an impossible task; look one generation out, and it’s a worthy challenge, not an impossible one. (This dynamic may be familiar to anyone who has flipped to the middle of a new math textbook, seen an impenetrable blizzard of obscure symbols and notations, and then, once they actually reach that section, found that it’s a perfectly straightforward step from the material that came before.)

			The origin of the transistor significantly predates Bell Labs’ understated press conference. In the late 19th and early 20th centuries, the race to unlock the secrets of the atom led to the discovery, in quick sequence, of the electron (1897), the proton (1920), and the neutron (1932). The rapid pace of advancement in physics is hard to comprehend today. Walter Brattain, one of the co-discoverers of the transistor, recalls that when he was in graduate school at the University of Minnesota, “quantum mechanics was changing so fast that every student audited [physicist and mathematician John Hasbrouck] Van Vleck’s course every year.” 215 Similarly, when Brattain’s manager, William Shockley, attended Caltech, Shockley’s professors were learning new theories with each round of textbooks, which they would immediately teach to their students. 216 A diligent student who read a chapter or two ahead of the curriculum would know more about the cutting edge of science than the professor.

			As the mysteries of physics were being studied at universities—and, later, at Los Alamos—the practical implications of novel physics advances were being tested by Bell Labs. As the R&D arm of AT&T, one of the country’s largest companies, Bell Labs had hired some of the world’s most talented physicists and put them to work on open-ended research projects. While the hope was that some of the work would help AT&T find new product lines or cheaper ways to offer what it already sold, Bell Labs was tolerant of work that had more theoretical than practical import. One team, led by Brattain and engineer John Bardeen, was investigating a class of materials known as semiconductors. In contrast with most materials, which either conduct or block electrical currents, the conductivity of semiconductors changes with temperature and purity, a phenomenon that was not well understood at the time. Starting in the 1930s, Bardeen and Brattain spent years trying to learn how materials like silicon and germanium behaved in various conditions through a series of experiments. Meanwhile, Shockley, a brilliant and irascible physicist, focused more on the theory behind semiconductors’ behavior.

			Bardeen and Brattain’s research process was guided by some theory and a great deal of luck. As it turns out, the properties they were looking for only show up when a semiconducting material is slightly “doped” with impurities from other elements, which give it either a surplus or deficit of electrons. The duo discovered this when they observed that different batches of silicon from the same manufacturer behaved in different ways. Some batches, Brattain noticed, smelled like acetylene lights, which had been used for car headlights until the 1910s. Another Bell Labs researcher, Henry Theurer, realized that the unusual smell of acetylene lights was caused by small impurities of phosphorus. It was a very lucky break. At the time, spectrometers were not sensitive enough to detect impurities that small; the only scientific instrument capable of identifying the accidental dopant was the human nose.

			This discovery occurred in March 1940. At the time, Bell Labs’ priorities had recently and abruptly shifted from corporate R & D for AT&T to military research to assist Britain and the US in their war efforts. But this didn’t mean Bell Labs entirely stopped work relevant to the transistor. During the war, Bardeen and Brattain worked on radar, from which they gained a far better understanding of the properties of silicon and germanium. The war also had broader beneficial effects on the industry. As a result of significant military spending by the US government—along with the loss of access to some foreign supplies—several key parts of the chemical and machinery supply chain moved from Europe to America, where they would remain for decades. For example, in 1937, the best source for extremely pure silicon had been the German firm Bayer. By 1941, much purer silicon was available domestically from Du Pont.

			After the war, research resumed at an increasingly aggressive pace. The team settled into a rhythm. Bardeen and Brattain tested out new experimental devices, while Shockley made suggestions on theory and used his superior political pull to keep the projects funded. By the middle of 1948, Bell Labs had achieved its breakthrough: a device that replicated the functionality of vacuum tubes but with less space, lower power consumption, and no moving parts. The team presented the new device to the military and, one week later, to the press.

			The media reaction was subdued. The New York Times famously ran its transistor story on page 46, as part of a longer column titled “News of the Radio.” The transistor was an interesting gadget, a triumph of America’s long tradition of tinkering and its relatively new leadership in theoretical physics. But the prospect of smaller televisions, more reliable radios, lighter walkie-talkies, and perhaps a new kind of hearing aid did not strike the press as a transformative innovation. The applications for a new technology were hard to see because the use cases for existing products were defined by their limitations.

			From gadget to revolution

			The early days of the transistor’s existence followed what is now a well-worn path. The device looked like a toy, or perhaps an expensive and ostentatious way to replace a technology that already worked. It was exciting to the sorts of people who used slide rules and built model planes for fun, but not to serious journalists or most businesspeople. In 1954, for instance, Bell Labs built TRADIC (Transistor Digital Computer), the first entirely solid-state computer, using transistors rather than vacuum tubes. It was an impressive proof of concept but an expensive one, costing 20 times as much as a traditional computer. The difference was reliability. Vacuum tubes had a high failure rate, so a vacuum-tube-based computer process involved workers scurrying around the system with carts full of spare vacuum tubes, looking for failed components to hot swap. By contrast, TRADIC was a computer that would run more or less indefinitely as long as it was built right the first time. Despite these advantages, and the future advances it anticipated, the high cost of the TRADIC made it irrelevant for practical purposes.

			Still, Bell Labs found a market for its new devices. The earliest buyer was the military, which was initially interested in transistor-based radios because they consumed less power and weighed 40 percent less than vacuum-tube-based models. (The SCR-300, a vacuum-tube-based two-way radio used in World War II, weighed 35 pounds.) As the Cold War escalated in the 1950s, the military became increasingly interested in high-performance components and was willing to underwrite the cost of R & D. From 1953 through 1955, almost half of the R & D funding for the transistor business came directly from the government, as more communication and navigation systems were transistorized.

			Meanwhile, Shockley was feeling scorned. He’d helped shepherd a new technology—no, an entire burgeoning industry!—into existence, but he was still just another salaried employee at a big corporation. AT&T was developing cutting-edge technology, but it was still a deeply stodgy company. As a business, it was primarily celebrated for maintaining its $9 per share dividend, set in the 1920s, throughout the travails of the Great Depression. Not especially inspired by the prospect of impressing the business establishment with conservative financial management, Shockley left Bell Labs in 1956 to launch his own company, Shockley Semiconductor. It was a complex decision, but then, Shockley was a complex character. (Later in life, he would abandon physics and business to spend his time writing tracts on eugenics.) Part of Shockley’s motivation was a desire for money and fame. His maneuvers had earned him more credit for the invention of the transistor than Bardeen or Brattain thought he deserved. But he had more personal reasons for leaving, too. Shockley’s mother was sick and lived in Mountain View, far from Bell Labs’ headquarters in New Jersey. A hiking enthusiast, he might have also found the Bay Area’s climate appealing. 217 

			Shockley Semiconductor looked like an ideal startup. It was well funded, its founder was widely respected in the physics community, and its product had growing demand. Shockley had his pick of the smartest graduates in physics and chemistry. His pitch became even more convincing when, soon after starting the company, he was awarded the Nobel Prize in Physics along with Brattain and Bardeen. But while Shockley excelled as a theorist, he had serious deficiencies as a manager. Obsessed with proving himself, he attempted to perfect a new and more complex transistor. He hired top researchers but refused to trust their work, often calling former colleagues at Bell Labs to double-check their ideas. And as Shockley Semiconductor fell behind on its goals, his mismanagement took a darker turn. At one point, a secretary hurt her finger on a broken thumbtack, and Shockley was convinced it was an act of sabotage. He even ordered employees to take lie detector tests. (One worker’s came back clean, while everyone else refused to take it.)

			For the company’s employees, the situation became unbearable. In 1957, seven of them—Gordon Moore, Eugene Kleiner, Jean Hoerni, Julius Blank, Sheldon Roberts, Victor Grinich, and Jay Last—decided to leave together. They sought a new backer to fund their work on the condition that they’d all be hired as a group and would be allowed to remain in the Bay Area. Eugene Kleiner’s father had an account with the brokerage Hayden Stone. The group approached the firm about connecting them with an investor. Arthur Rock, the young banker assigned the account, introduced them to Fairchild Camera and Instrument, a company founded by the flamboyant IBM heir and inventor Sherman Fairchild. 218 At the last minute, an eighth member of the Shockley lab, Robert Noyce, joined the meeting. They called themselves the “California group.” William Shockley referred to them by a harsher, more memorable name: the “traitorous eight.” 219 The name stuck. 

			Equipped with a team, a budget, and an agreement that Fairchild Camera could later acquire the business for $3 million, Fairchild Semiconductor was born. The company had no products, no customers, and little equipment—most of what they needed they’d have to design themselves. 220 Noyce, who had been appointed CEO of the fledgling company, was well liked by his colleagues but had never run a business. Fortunately for Fairchild, Noyce turned out to be a natural leader, at least when the circumstances demanded a collaborative, research-oriented work environment. Even more fortunately, circumstances conspired to create a groundswell of demand for miniaturized, highly reliable electronic components, whatever the cost.

			The proximate cause of this demand was the Soviet launch of the Sputnik 1 satellite in October 1957 and Sputnik 2 a month later. As we’ve already observed, these events immediately prompted an increase in defense spending, with a focus on precision rockets. The goal was to maximize the odds that America’s nuclear missiles would reach their intended targets in the event of a nuclear war. This placed a premium on reliable guidance systems. A better guidance system was functionally equivalent to a larger number of nuclear weapons but potentially much cheaper. Fairchild was able to satisfy the military’s needs, but only by creating an entirely new product—one that would redefine the industry and eventually merit a Nobel Prize. But as it turns out, the same product had been invented a few months earlier, some 1,500 miles away in Dallas, Texas.

			Overthrowing the tyranny of numbers, in parallel

			While the traitorous eight were busy setting up shop in the Bay Area, a small firm in Dallas purchased a license to build transistors from Bell Labs and began experimenting with them. Called Texas Instruments, the company had been formed in 1930 to build equipment for oil exploration. It had survived the tumultuous economy of the Depression and grown into a small-scale but respectable electronics firm. 221 In 1954, Texas Instruments became the first company to successfully commercialize silicon transistors.

			By the late 1950s, Fairchild, Texas Instruments, and other transistor companies faced a daunting problem known as the tyranny of numbers. Simple transistorized devices had few components and thus few connections. But as products grew more complicated and transistors became smaller, error rates shot up. A solid-state device, unlike a mechanical one, doesn’t fail by increments. While a stripped gear or a leaky valve can be visually identified and replaced, a defective circuit simply doesn’t work.

			To many in the industry, it started to look like there were fundamental physical limits to computation. A sufficiently large vacuum-tube-based device could reach the point where computations wouldn’t finish before the tubes burned out, while a sufficiently complex transistorized device would contain a misaligned connection or poorly applied solder, preventing the computation from happening at all. In 1957, Electronics Magazine called attention to the problem, noting that “the number of components alone makes miniaturization essential if the computer is to be housed in a reasonable-sized building.” 222

			In the summer of 1958, Jack Kilby, a talented engineer at Texas Instruments, embarked on a one-man mission to reliably produce transistorized components at scale. He had joined Texas Instruments in May and hadn’t earned many vacation days, so instead of taking August off like the rest of his colleagues, he researched the problem. He hit upon his solution while reading about a failed dental appliance that used sand to blast away decayed teeth. The dental sandblaster didn’t catch on, but the basic design—start with a piece of material and systematically etch parts of it away—provided Kilby with an important insight that remains a fundamental step in semiconductor production to this day. He proposed building an entire device on a single slab of germanium rather than connecting individual parts piece by piece. This approach wouldn’t eliminate defects, but it would lead to a more repeatable process. Kilby presented a prototype to senior managers that September. It worked. The chip was born.

			Kilby and the Texas Instruments team failed to promptly patent the invention. Texas Instruments was a busy firm, with many product lines; it pursued R & D, but it also had existing contracts for the Army that required attention. The company only became concerned about its intellectual property in January of the following year, when employees heard a rumor that RCA had also developed an integrated circuit. The RCA rumor turned out to be unfounded, but another company, as we know, had duplicated Kilby’s prototype. Not only that, it had developed a manufacturing process that made the design viable. 

			Fairchild had firsthand experience with the tyranny of numbers problem that was troubling the rest of the industry. It had signed a contract to sell transistors for the US government’s Minuteman rocket program, but its products didn’t meet the government’s reliability standards. For a small firm dependent on federal money—the government was responsible for a third of the industry’s sales from the 1950s through the early ’60s—this was a potential disaster.

			Back in 1955, Jean Hoerni, one of the traitorous eight, borrowed an idea from Bell Labs to tackle the problem of water vapor contaminating the process used to manufacture integrated circuits. Using what they referred to as the planar process, the top layer of a silicon surface was covered in a protective layer of silicon oxide, which prevented chemical reactions with the silicon surface. In contrast to previous processes, which became more difficult as the number of connections between transistors increased, this new method offered an all-or-nothing approach that could be used for far more complex designs. Robert Noyce adopted this strategy to develop Fairchild’s first integrated circuits.

			This comparatively simple change in trade-offs propelled the growth of the nascent semiconductor industry and gave rise to the transformative ubiquity of the chip. With the planar process and its attendant reliability gains, chip designers were able to create increasingly complex devices without worrying that manufacturing defects would make the designs infeasible. The rise of more specialized manufacturing processes and more elaborate designs changed the economics of semiconductor manufacturing such that it involved increasingly high upfront costs and relatively low incremental costs. The raw materials for chips were cheap, but the cost of the equipment needed to convert those products into finished goods kept escalating. As a result, chips became a volume game. Anything that led to more chips in use, or more devices that switched to chips, would lead to higher profits.

			The underlying economics were stark: An increase in chip popularity resulted in large profits, while a slight shortfall in demand would lead to ruinous losses. To convince manufacturers to use its new and improved chips, Fairchild created blueprints for transistorized consumer electronics—radios, televisions, clocks, calculators—and gave them to manufacturers for free. This approach successfully reduced risk for manufacturing companies and helped drive demand for Fairchild’s products. What’s more, once one manufacturer had adopted its chips, everyone else had to follow suit or be stuck selling bulky, unreliable, increasingly obsolete products. Since Fairchild’s largest costs were essentially fixed, the dynamic yielded higher returns. The company was operating in an industry whose more risk-averse legacy participants weren’t as optimistic as it was, so it willed that optimism into existence by putting the R&D costs on its own profit-and-loss statement instead of expecting everyone else to. This had economies of scale—if Zenith and RCA were going to develop transistor-based televisions, they’d end up duplicating much of each other’s work (and perhaps repeating some of each other’s mistakes). Fairchild, on the other hand, could do the design work once, do it right, and use it to sell more transistors. Fairchild’s optimism was ruthlessly contagious—buy in to the increasingly inevitable transistorized future, or be left behind.

			From components to computers

			To the modern ear, chips are practically synonymous with computers. But computer manufacturers adopted the transistor relatively late. The first major transistor-based consumer product was the transistor radio. Texas Instruments partnered with a company called Industrial Development Engineering Associates (IDEA) to produce the first commercial transistor radio in 1954. Soon after, Sony persuaded Japan’s powerful Ministry of Trade and Industry to let it invest $25,000 in a transistor license so the company could build its own transistor radios. First-year sales for the Texas Instruments/IDEA transistor radio were a disappointment. As a result, neither company was anxious to pursue the project further. However, because Sony faced a greater amount of existential risk—it had the attention of Japan’s powerful industrial planners, who would be anxious to see a return on the investment in a license—the company worked harder to sell the radios, which became a breakout export product.

			Although Texas Instruments didn’t directly profit from the radio, the product was a gateway to a much larger payoff. IBM’s Thomas Watson showed transistor radios to senior executives, telling them that a company that could build transistors for radios could also do so for computers. By 1957, Texas Instruments had signed a contract with IBM to supply transistors for its computers. 223

			The US government remained the industry’s biggest customer. NASA was particularly impressed with Fairchild’s products. In 1962, the agency signed a contract to use Fairchild’s MicroLogic circuits for its navigation computer, which it needed by the end of the decade. To allay concerns that the upstart company might go out of business before then, NASA provided contracts for ground test equipment, ensuring Fairchild would have a reliable customer. The Apollo guidance computer was the first major test case for the new computing paradigm. As a single-use product, there was no margin for error. In some respects, this made transistors a poor choice; they hadn’t been well tested and were manufactured by a tiny number of highly specialized companies. From an engineering perspective, however, they were ideal for use on a spacecraft because they had few moving parts, consumed much less power, and weighed significantly less than alternative components. The Apollo space program had decided that, for both technical and public-relations reasons, the Moon mission would involve human pilots, assisted by a navigational computer and extensive analysis from the mission control team. But a spacecraft that needed to contain people, not to mention keep them alive, faced a key constraint: weight. NASA was willing to buy the smallest computers available, even if they were quite expensive, because doing so was cheaper than the cost of sending a few extra pounds into orbit. 

			This is a common feature of new technologies. The initial killer app may have little to do with the ultimate use case, but it provides enough demand to scale production (and convince the creators they’re on to something). The first use case for the steam engine, for example, was pumping water out of flooded mines, not transportation. The early model for the automobile and personal computer industries was hobbyists, who weren’t looking for a practical device but something that was fun to use. Airlines in the 1920s made their money hauling mail for the US government, not passengers or other forms of freight. 

			Transistors’ reduced size and weight were also attractive in more mundane settings. At the time, calculators were bulky, noisy, unreliable, and had limited features. As transistors became cheaper, it became apparent that a transistor-based calculator would be a viable product. In 1965, Texas Instruments, already a leading manufacturer of chips, decided to build a calculator. It turned out to be a miracle of compact design. Using only four chips, with just over 500 discrete transistors, it could perform the functions of a standard calculator while taking up a fraction of the space. It could also operate silently and run indefinitely. Released in 1971, the 2.5-pound electronic calculator sold five million units the following year.

			Around the same time that Texas Instruments was putting chip-based devices into millions more hands, Fairchild Semiconductor’s founding employees were getting antsy. Fairchild Camera had followed the parameters of its original deal and exercised its option to buy the company. While this gave the founders a windfall, it also meant that most of the value they had created now accrued to the parent company. The Fairchild team wanted to incentivize their engineers with stock options, but this struck their East Coast bosses as an overly aggressive request. Meanwhile, although Fairchild was technically impressive, the business was volatile; Noyce was an excellent mentor to scientists but was indecisive when it came to handling internal disputes and quality problems. At least, that’s how Fairchild Camera’s board assessed his talents. They declined to put Noyce in charge of the semiconductor business, opting for an outside manager.

			As a result, in 1968, Moore, Noyce, and other Fairchild Semiconductor employees decided to strike out on their own—again. Instead of working under a cash-rich but strategically unfocused parent company, they’d build their own venture. Initially, Moore and Noyce wanted to name the company after themselves and flipped a coin to decide whose name would go first. However, realizing that “Moore-Noyce” sounded like “more noise”—a poor omen for a business that would sell components for precision instruments—they opted for the vaguer “Intel.”

			Intel hit the ground running, releasing its first memory chip in 1969, the year it was founded. The company brought along valuable engineers and researchers from Fairchild, including Andy Grove. Grove, a pugnacious Hungarian who had survived the Nazi occupation of Hungary and then escaped the country during the Hungarian uprising against the USSR in 1956, was a relentless manager who focused on maximizing efficiency in research and production. His aggressive approach, which complemented Moore and Noyce’s more mild style, ensured their plans and discoveries could be manufactured at unprecedented speed and with great precision. 224

			Fairchild and Intel pioneered some of the management techniques that would later become standard in the chip industry. For example, when there were competing options for performing a task, such as for a potential chip design or a production method, the companies would often assign independent teams to work on multiple models. Whichever one worked best would be implemented at scale. This created some waste and duplication, but it also meant that launches weren’t delayed; parallelizing the process ensured that something would be ready by the target launch date. This approach was similar to the Manhattan Project’s decision to pursue numerous sources of fissile material in case one of them didn’t work; if the goal was to deliver something that worked as quickly as possible (and if the consequences of success were extreme enough), waste was an acceptable price for making that happen.

			By the mid-1970s, chips were revolutionizing existing products and enabling unique use cases for NASA and the military. Jay Last, a member of the traitorous eight, called them “the vitamins of the entire industrial system,” 225 while commentators in Japan referred to them as “the rice of industry.” 226 But the true impact of the chip would only occur with the arrival of a new Intel product that would set the industry’s course for the next five decades.

			The prophecy

			The history of linear extrapolations from recent trends includes many infamous failures. In 1798, Thomas Malthus observed that agricultural output grew linearly while populations grew exponentially, leading him to conclude that the future would be characterized by endless poverty and starvation. The Limits to Growth, a report commissioned by the Club of Rome in 1972, ran a more complicated set of extrapolations, projecting sudden declines in industrial output in the early 2000s, followed—again—by poverty and starvation. But one shining exception to the general rule against graphing recent historical data into the future is Gordon Moore’s 1965 paper, “Cramming More Components Onto Integrated Circuits.” Moore looked at the transistor density of four recent chips released in the prior three years and observed that it had doubled every year. He argued that this trend could continue for at least the next 10 years. A decade later, he revised his prediction, speculating that chip density would continue to double every two years.

			It’s hard to overstate the projection’s boldness, or its accuracy. It’s as if one of the witnesses to the Wright Brothers’ first handful of flights had done some back-of-the-envelope calculations and accurately inferred the possibility of supersonic jets. Moore’s original paper doesn’t just argue that chips will get denser or that each transistor will get cheaper, it also recognized some of the implications that would follow, including that integrated circuits would lead to such wonders as home computers (or at least terminals connected to a central computer), automatic controls for automobiles, and personal, portable communications equipment. The electronic wristwatch only required a display to be feasible when the paper was written; Moore drew a line through four data points and gave a rough description of modern computers, the networks they use to communicate, today’s car safety features, and—if you squint—the smartphone. His most proximate prediction was quickly proven correct, as Intel soon after decided to produce a digital watch. 227

			Moore’s law represents a fundamental shift in the history of the chip. Until that point, the saga of the chip was a narrative propelled by technology. After Moore’s observation, it became a technology propelled by narrative. What started as an observation about recent growth turned into a command to keep inflating the bubble, to keep betting that chips would get better and that more powerful software would demand more powerful chips. By setting a cadence for the chip industry and its users, Moore provided everyone in the industry with consistent targets. If chip cost was the most important limiting factor for new devices and chip speed was the most important limit on new uses for devices, then anyone working on a product with a long lead time could accurately estimate what the state of the art would look like when their product went on sale. A car executive might hazard a guess about the price of gasoline and the availability of competing forms of transit by the time a new model rolls off the line; a steel executive planning a new plant might make some suppositions about whether a recession was imminent. But in each case, this would be mere guesswork. By contrast, someone planning to sell a new color TV in the 1960s could predict with accuracy, several years out, both the cost and power consumption of TV transistors. Someone in a more transistor-intensive industry had an entire roadmap for the future laid out in front of them. Critically, this view of the future was not about where an industry was in the sine wave between recession and boom but a view about the continuation of a positive inflection in capabilities.

			This made Moore’s law one of the longest-running and most accurate self-fulfilling prophecies in history. Once the cadence of chip performance was set, every chip designer knew there would be demand for the next generation. And because they knew there would be demand, each new model was worth pursuing. Every technology company must navigate its product development between two risks: the risk of obsolescence and the risk it will burn overhead on a product that’s technically interesting but financially infeasible. In other words, every company in the chip industry, or in an industry reliant on chips, faced the question of whether it was doubling down on an unsustainable bubble. As Moore’s law became more reliable, these twin risks became easier to mitigate. Of course, there was still the fiercely difficult business of designing chips, but by telling every chip consumer what would soon be possible, Moore’s law showed chip companies what was necessary.

			Moore and his Intel colleagues were alive to this unfolding dynamic, although some of the details were unclear to them at first. In 1969, Intel signed a deal with Busicom, a Japanese calculator manufacturer, to supply chips to power Busicom’s new line of electronic calculators. The Intel engineer in charge of the project, Ted Hoff, balked at Busicom’s elaborate design. He suggested they use a single general-purpose chip that could run arbitrary programs, and other chips to provide the programming necessary to operate a calculator. By 1971, however, Texas Instruments’ new calculator had upended the market and Busicom’s planned product was no longer competitive. The company asked to renegotiate its deal with Intel and finally worked out a settlement in which Intel kept the rights to the general-purpose chip, which it branded the 4004. 228 

			While Intel was initially uncertain about the value of the product during negotiations, it turned out to be a crucial innovation. First, it meant Intel possessed a chip that could suit a variety of niche needs that the company didn’t need to identify in advance. Second, it reduced the lead time for new products, because instead of designing circuits around a product and then producing the product, customers could build a program based on a known hardware spec and then buy chips off the shelf. Finally, it enabled the PC revolution.

			The PC wave

			Following the introduction of its first general-purpose chip, Intel kept upgrading. The 4004 was followed by the 8-bit 8008, which had 52 percent more transistors, in 1972, which was followed by the 8080, which had 71 percent more transistors than the 8008, in 1974. 

			In one sense, the 8080 was just another data point in Moore’s straightforward extrapolation. But in another sense it was a watershed moment, because the 8080 was the first chip powerful and affordable enough to power a personal computer. In response, MITS, an Albuquerque-based company, did exactly that. Its new computer, the Altair, didn’t look like much. It was essentially a box with a row of switches, which could be used to input binary code, and a row of lights, which could display the output. With careful troubleshooting and extensive effort—not to mention some soldering, as the computer was shipped as a box of parts—a diligent programmer could make the Altair display a sequence like “*” “****” “*********” “****************” (the first four perfect squares).

			While the personal computer was not yet particularly useful, the idea of a personal computer made waves. The Altair was featured on the cover of the magazine Popular Electronics in January 1975, which promptly led to a run on the Altair. It also caught the attention of a Harvard undergraduate, one William Henry Gates III. Gates, along with his childhood friend Paul Allen, promptly began working on a program that would make the Altair significantly more useful. They planned to create an implementation of the BASIC programming language to run on Altair machines that they hoped to sell directly to users. This plan was complicated by the fact that Gates and Allen, who lived in Cambridge, Massachusetts, did not have access to the Altair, which was still being built in Albuquerque, New Mexico. They were, however, able to look up the 8080’s specifications, use a Harvard computer to build an 8080 simulator, and program the simulator. 229

			This is not just a story about early-stage hustle. It’s also indicative of the nature of the computer industry’s growth. Software needs to run on hardware, but given enough processing power, a software program can simulate the hardware on which it’s expected to run. Gates and Allen had, as part of a previous venture, built an 8008 emulator on similar principles. Once they updated their emulator, they were able to begin building a new BASIC. 

			The pair had two precious resources at their disposal: free time and computer time. As the essayist and programmer Paul Graham has pointed out, Facebook and Microsoft were both founded not just by Harvard undergraduates but by Harvard undergraduates in January, during the school’s “reading period,” a time when students are, in theory, free to study for exams and, in practice, free to procrastinate. Harvard’s computing resources at the time included a powerful PDP-10, which Gates and Allen repurposed for their work. 230

			Gates and Allen would, of course, go on to build one of the world’s dominant software companies. While Microsoft’s founding relied on a sequence of coincidences—the right magazine cover published at the right time in the academic schedule and seen by the right people—Gates quickly grasped the power of the trend Moore had identified. As he put it in an interview with Playboy decades later:

		
			When you have the microprocessor doubling in power every two years, in a sense you can think of computer power as almost free. So you ask, why be in the business of making something that’s almost free? What is the scarce resource? What is it that limits being able to get value out of that infinite computing power? Software. 231

		

			Yet for Intel, Advanced Micro Devices (AMD), and other chip companies, firms like Microsoft made their jobs easier by ensuring there was always demand for the next generation of chips. In other words, Moore’s law was a coordination mechanism: If everyone in the industry thought it was true and acted as if it would stay true, then it was true, at least until processors reached physical limits that made further advances impossible. Moore’s law was a backward-looking observation that transformed into a self-fulfilling prophecy.

			The rising cost of treading water

			Rapid advances in hardware and software, while ensuring the good fortune of the industry, didn’t guarantee that any single participant could passively maintain market share. Every player had to relentlessly catch each new wave of advances. A 70-year logarithmic chart makes advances in chip density look like a smooth process, but each advance was a discrete, step-function change. Companies that were even a few months early or late would miss out on sales but would still bear the fixed cost of research and development as well as their capital expenditures.

			In the early days of the chip industry, this was a survivable mistake. Chip companies were asset-light, since most of their expenses were related to employee compensation, some of which was granted in the form of stock options. 232 One reason the industry was so adaptable was that a number of people with just a few years of experience at one successful company had both the track record and the financial means to launch a competitor. Fairchild, with its early lead and later political struggles, spawned the “Fairchildren,” as different managers with different strengths left the company to start their own firms. Three of the traitorous eight departed to start Amelco, the first pure-play integrated circuit company. A flamboyant Fairchild salesman, Jerry Sanders, left to cofound AMD. Engineer Charlie Sporck took the lessons about operational efficiency and cost-cutting he’d learned at Fairchild to National Semiconductor, which eventually became one of the largest chip makers in the Valley. 233 Intel became the largest and most successful of these spinoffs, in part because it kept most of the virtues of Fairchild while shedding its mistakes. At various times, Intel’s leadership ensured the company stayed ahead in the product cycle, cut costs below breakeven to make up the difference on volume, managed the notoriously finicky chip fabrication process to maximize yield, and motivated the sales team with death-or-glory campaigns to either raise revenues or risk mass layoffs.

			The industry’s barrier to entry began to gradually rise as capital equipment became more expensive. In his book The Big Score, Michael S. Malone estimates that the cost of the capital equipment necessary to start economically manufacturing chips, which was around $250,000 in the late 1960s, rose to $100 million by the early 1980s. By 1990, Intel was spending $800 million on each fabrication facility. Just a decade later, that figure had skyrocketed to $5 billion. Today, new cutting-edge facilities can cost $15 billion or more. 

			This rise in fixed costs changed the nature of the business. When capital costs were low and the primary customer was NASA, pure technological wizardry was rewarded. As chips made their way into more consumer applications and the cost of starting a fab rose, the industry began to reward strategic brilliance. It’s no coincidence that Intel’s Andy Grove wrote the canonical book on tech company strategy—nor is it a coincidence that he called it Only the Paranoid Survive. Half a dozen engineers could no longer simply quit their jobs and start their own shop without an immense amount of capital. For US-based investors attracted to businesses that earned a high return on equity, the rise in fixed costs made chip businesses increasingly difficult to underwrite. As these costs went up, a new set of competitors who were fine with heavy capital expenditures began to take center stage. At this point, the bubble started to bifurcate. Some companies were still equity financed and aimed for disproportionate profits with high risk, while a growing number were debt financed and tried to compete with manufacturers of existing products on cost and quality. This dynamic began to resemble a mean-reversion bubble model in which the expectation was that the world would demand the same products but in greater quantities and at lower costs. (This expectation turned out to be correct.)

			Japan, meanwhile, had followed an investment-heavy growth model throughout the postwar period. Starting in the 1970s, its industrial planners, business conglomerates, and banks began investing more in chips. Because the Japanese electronics sector had previously focused on building export-ready devices for export markets, expanding into chips was a natural way to capture more value in the electronics business. Japanese brands like Sony, Toshiba, JVC, Sharp, and Canon recognized that a large proportion of the incremental profit of their goods went to companies like Intel rather than to domestic companies. Take a new calculator. While the device might have a 15 percent profit margin, the chips inside the calculator had incremental margins of 80 percent or higher and were hard or impossible to substitute. So, starting in the 1960s, Japanese companies began attempting to produce their own chips. 

			The country’s industrial planners resisted outside investment. Fairchild, for instance, was denied permission to build a plant in Japan, although it was successful in moving some production to Hong Kong. Texas Instruments was eventually permitted to set up a joint venture with Sony, which Sony had fully acquired by 1971. Japan’s powerful industrial conglomerates, backed by banks and guided by the country’s technocrats, were willing to lose large sums to gain market share. By the 1980s, Japan was producing more semiconductors than the US. This eventually led to a trade deal that protected US-based manufacturers in some areas while leaving the more commoditized memory chip market open to competition.

			Even as Japanese companies expanded their presence in chips, they faced new competition from Korean and Taiwanese manufacturers. In Korea, firms like Samsung and Hyundai committed to investing vast sums in chip development. Echoing Fairchild and Intel’s management processes, Hyundai sometimes had two separate teams work on different implementations when faced with multiple approaches to producing the same product. Whichever worked was adopted at scale. This parallelization model also took place at the company level: While the Korean government was willing to subsidize multiple companies in strategically important industries, it forced the weaker ones to merge with the winners during downturns. 

			Taiwan adopted a different development model. The country’s economy was dominated by tiny, interconnected companies rather than a few huge conglomerates. This was partially a product of Taiwan’s close cultural ties to Japan. Taiwanese firms often served as low-cost suppliers to larger Japanese companies, which meant they didn’t need to invest as much in research or marketing to succeed. In 1973, the Taiwanese government founded the Industrial Technology Research Institute to ensure that the country had indigenous research and development abilities. This led to the founding of United Microelectronics Corporation (UMC) and Taiwan Semiconductor Manufacturing (TSMC), which pioneered a unique business model that involved exclusively building chips designed by other companies. As with many other bubbles, they took a somewhat faith-based approach. Not only did TSMC have to believe demand for chip fabrication would continue to exist, it had to believe that this demand wouldn’t be met by companies with their own fabrication capabilities. While smaller chip companies were getting priced out of fabricating their own chips, consensus in the industry held that chip companies needed to do their own manufacturing as well as design. As Jerry Sanders, AMD’s CEO and a member of the Fairchild diaspora, once put it: “Now hear me and hear me well. Real men have fabs!” 234

			TSMC’s approach borrowed some elements from the Fairchild model. While TSMC didn’t design chips, it did recognize that making chip design easier would be a competitive advantage, so TSMC worked closely with chip designers to ensure there was plenty of demand for its foundries. The company also strove to commoditize the design business—if there were more companies inventing new chips and fewer companies manufacturing them, they reasoned, the manufacturers would be able to set their own price. TSMC’s strategy effectively redefined the market, creating a separation between the capital-intensive business of fabricating chips and the more asset-light business of designing them, a model that was ultimately embraced even by Intel. Today, the industry comprises a complex supply chain, in which multiple companies at multiple steps operate at the frontier of what’s physically possible.

			The end of Moore’s law?

			Frontiers have a way of disappearing, though. Over time, rising foundry costs have reshaped the industry. With each new generation of chips, more companies can design them while fewer are equipped to manufacture them. Today, only Samsung and TSMC can make the most recent generation of chips, while Intel is years behind their efforts. The industry that started with a full-scale monopoly—Fairchild designed chips, manufactured them, and even created the equipment and the standards for other chip companies—has slowly transitioned into a different kind of monopoly. This has led to the rise of non-chip specialists designing special-purpose chips to seek a competitive advantage. Amazon and Google, for instance, have designed their own silicon to accelerate machine learning applications hosted in their clouds. Meanwhile, Apple, which has a long history of designing chips for its mobile devices, released a line of MacBooks in 2020 that used its custom-designed M1 chip, which represented a step-function improvement in hardware speed.

			The long-term arc of the chip industry bends toward greater efficiency and specialization. Chip prices have plummeted and the variety of chips has exploded to the point where basic computing—logic, memory, communication with other devices—is so ubiquitous that the modern household now exists as a cloud of interacting gadgets. Like the nematode worm, chips are now everywhere and invisible, just as Moore predicted. But without that prediction, there would have been no coordinating mechanism to move the chip industry forward so quickly. Instead, the talent and capital focused on the tech industry might have spread out across other fields, diluting its network effects. In this counterfactual, other industries might be a bit more productive today. But the overwhelming sums of money invested in tech, and the overwhelming number of talented people who opted to pursue careers in the industry, had a compounding effect. New tech startups had suppliers and customers who moved at a faster pace, and were pitching to investors who also understood and encouraged rapid growth. 

			Today, the explosion in demand for compute driven by generative AI is testing the limits of Moore’s law. It appears Moore’s law may be on the cusp of exhausting itself, colliding with physical limitations in our ability to further improve the power dissipation, memory bandwidth, and cost efficiency of silicon-based computing technology. But even if its long-predicted demise finally comes to pass—if the computing advancements of the future are instead the result of novel hardware architectures and paradigms—the legacy of Moore’s law will endure. In a very real sense, Moore’s prediction helped create the future it imagined.
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			Chapter 6
			The Golden Age of Corporate R&D

		
		
			More than half a century before we started to worry about the exhaustion of Moore’s law, a global silicon arms race, and the prospect of artificial general intelligence that the construction of ever-larger chip clusters might summon, the period from the 1930s through the 1970s marked an unprecedented era of invention in the United States. As new technologies were pioneered, older ones were perfected and widely deployed. While no single factor can explain America’s mid-century growth, one key driver was the proliferation of the corporate research and development laboratory. From AT&T’s Bell Labs to Lockheed’s Skunk Works to Xerox PARC, the corporate R &D lab fostered innovation by creating bubbles dispersed across space and time.

			Corporate research long predated this period, of course. In the late 19th century, a chemist at Carnegie Steel testing ores and other inputs discovered that steelmakers’ folk wisdom about the optimal ingredient mix and process did not match metallurgical facts—knowledge that enabled Carnegie to save money by buying cheaper, better iron ore. 235 Edison Electric famously placed research at the core of its business; Thomas Edison had 1,084 patents, setting a record that wouldn’t be broken until the late 20th century. And Ford Motor continuously experimented with new designs in its early days, before settling on a few models it could mass-produce at unprecedented scale. But it was only in the 1930s that the corporate R&D lab was formalized and emerged as an important part of major corporations’ strategies. 236 The result was an astonishing output of technological innovation from the biggest firms in the country. Du Pont created compounds like nylon, cellophane, and Teflon, which changed everything from the way food was sold to what people wore to what they walked on. (From 1951 to 1968, the amount of carpeting sold annually in the US rose 60-fold.) Lockheed Corporation’s Skunk Works R&D program built a high-altitude spy aircraft, which gave the US unparalleled intelligence during the Cold War (not to mention the occasional international incident). The program also created a stealth aircraft that rendered Russia’s main air defense system nearly obsolete. AT&T developed the transistor and, perhaps more importantly, licensed it freely to other companies, which would go on to embed it in everything from cars and planes to phones and satellites. Xerox’s PARC group developed the computer mouse, graphical user interfaces, the metaphor of the “desktop” computer, the “what you see is what you get” (WYSIWYG) word processor, and Ethernet.

			Each of these innovative environments possessed elements of speculative and filter bubbles, enabling them to transform a vague vision of corporate destiny into a specific vision of the future. 237 All of these R&D labs benefited from abundant funding. The scientists and engineers they employed were empowered to pursue their ideas without excessive meddling from executives and corporate bureaucrats. The promise of being able to work on theoretical and applied research, with a large budget and the knowledge that the work would be put into practice at enormous scale, was enough to attract some of the best researchers. This talent clustering made subsequent recruiting even easier. And, as with other bubbles, the R&D investment bubble was inflated thanks to competitive pressure—from other firms and from the Soviets.

			The R&D investment boom was also a product of wider industrial developments. One key predicate was the widespread deployment of general-purpose technologies like railroads, the internal combustion engine, mass production, and electricity. These technologies made further inventions possible and more valuable. For instance, a rail network created a national market for goods, which firms were able to supply through mass production. Since a business with more customers can afford higher fixed costs, it can spend more on research. Meanwhile, geopolitics not only made national security a powerful motivator for creating specific technologies—from radar systems and ballistic missiles to duct tape, Tor, and digital photography—but military competition also provided the necessary funding. 238 The government directly subsidized a great deal of research; it also indirectly subsidized innovation by buying up products that were useful but cost-ineffective in most contexts, as we saw in the early days of transistors. If a new technology provided a lighter or more durable replacement for something the Department of Defense needed, there was a ready market for it. Finally, policy drove R&D by making innovation investment a kind of tax haven. During the Great Depression, corporate taxes shot up and the US government imposed an undistributed-profits tax. Both policy changes discouraged companies from retaining earnings and reinvesting them. But since research expenses were a cost in accounting terms, businesses could invest their money there, untaxed. This became a way for corporations to “bank” their profits, converting today’s highly taxable gains into future profits that would, executives hoped, be realized at a lower tax rate. 239

			Today, the huge benefits of the mid-century R&D bubble aren’t mentioned in many business books. When R&D case studies do appear in the literature, they often take the form of cautionary tales. A central reason for this is that the biggest successes were not captured by the companies themselves. Major AT&T and Xerox inventions indirectly created trillions of dollars in market value, but they didn’t generate outsize rewards for their shareholders. Another factor is that some of the influential work done by corporations during this period was shrouded in Cold War secrecy—by the time one could read about why Lockheed Martin was so successful, its glory days had long since passed. Finally, much of the research was buried inside large, blue-chip companies—the sorts of companies that merit a business book only when they make a major misstep.

			That said, there are glimmers of hope for the revival of corporate R&D. A few contemporary tech giants have taken up the mantle of their predecessors. This is critical, because large corporations have the scale to create bubbles that influence social progress. What was unique about the middle of the 20th century was not that people invented new things but that so many large institutions devoted significant financial resources to that effort. In doing so, they generated both transformative products and knowledge that changed the course of the future.

			Du Pont: Revolutionizing matter

			In the early 20th century, executives at Du Pont had a problem. The company had a near-monopoly on gunpowder, which was immensely profitable during wartime but was otherwise a slow business. What’s more, Du Pont was left with an unwanted reputation as a “merchant of death.” 240 The company might have reduced its reliance on gunpowder by acquiring businesses in other sectors, but that was a tough proposition during the presidencies of Theodore Roosevelt and William Howard Taft, who were only too willing to break up trusts and undo mergers.

			Du Pont’s best option was to invent something new and try to sell it. In 1903, Du Pont opened its first R&D lab, the Experimental Station. In the decades to come, the Experimental Station and the company’s other labs created novel substances with seemingly magical traits. The whole universe of useful materials was transformed as a result. Before the advent of plastics and synthetic fibers, humanity primarily obtained materials by digging them out of the ground or manipulating animal and plant products. Those materials were more or less unchanged as end products. A wool sweater is still recognizable as the processed fleece of a sheep; polyester, by contrast, starts with crude oil, air, and water, but looks nothing like any of them.

			Of course, it was not just good business sense that drove Du Pont’s innovation bubble. In addition to a good idea, bubbles depend on knowledge and talent. It also helps if there is a market in which to sell those innovations. World War I provided Du Pont with greater access to both. A gunpowder maker, Du Pont enjoyed huge earnings growth between 1914 and 1916. As Germany’s enemy in the war, the US nationalized the German chemical industry’s patents, then licensed them to American companies at low prices. But this was not quite the bonanza it might seem to be. Patents often leave out the most crucial trade secrets, and they don’t necessarily incorporate the process knowledge that turns a promising recipe into a fine dish. 241 Two teams in two facilities following the same process with the same equipment would not necessarily achieve the same results. Moreover, German firms had not become the best in the world by being lazy about intellectual property. To keep monopolistic control over process knowledge, these companies formed cartels that filed “Umgehungspatente,” or “decoy patents,” and refused to patent or even identify the original manufacturer of their most valuable products. 242 In response, Du Pont and other US chemical firms hired the people who had perfected not only the theory of materials but also the practice of making them: Germans. Given the chaos in postwar Germany and the lavish paychecks American firms could provide, the companies had little trouble attracting chemists and engineers from abroad. Much as the Manhattan Project would do several years later, Du Pont was able to capture significant talent from overseas and leapfrog its competition. When it comes to nationally strategic industries, successfully recruiting someone from overseas is a double victory, since it puts one party ahead and leaves the other further behind.

			The rise of the automobile was likewise crucial for markets. The mass production of cars demanded new manufacturing processes, which companies like Du Pont helped create. In addition, cars required new structural and decorative materials. Du Pont made money from synthetic leather and the fuel additive tetraethyl lead, which no one had previously been able to make safely. 243 At the same time, increased demand for cars led to more reliable demand for gasoline, which encouraged more oil exploration. These developments conspired to make the cost of hydrocarbons, the primary inputs of the chemicals industry, more predictable. In some cases, it even lowered costs just as usage was exploding.

			The products Du Pont launched from its well-capitalized, talent-rich R&D labs were revolutionary. In addition to nylon, cellophane, and Teflon, there was also neoprene, PVC, Kevlar, spandex, and many others. These products may sound prosaic today, but that’s a testament to how deeply embedded they are in the texture of everyday life. Take cellophane. Cellophane preserves foods more effectively than a crate or a bundle of wax paper, and at a far lower cost. After the invention of cellophane, grocers were able to place foods in transparent wrappers and keep them on display. This transformed the food industry by allowing grocery stores to better market the diversity of their offerings and giving customers a far better sense of what they were buying. Who was to say if a product bought by weight in an opaque container was fresh? Cellophane eliminated that problem to enormous effect. Shops that were once essentially warehouses became venues for advertising as well as selling food, leading to a profusion of new products and a novel kind of retail experience.

			In addition to inventing new materials, Du Pont also became an important inventor of processes. For example, one stage of the early neoprene manufacturing process involved repeatedly stretching the material to break down certain chemical bonds. Du Pont’s scientists discovered that they could achieve the same result by adding sulfur at an earlier stage and then mixing in the compound thiuram disulfide. This had an outsize effect on the company’s economics. Better yields from chemical processes ensured processes were driven by chemical additives rather than physical machines, while the introduction of thiuram disulfide allowed Du Pont to turn its growing theoretical knowledge into patentable process knowledge. 

			Du Pont’s status as an R&D powerhouse lasted until the 1960s, after which it gradually declined. One significant challenge was that homegrown innovation began to undercut Du Pont’s own product lines. Back when the company was primarily competing with natural products, any novel synthetic meant that Du Pont could enter a new market. But as synthetic materials became more common, the development of a new material was increasingly likely to compete with something the company already sold. Du Pont continued to invent but picked low-hanging fruit, developing synthetics that could replace expensive materials rather than developing, say, better fibers for everyday use in cheap goods. Like many mid-century business giants, Du Pont also struggled to adapt to rising oil prices and tightening environmental regulations. Tapping into new markets meant hiring more lawyers; the research process slowed and grew more careful, while the resulting products netted lower margins. Collectively, these trends raised the risks and lowered the rewards of inventing new materials. Despite its decline, Du Pont’s legacy persists. Today, synthetic fibers and plastic components are ubiquitous.

			AT&T: Monopolizing communication

			In the earliest days of telephony, it wasn’t clear if there was a natural monopoly that could be exploited. The biggest manufacturers of phones, switches, and other equipment had lower operating costs than their smaller competitors, but signals grew weaker over greater distances, opening the door for firms to operate locally. When a corporation like AT&T tried to enter new geography, it often had to stare down an incumbent with a superior local network.

			AT&T pursued several avenues to achieve its eventual monopoly. One was technological. Following a bubble-like trajectory, executives set a goal as arbitrary as it was ambitious. In 1910, management decided AT&T would be able to offer cross-country phone calls before the 1915 World’s Fair in San Francisco. 244 AT&T’s engineers did not know how to achieve what was being asked of them. With the help of newly hired physicists, they set about doing basic research. In other words, the goal and the deadline predated the means and the risk of failure was high. Ultimately, the AT&T team discovered they could use a type of vacuum tube called a triode to amplify signals over longer distances without sacrificing much fidelity. They hit their deadline.

			In addition to innovative electrical engineering, AT&T’s growth was a result of financial engineering. The company began to invest in, partner with, and buy out local phone companies. The primary threat to this strategy was government regulation. Western Union, an obvious precedent, was deeply unpopular because of its monopolistic pricing on telegrams. AT&T CEO Theodore Vail correctly inferred that the government would keep a close eye on his business. But Vail also understood what others didn’t: Telephone communication was a natural monopoly. If phone calls could only span a single city like Milwaukee or Cleveland, it made sense to have dozens of phone companies. Long-distance calling changed the equation. Having a fleet of companies all provide calls from Washington, DC, to Tacoma, Washington, wasn’t practical. Not only would it be an unbelievable waste of copper, vacuum tubes, and maintenance personnel, it would be a terribly competitive business.

			AT&T struck a sort of grand bargain. On the one hand, the company let local providers use its long-distance lines, so the possibility of competition was never foreclosed. On the other hand, because AT&T was doing research that was broadly useful, the company managed to gain an exemption under the Willis-Graham Act’s antitrust regulations, allowing it to swallow up most of the rest of the industry. As part of the deal, AT&T agreed to keep developing new technologies that would improve the telecommunications service. These inventions could not be business centers of their own. For example, if AT&T’s R&D team developed a technology that would improve the field of photography, the company was prohibited from selling it. Instead, it could license it on generous terms to other businesses. A monopoly was fine, if it was kept under a watchful eye and prevented from becoming a behemoth. This pushed the company toward pure research and moonshot projects of the sort that wouldn’t lead to expansion in adjacent industries but which might lead to either generally useful tools or an improvement in their own industry. (As a regulated monopoly, AT&T couldn’t be faulted for finding ways to make phone calls better or cheaper—it didn’t have any competitors to crush!)

			In retrospect, AT&T was the ideal company to be released from antitrust strictures. As the world’s biggest transmitter of information, AT&T was first in line to profit from formalizing the question of how to send knowledge from one party to another. It was also a major consumer of vacuum tubes, teeing up the company to invent a smaller, more reliable, less heat-emitting replacement for a vacuum tube. In essence, AT&T became a quasi-nationalized public utility that had many good reasons to invest heavily in R&D and allow others to take advantage of its findings. There was the obvious business case for investing in innovation, as new technologies could lower operating costs. From a public-relations perspective, it was far better for AT&T to report lower profits and spend a lot on R&D than to earn as much as its monopoly position would allow. Finally, the company could dream of a future date when antitrust enforcement would loosen, enabling it to either convert its science projects into profitable businesses or slash its research budget in service of greater profits—evincing definite optimism about the ability of heavy R&D spending to create novel, useful products, and indefinite optimism about future changes in government policy.

			This worked out well, if not perfectly, for all parties involved. Since management’s financial upside was capped, executives had a greater direct interest in the status of their work. A stable company that produced world-changing inventions was a prestigious place to work, even if the financial benefits of those inventions were captured by less constrained companies. Consumers received a reliable, cheap phone service (although it would have been even cheaper in a competitive environment). Meanwhile, the world at large benefited from important inventions produced by R&D centers like AT&T’s Bell Labs, which gave us the transistor, the C programming language, the Unix operating system, lasers, solar cells, and information theory. AT&T shareholders didn’t do so badly, either—the company generated steady returns, maintaining a $9 per share dividend throughout the 1920s, ’30s, and ’40s. 245

			Alas, AT&T became a victim of its own success. While the company could produce research as a positive externality for the world, if it tried to profit from that research, the government would intervene. This dynamic attracted executives who were content to preside over an indispensable, prestigious firm that ultimately didn’t change much. Over time, Bell Labs remained a great place for dreamers and tinkerers but an increasingly frustrating one for doers. As it turned out, some theorists were interested in seeing their products get built and sold (especially if it involved stock options).

			AT&T continued to suffer from antitrust regulations. By the 1970s, the company was on trial and would soon face the prospect of competing with firms focused exclusively on profits, without the political motivation to invest more in research. In 1982, the grand bargain that kept AT&T in one piece dissolved. The company proposed breaking up its system into a long-distance business and a set of independent local operating companies while keeping control of a few core assets. With this agreement in place, AT&T would be free to compete in industries it had previously been barred from, like computers. In exchange, it would no longer have such a vast network over which it could amortize the cost of research. AT&T became one participant among many and was ultimately swallowed by Southwestern Bell Corporation, one of the “Baby Bells” it had spun off. 

			AT&T’s history demonstrates that a regulated monopoly, freed from some of the day-to-day concerns about profitability and strictly limited in its ability to pursue new lines of business, could still produce a series of exceptionally valuable discoveries. AT&T was essentially a government-backed theoretical research program with a slight tilt toward telecom applications, wrapped in a nominally private-sector business. During the period when the government was willing to tolerate the company as a monopoly in exchange for the benefits of good phone service and worthwhile research, AT&T generously funded its labs and allowed them to operate with wide latitude. The result was a single company that gave birth to multiple trillion-dollar industries. 

			Lockheed: Innovating in stealth

			No business better captures the paradoxical nature of bubbles than Lockheed’s Skunk Works program, which produced critically important aircraft ranging from the high-flying U-2 spy plane to the ultrafast SR-71 to the exceptionally stealthy F-117 Nighthawk. Highest, fastest, sneakiest—for a long time, if a superlative was being applied to a new plane, there was a good chance it had been designed at Skunk Works. 246

			Founded in the late 1930s, Skunk Works was an R&D lab that functioned as part of the much larger Lockheed Corporation, the aerospace company known today as Lockheed Martin. The lab’s role was to complete secret projects requiring new technology on tight deadlines. In many cases, the projects were launched informally: Military purchasers told Lockheed what they needed and Lockheed committed its money, labor, and materials to early prototypes—expenditures that would be wasted if plans fell through. This meant that Lockheed had to make promises that other potential manufacturers couldn’t plausibly match, and then make good on them. Such an approach only works in an environment of high trust. Lockheed’s management had to accept the risk of financial losses if their informal commitments fell apart, while military purchasers knew that if they didn’t back up their verbal commitments, they’d lose access to new equipment.

			The existential threat represented by the USSR loomed over the entire process. Many Skunk Works projects were reactive, intended to outmaneuver Soviet defenses. For example, in the 1950s the Soviets had excellent air defense systems, which prevented US planes from flying over the country at precisely the moment when the Soviets were also ramping up their nuclear weapons tests. Enter Skunk Works’ U-2. The aircraft could fly at an altitude of 13 miles, a distance from which reconnaissance using advanced cameras could safely take place. Approved in 1954, the U-2 project produced planes that were in service by 1956, an incredibly quick turnaround by modern standards. 

			One advantage of the project was its limited bureaucracy. The plane was sufficiently classified that many of the people who could have vetoed it didn’t know about it. Some of its budget was secretive, too. At one point, more than $1 million in off-the-books funding was delivered in the form of personal checks to Skunk Works manager Kelly Johnson.

			This streamlined approach was contagious. Brigadier General Larry D. Welch later recalled that he would work out plans directly with the Skunk Works team and then present them, cost estimates included, to the Secretary of Defense for approval. “Sometimes he agreed, sometimes not, but we never had delays or time wasted with goddam useless meetings,” Welch said. “Because we were so highly classified, the bureaucracy was cut out and that made a tremendous difference. Frankly, that was a damned gutsy way to operate inside the Pentagon, but the reason we could afford to be so gutsy was our abiding faith in the Skunk Works.” 247

			While Skunk Works frowned on useless bureaucracy and box-checking, it didn’t eliminate rules. “There must be a minimum number of reports required,” Johnson emphasized, “but important work must be recorded thoroughly.” 248 And “because only a few people will be used in engineering and most other areas, ways must be provided to reward good performance by pay not based on the number of personnel supervised,” he insisted. 249 These meta rules, which were strictly enforced, guarded against the unchecked proliferation of more specific mandates. Moreover, aircraft designers worked closely with the engineers building the prototypes so that designers wouldn’t waste too much time suggesting features that looked good on paper but would be hard to implement. This was another example of how one broad rule governing operations could compensate for dozens of granular rules covering specific cases.

			Skunk Works was a success on multiple fronts. It avoided bureaucracy by working directly with military buyers. It used shrewd management to get the best out of talented workers whose enthusiasm couldn’t be dampened by officials who were not themselves in the know. And it harnessed an overarching motivation to achieve results: the existential threat of annihilation in the geopolitical context of the Cold War. Under such circumstances, risk-taking is par for the course. In these ways, the lab possessed key features of a productive bubble. 

			Critically, Lockheed was backed by a huge pile of government money. The government’s willingness to put funding on the line meant that Lockheed could sustain its investments. After all, what was money compared with the prospect of saving millions of lives and preserving the country? With this trade-off in mind, the government justified investing heavily in initiatives that might or might not have an immediate payoff. For instance, while the US did not deploy stealth planes against the USSR in war, such aircraft were used in the first Gulf War, where they accounted for just 1 percent of air attacks but 40 percent of damaged targets.

			Skunk Works succeeded where private–public partnerships often don’t. One reason is that the company and the US government shared common goals, notably surviving the Cold War. From a cynical shareholder perspective, losing a war is also bad for dividends. The ideal position for a defense contractor is to prolong a conflict without resolving it; many of Lockheed’s finest productions did exactly that, such as developing weapons and surveillance technologies to counter Russian weapons or give the US more data about Soviet plans. These tools made outright conflict less likely but also stimulated demand for upgrades by forcing changes in Soviet strategy that would have to be countered anew. 

			Eventually, the Cold War ended, thanks largely to finances. The USSR had overextended its military spending trying to keep pace with US technological superiority. There was also the cost of the Soviet invasion of Afghanistan coupled with a collapse in the price of oil, a commodity on which the Soviet economy heavily relied. Ultimately, Lockheed and Skunk Works were part of a successful and cost-effective plan to spend the Soviet Union into submission through an R&D bubble.

			Xerox: Copying the uncopyable

			The Xerox corporation is a testament to the power and paradox of an R&D bubble. The company famously funded a research lab that made vital contributions to the personal computer and networking industries but couldn’t capture much of that value for itself. The origins of Xerox’s Palo Alto Research Center (PARC) were different from those of AT&T’s Bell Labs, but the two institutions had similar trajectories. 250 In both cases, the labs benefited from bubble-like dynamics, in which a relentless selection for optimism and creativity led small teams to build transformative projects. They also both developed innovations that ultimately benefited their competitors.

			PARC’s story begins in 1946, when Haloid, a manufacturer of photographic paper, acquired a patent for a new device that could directly copy paper documents. The journey from prototype to functioning product was long and complicated. To stay afloat, Haloid had to scrimp for over a decade, reinvest all its profits, borrow money, and pay executives in stock. But the effort paid off in one of the greatest business successes of the century. Between 1959, when the copier went to market, and 1966, sales rose 15-fold and the company’s stock price multiplied 60-fold. 251 That success was so big it altered the way we talk. Haloid changed its name to Xerox in 1961. Soon after, the term worked its way into language, both in common usage—as a verb meaning “to copy”—and in financial nomenclature, as investors throughout the 1960s tried to find “the next Xerox.” 

			But Xerox did not rest on its laurels. The copier market quickly became competitive, and Xerox’s strategy of leasing expensive machines and selling toner and other gear meant that a substantial amount of its capital was tied up in products that might be returned by users once a cheaper option came along. Meanwhile, many people believed the next big growth opportunity was in computers, not copiers. (As a practical matter, the digital revolution was still decades away, but the idea had been percolating for some time.) In 1945, engineer and inventor Vannevar Bush published “As We May Think,” a prescient essay that imagined a networked world where documents were stored on microfilm rather than paper. By the mid-1960s, computer stocks were growing popular. 

			In response, Xerox diversified, buying the computer company Scientific Data Systems and opening a research lab in Palo Alto. Xerox PARC’s goal was easy to name but hard to execute: find the next Xerox through invention. In other words, PARC was tasked with transforming indefinite optimism into definite optimism. Xerox management didn’t know what their researchers would invent, they just knew that whatever it was should help the company advance into the computer age. It was up to the researchers to figure out which problems needed to be solved and how those solutions could become products. Researchers therefore had considerable agency and opportunity to spread their wings.

			PARC benefited from a glut of talent—a direct consequence of the winding down of the Apollo program, which led to job cuts at aerospace companies and a tougher job market for PhDs in hard-science fields. This provided PARC with access to a bumper crop of smart scientists. Meanwhile, Xerox’s continued profitability gave the group the budget necessary to explore ideas that might have long-term payoffs. 

			PARC was engaged in both abstract and applied research. On the more abstract side, PARC researcher Alan Kay, whose experience included programming computers for the Air Force and a stint as a jazz musician, was convinced that computers would get smaller and cheaper. He believed the future of education lay in highly interactive portable computing. To realize this vision, Kay worked on a programming language, Smalltalk, that had little potential as a business proposition but which he hoped would allow users to write scripts to customize their computers. (While Smalltalk is not heavily used today, countless apps and scripts are created using its descendants—it was a major influence on the design of Java, Python, and Ruby.)

			On the applied side, in early 1971 a few PARC researchers became interested in the problem posed by printers. While the devices were available as computer peripherals, they were clumsy, slow, and could only print a defined set of characters. Printers were hooked up to a machine that fundamentally “thought” in bits, which often represented text but could also refer to tables, charts, diagrams, or even images. However, printers could only put text characters to paper; they couldn’t handle the other information bits were capable of representing. This was incredibly limiting. Early computer printers essentially transported the user back in time from the computer age to the age of the printing press.

			Enter the laser printer. Developed at PARC, it was highly novel, reflecting the lab’s zeal for experimentation and its success in bringing together scientists of diverse backgrounds. Gary Starkweather, the researcher who came up with the idea, was an expert in optics, not printing. Many scientists at the time were interested in highly focused beams of light, but few had thought to extend the concept to useful technology. Starkweather figured out not only how to use lasers to create precise images but also how to overcome the limitations of existing printers. A laser-equipped digital printer that translated ones and zeros into shapes rather than receiving instructions in terms of fixed characters would be able to print any image a computer could display.

			Given their focus on computing, it stands to reason that PARC’s researchers were heavily influenced by 1968’s “Mother of All Demos,” an event where Stanford engineer Douglas Engelbart showcased graphical user interfaces, a WYSIWYG text editor, and the computer mouse. Engelbart also described a proto-internet in which computers were networked by default. Many of these ideas, along with many of the researchers who worked on them with Engelbart, were central to PARC in the 1970s. Teams at PARC worked on several linked technologies that transformed Engelbart’s ideas into practical products. These included the Xerox Alto, a computer designed with the metaphor of a desktop in mind so users could interact with files, folders, and a spatial environment rather than instruct the computer using text-based commands. This approach, which took advantage of the interactive capacities of the mouse, proved enormously popular and remains the standard today. 252 Alto computers could even talk to one another through Ethernet, another PARC technology. 

			Neither the Alto nor the Ethernet protocol were commercial successes—at least not for Xerox. Ethernet developer Robert Metcalfe left PARC to found 3COM, which commercialized the protocol. Once Ethernet was being promoted by a small independent company rather than by the titanic Xerox, other big firms were willing to adopt it. As Metcalfe put it, “I tell people I didn’t get rich inventing Ethernet. I got rich selling it!” 253 As for Alto, realizing its desktop metaphor was computationally expensive, which meant the computer was too. Additionally, Alto was designed to run alongside others of its species in a network, making adoption even more costly. But time moves fast in computing. By 1984, Apple could sell its Macintosh system at a reasonable price, making a computing environment that used the mouse-and-desktop metaphor commercially available. Microsoft responded with its Windows system the following year. The rest is history, with the two companies squabbling for years over who had priority over the desktop metaphor. At one point in the early ’80s, Steve Jobs accused Microsoft of misusing Apple’s intellectual property. Bill Gates replied, “Well, Steve, I think there’s more than one way of looking at it. I think it’s more like we both had this rich neighbor named Xerox and I broke into his house to steal the TV set and found out that you had already stolen it.” 254

			Today, the rich neighbor is not so rich. While Xerox remains a significant company, its research and financial heydays are firmly in the past. PARC demonstrated that a company with an effectively unlimited budget could make big bets about the future, and could fund the kind of research that would produce the dominant metaphor for using computers and thinking about how they would interact. PARC’s executives were able to whip up a bubble-like environment that harnessed funding and talent to build a specific future. Xerox was aware that some of the projects it funded could end up hurting the company—a business that earned high recurring margins from toner was a business threatened by the digitization of the office. But the company also recognized that it could invest in a future worth building, and that the combination of its profitable core business and the availability of research talent presented a unique opportunity. Xerox was not the largest beneficiary of PARC’s work, though products like the laser printer and liquid-crystal displays were profitably sold to consumers. 

			Bubble-like dynamics are hard to predict not only because of the inherent uncertainty of future technologies but also because it is often unclear who will benefit financially. Put another way, the social benefits of corporate R&D activity exceed the private benefits—the bubble creates wealth not just for the people who build and fund new technologies but also for those who buy them or expand on them. 

			The decline, fall, and resurgence of corporate R&D

			Corporate R&D spending was under 1 percent of US GDP in the early 1950s. Over the ensuing decades it rose steadily, stabilizing to somewhere between 1.5 percent and 2 percent by the early 2000s. By the mid-2010s, corporate R&D spending began accelerating again, eventually reaching all-time highs. While today’s corporate R&D landscape is fundamentally different from that of mid-century R&D, we could potentially achieve those bubble dynamics again.

			Several factors contributed to the decline of R&D spending in the 1970s, including inflation, cuts to government spending, antitrust scrutiny, the decline of informal oligopoly corporations, assorted financial innovations, and the rise of the myopic shareholder motivated only by quarterly returns. Ultimately, these changes increased risk aversion while depressing the drive for innovation, making corporate R&D less attractive.

			Let’s start with the government’s role in inflating and deflating the R & D bubble. For many of the companies we’ve discussed, spending on research was part of a complex negotiation with the government. Sometimes this was explicit, as in the case of AT&T. (While the company’s antitrust agreements precluded it from turning transistors into a big business, its scale meant the product was worth inventing because it improved AT&T’s network.) With other companies, the antitrust bargain was informal—there was a tacit understanding that if the company tried to expand through mergers and acquisitions, the government would try to stop them, and do so in a very public and time-consuming way. So they tried their hands at invention instead in hopes of establishing new industries to monopolize. 

			An uneasy tension exists between antitrust law and patents. Because patent law makes direct competition illegal, at least for the life of the patent, a company can be legally enjoined from buying out a competitor while maintaining a monopoly on a new product category. In a sense, this made the golden age of corporate R & D a long-term bet on a particular policy direction. Big companies not only hoped the government would leave them alone so long as they invented new things but also that the government would buy these inventions. The hope was that eventually antitrust enforcement would be relaxed. So companies could, for a time, replace merger-driven growth with organic growth from new products by arguing that at some point they’d be able to cut research spending and buy out other companies instead.

			Instead of slackening, though, antitrust enforcement strengthened in the 1970s. Already-strict rules governing new acquisitions started to be applied to companies like IBM and AT&T, which had grown organically. In other words, the bargain went only one way. At the same time, a downshift in military spending and the space program eliminated a big, price-insensitive customer for new products. Completing the trifecta of bad news, higher oil prices damaged hydrocarbon-reliant companies like Du Pont and pressed inflation upward.

			High inflation ushered in an era of higher interest rates. As a result, future profits were less important relative to immediate cost cutting. Since a company’s theoretical value is based on its future earnings discounted back to the present, an increase in the discount rate means profits from the distant future are less meaningful. Meanwhile, a premium is placed on immediate earnings. In the 1960s, a research-intensive company might have traded at 30 times its earnings or higher, meaning investors were primarily betting on future growth. By the late 1970s, the average large stock in the US traded at just seven times earnings, implying a very low value for distant, hypothetical profits and rewarding short-term earnings improvements over research breakthroughs. 255

			Inflation also disrupted the informal oligopolies in the American economy, which were a function of high rates of unionization. Unionized workforces tended to reduce corporate competition as companies coalesced around the same wage and price levels, causing wages to rise predictably and in relative lockstep within a given sector. Companies involved in these oligopolies enjoyed a good deal of stability and could afford to think about the long term. But with prices rising due to inflation, that stability disappeared. Companies were caught in a vise: either pass higher costs on to their customers and lose sales or cut costs. Some companies downsized or opened new factories in less union-friendly locations. Others were acquired in leveraged buyouts, which often involved ruthless cost-cutting, including lower funding for research. These circumstances promoted shareholder myopia: In a more liquid market for labor and corporate control, executives can only plan ahead if they’re able to continuously convince shareholders their efforts will pay off. To an extent, the very effort to invest in innovation became self-defeating.

			Yet there are positive signs on the R& D front. For one thing, the cascade of disinvestment and cost-cutting unleashed by the inflation and policy choices of the 1970s cannot go on forever. After long periods of depressed research investment and aggressive financial engineering, many cheap, inefficient companies have either been acquired and turned around or driven into bankruptcy. Furthermore, over the past two decades more companies have structured themselves so executives won’t be beholden to outside shareholders. Many big tech companies including Meta, Google parent Alphabet, Snap, Shopify, Lyft, Pinterest, and Zoom use dual-class stock, which grants founders disproportionate voting power. This makes it hard for investors to fire a bad CEO, but it also makes it difficult for them to lay off a good one. For instance, in the aftermath of Facebook’s IPO many investors were outraged by the company’s focus on mobile, an area that, at the time, appeared to risk cannibalizing its then-lucrative desktop ads business. But while investors could make their views known, they couldn’t act on them—Facebook founder Mark Zuckerberg controlled the board. That turned out to be good for Facebook as well as for its investors. Meta now derives the majority of its revenue from the same mobile advertising that investors once shunned. 256

			Many large tech companies today are making more or less the same calculation that AT&T did half a century earlier. Extending their control over existing markets is difficult and, thanks to network effects, superfluous—a company with a better search algorithm than Google, a better office suite than Microsoft, or lower infrastructure costs than Amazon’s AWS would still have worse distribution, and the incumbents would have time to catch up on quality before their distribution and network effects were overcome. Meanwhile, some products end up being a useful complement to an existing product; big tech companies tend to subsidize free tools that feed into their own business. Google offers an excellent analytics package (which makes it easier for sites to measure the return on advertising through, to take a hypothetical example, lots of Google search ads); Microsoft incorporates AI into search in part because its low market share means that the cost burden of AI is lower, while the high fixed costs of search mean that it’s sensible for them to buy market share even with expensive features; Meta supports open-source projects like React, PyTorch, and the LLaMA family of large language models, knowing that they’re likely to be the single biggest user of these products and thus the single biggest beneficiary of improvements from other open-source contributors. 257

			Greater internal control has a predictable effect on corporate research. Large tech companies with vast resources are spending on R & D. They might not always spend wisely, and investing in incremental improvements to existing products does not have the same impact as funding new ideas. But overall, it’s a promising trend. Meanwhile, if firms can no longer count on receiving the sorts of antitrust bargains their predecessors did, antitrust scrutiny retains some of its positive effects. Enforcement makes these companies more reluctant to acquire competitors and more interested in performatively good research that creates new products. 258 Big tech companies can acquire the same indispensability as a mid-century AT&T or Du Pont, becoming key national assets insulated from political trouble—so long as they’re careful not to abuse their power. 

			As discussed in Chapter 1, the abundance of money in big tech over the last decade has coincided with a scarcity of ideas, as indicated by the billions of dollars the large tech firms have been amassing. But beyond antitrust law and regulation, recent technological advances like the theoretical breakthrough of transformer-based AI and the user-facing advancements represented by OpenAI’s ChatGPT and other large language model-based tools might be the most significant accelerants for another corporate R&D bubble. While they have been in the making for decades, the recent breakthroughs in generative AI achieved by upstarts like OpenAI, Stability AI, and Anthropic have disrupted big tech’s R&D complacency for now. Whereas R&D spending by Meta, Alphabet, Google, Microsoft, and Amazon totaled $109 billion in 2019, they channeled $223 billion into R&D amid the AI boom in 2022. And they’re not just building their own tools but also partnering with or acquiring AI companies. (Antitrust is less complicated when a business is being bought for its potential to create new markets rather than its share of an existing one.)

			So the dawn of another multi-generational corporate R&D bubble remains a possibility. These large companies face plenty of public and regulatory scrutiny, but in a way that’s just a return to form. The great R&D powerhouses of the mid-20th century were also metonyms for an out-of-touch establishment that valued gadgets (especially of the explosion-in-Moscow-producing variety) over human lives. Unless they’re deliberately kept secret, transformative corporate R&D projects always face an uphill climb from a skeptical public and worried competition. But that also induces the filter bubble phenomenon so necessary for transformative innovation. Some of the people working at OpenAI, Anthropic, and other AI companies feel like they’re part of a tiny minority who understand the implications of AI and therefore have a responsibility to make it happen first so they can make it happen right. It’s this kind of tension, between the fear of ending the world and the feeling of being the only one who can save it, that produces transformative technological change. 
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			Chapter 7
			Fracking

		
		
			Every technology we’ve covered so far relied on one crucial input. From the detonation of the atomic bomb and the liftoff of the Saturn rockets to the development of polyester and the manufacturing of semiconductors (not to mention the large data centers they’re housed in), all of these technologies were powered by oil. 259

			For the past 70 or so years, oil has been the most important commodity in the world. Cars burn oil and drive over it, since asphalt is a hydrocarbon. Fabrics created from oil keep us warm in the winter and cool in the summer. Oil-based lubricants keep machinery working, while oil-based cleaning products keep our homes pristine. Oil is an ingredient in plastic, perhaps the most ubiquitous synthetic material in modern life.

			On one level, it’s an almost magical substance, the product of inert materials buried deep under the Earth for millions of years, brought to the surface to power our world. But the task of unearthing it has been a story of science, engineering, and financial and physical risk-taking. Since 1859, when a down-on-his-luck railroad worker first decided to drill for oil in Titusville, Pennsylvania, the oil and gas industry has continually reinvented itself to increase production. While total oil production has grown slowly compared to other industries—about 1 percent per year since 1980—this increase has occurred against a backdrop of steady depletion, estimated at around 7 percent annually. In other words, maintaining the current oil consumption trend requires gross production to increase at about twice the growth rate of real GDP to offset natural declines. Moreover, the first sites to be drilled were low-hanging fruit in terms of discovery and extraction. Each year, we use roughly 35 billion of the most accessible barrels of oil; the following year, we start on the next best sites. Holding technology constant, production should relentlessly decline. And yet, it hasn’t. 

			How have we been able to not just maintain the pace of but increase oil production? Fracking plays a central role. Like every bubble we’ve documented so far, fracking reveals how the risk-taking and ingenuity of a small group of speculators, engineers, and entrepreneurs can radically alter an industry’s entire trajectory. 

			One critical difference, of course, is that fracking and its environmental impacts remain a live political issue. There’s a strong case to be made that fracking illustrates the downsides of bubbles, not because some investors lost their money but because of how the winners made it: by extracting more oil and gas, leading to more carbon dioxide and methane emissions. The question of whether fracking has been net positive for humanity is beyond the scope of this book (although, as we’ll detail later, its legacy is more nuanced than environmental impact alone), but we’ll take it as a given that many consumers want to buy gasoline, heat their homes, and use plastics; that energy companies want to sell the raw materials that make this possible; and that regulators are tasked with setting rules that carefully balance the costs and benefits of doing this. 260 But before we turn to the story of the fracking bubble, we have to take a brief detour into the history of oil production. 

			Hydrocarbons in context

			In nature, oil rarely exists in a convenient form. It’s buried far underground, generally under a layer of particularly thick rock, against which it has accumulated for tens of millions of years. Oil formation requires both luck and time. First, organic matter needs to be pushed underground where it won’t decay. From there, the organic matter requires continuous exposure to both heat and pressure, which breaks down complex molecules into simpler ones. Those simpler molecules must remain trapped in place. If the new compounds gradually drift upward, as oil and especially natural gas are inclined to do, they’ll eventually reach the Earth’s surface and evaporate. These conditions all but guarantee that oil and gas reserves will be found in inconvenient places—typically a little over a mile, but in some cases as deep as almost six.

			The race to discover and exploit new sources of oil was perhaps the last gasp of the Victorian colonial adventure story. Small teams of geologists and explorers trekked across desert wastelands, dense jungles, and other difficult terrain, cutting deals with tribal chiefs, kings, and tsars. One explorer in what is now Iran realized that the best places to look for oil were in locations where locals worshiped fire, as a spiritually significant eternal flame might indicate a geologically significant deposit of natural gas. 261 Oil exploration also involved a healthy dose of luck. In one early instance, the British company backing an oil project in present-day Iran demanded that its exploration team stop drilling because no oil had been found. The project’s manager ignored the initial letters, which took over a month to travel from London to the remote mountain where the team was camped. A final letter ordering the project to wind down and return all equipment to England arrived three weeks after two gushers were struck.

			These early days were characterized by extreme boom and bust cycles. Oil went for $16 a barrel in 1859, under 50¢ in 1861, and $8 in 1864. Fortunes were made and lost in months. Meanwhile, as oil exploration moved further afield, costs rose relentlessly. Deeper drilling and exploration in more hostile climates bore higher costs. In the very early days before internal combustion engines were in widespread use, transporting drilling equipment to a desert meant loading up horses and mules with supplies. But the extreme effort proved worth it. Once refined into kerosene and burned in lamps, oil became one of the most important natural resources in the world. 

			In addition to transforming illumination technology, the late 19th-century oil boom represented a change in the organization of industry. Prior to kerosene, one of the most common sources of artificial lighting was whale oil, refined from blubber. The whaling industry, composed of relatively small outfits in search of uncertain returns, was thoroughly decentralized. Voyages were funded by people who had previously worked in the industry and had retired to a less stressful life of allocating capital and counting their returns. 262 Each project was a one-off event, although it might lead to repeat business between the same investor and crew. But the oil industry was organized somewhat differently. While there were many independent wildcat operations involved in oil exploration, the refining industry consolidated rapidly under John D. Rockefeller’s Standard Oil. Through aggressive pricing and acquisitions, Standard Oil was able to buy up or drive out most of its competitors. This gave the industry an interesting structure. Decentralized entrepreneurial exploration meant that any time drilling for oil became unusually profitable, new competitors would spring up, fueling a speculative bubble. In contrast, the refining portion of the industry was consolidated, which meant its future was being directed according to a coherent plan. Part of that plan was to end oil’s extreme price volatility. Early on, Standard Oil had benefited from both the booms (through high profits) and the busts (by deploying the money it had conservatively saved to acquire less stable competitors). But as the industry grew, it was in Standard Oil’s interest to minimize volatility so consumers would feel confident their affordable kerosene lamps wouldn’t become wildly expensive. 263 Standard Oil gradually reduced its reliance on market prices for its oil purchases. In 1895 it issued a memo to oil producers announcing that henceforth it would ignore the market price entirely and transact directly with them at a “take it or leave it” price. 264

			Over time, oil became a source of international trade and a driver of globalization, as the world’s crude oil was not necessarily located in the countries with the most demand for it. 265 It also sparked conflict; any country that sought control over oil supplies was implying that it thought existing suppliers would stop selling to it, an anticipation of conflict that could be self-fulfilling. 

			Oil was a marvelously dense and mobile source of energy that could be put on a ship and transported nearly anywhere the relevant navy allowed. This was a blessing, in that it meant regional shortages were rare. But it was also a curse, because any disruption in the oil market, for whatever reason, would deliver a shock to the global economy. Oil’s importance as a political matter is often cited in reference to the Saudi oil embargo of 1973, which ended a long period of tranquility in oil prices, sending the cost of a single barrel from around $3 to almost $12. The embargo echoed the US’s decision to impose an oil ban on Japan in 1941 following Japan’s invasion of French Indochina (now Cambodia, Laos, and Vietnam), which forced Japan to either give up on the Sino-Japanese War or try to quickly win a war with the US before running its own oil supplies down to zero. 266

			Oil became even more politically salient in the late 20th century through multiple geopolitical developments. First, the richest countries massively increased their consumption. The US, for instance, consumed around 11 million barrels per day in the mid-1960s but consumed more than 20 million in the mid-2000s. Meanwhile, those same countries saw their domestic supplies dwindle as their international oil investments expropriated. Then, in the 1990s and early 2000s, Chinese GDP growth and enormous investments in the nation’s transportation infrastructure induced a massive influx in demand. With 1.4 billion people and a government committed to steady economic growth, China went from accounting for 6 percent of global oil energy consumption in 1980 to 26 percent today. The increase in oil consumption led to massive economic imbalances in the global economy; while it didn’t cause the crash in 2008, it certainly contributed to it. 267 It was also a contributing factor in the First Gulf War, in which Saddam Hussein invaded Kuwait to gain control of its oil fields. In the 2000s, as oil became increasingly important to the functioning of society, the widespread scramble for oil and other sources of energy represented a scramble for independence and national security. 268

			The dawn of fracking

			After years of declining energy production and rising energy consumption that culminated in military conflict and a global depression, the US started to increase domestic oil and gas production. Although US natural gas production had slowly increased since its nadir in 1986, on the eve of the financial crisis, gas production remained well below 1970s levels. From 2008 through 2020, however, US gas production rose 67 percent at an annualized rate of 4.4 percent. Oil’s trajectory was even more extreme. In 2008, production was 40 percent below its 1970s peak. By 2020, it had risen 143 percent, climbing 7.7 percent per year. This increased production was largely due to the advent of fracking. 269

			The basic idea behind fracking is simple: Blast a mixture of fluids into a well, which widens cracks in rocks and releases oil and gas. These fluids contain proppants, or tiny grains of sand that hold cracks open and allow oil and gas to continue flowing. It’s a tricky balancing act—the fluid must hit the rocks, which are under immense pressure, hard enough for them to shatter, but not so hard that it dislodges the proppants, which must remain behind to prop open the cracks. All of this is coordinated a mile and a half above the deposits, making it a modern miracle of engineering. 

			For decades, fracking seemed promising but didn’t deliver much. It tended to be more expensive than other methods of extraction, and was mostly relegated to desperate producers with no other options. But the temptation still lingered. There were numerous wells that weren’t producing but which sat on top of untapped oil and gas reserves. To someone who believed that fracking would eventually work out, leases of frackable land looked like a hundred-dollar bill on the sidewalk, just waiting to be picked up. But the process of actually picking up that bill turned out to be challenging, both from an engineering perspective and a narrative one.

			To understand how fracking went from a minor curiosity to the lifeblood of the American oil industry, we need to briefly step back and discuss the different kinds of oil and gas companies. Essentially, there are three relevant categories: state-owned or state-controlled companies, which are common outside of the US and include businesses that were built by nationalizing assets from other oil companies, like Saudi Aramco, as well as businesses built from the ground up, like China’s Sinopec; integrated “energy majors” that are involved in all stages of the oil and gas industry, from exploration to refining to sales, but aren’t part of the government, such as Exxon and Chevron; and independents—smaller oil and gas companies, some of which may not own any producing assets at all. These latter businesses can be financially shaky, but the successful ones produce dynastic wealth. J. Paul Getty and H. L. Hunt, both independent oil operators, were the richest people in the US at different points in the mid-20th century. The fracking revolution is a story about the interaction between the integrated majors and the independents. Techniques that were refined at larger companies with extensive R&D budgets and the ability to amortize the cost of new techniques over numerous existing wells were pursued and perfected by the independents, who had the risk tolerance necessary to take them to their limit.

			One such independent company was Mitchell Energy & Development, run by George P. Mitchell. Founded in 1946, the company built itself up as a small but scrappy player in the natural gas market. 270 How scrappy? When George Mitchell was planning his initial drilling projects, he couldn’t afford to buy the logbooks that showed how other drillers had fared in the area. Instead, he asked a friend who was in the logbook-selling business for help. They reached an arrangement wherein Mitchell would borrow the books at the end of the day, study them overnight, and return them the next morning. The company’s early specialty was reopening wells in dry holes where they believed the previous driller had missed signs of available hydrocarbons. This turned out to be a low-cost but rewarding practice since much of the work had already been done, both in terms of drilling and gathering data. It also foreshadowed the company’s later success.

			Two events in the 1970s set Mitchell Energy & Development down a path toward reinventing the US energy industry. First, in 1978, Congress passed the Natural Gas Policy Act, which imposed price caps on some older wells but allowed wells using unconventional gas production techniques to charge higher prices. Then, in 1979, Mitchell worked with the federally funded Gas Research Institute to test a fracking technique using a new kind of gel. It was the largest fracking project in history up to that point but it still wasn’t especially profitable, even with subsidies. However, these developments would set the company, and eventually the industry, on a course toward more productive energy extraction techniques. 

			There was a long and relatively fallow period after this, in which Mitchell experimented with different fracking approaches throughout the natural gas cycle, while continuing to use conventional methods to pay the bills. Then, nearly 20 years later, in 1996, a Mitchell employee attended a baseball game with engineers from a competing oil and gas company, Union Pacific Resources. During the game, the men shared some promising results from a new fracking technique called a slick-water frack, which halved costs. Slick-water fracks involve mixing friction reducers and other chemicals with water, upping the throughput and increasing the number and size of the cracks created. Creating these mixtures is as much an art as a science. Different compounds can increase water speed, keep sand suspended in fluid so it props open more cracks, or kill microbes that might otherwise block them. Different types of hydrocarbon deposits require different mixes of fluids, so what works in one place won’t necessarily work elsewhere. Nevertheless, the results from Union Pacific showed that under the right circumstances, fracking could be cost-effective. The Mitchell employee, an engineer named Nick Steinsberger, convinced his employer that it should test the technique on some of its own wells. Initially, he tried to replicate the recipe he’d learned from Union Pacific on three test wells, to disappointing results. But after tweaking the formula and using the technique on a fourth—boom! Steinsberger’s experiment became the most productive well completion in the company’s history. 

			Despite this early success, it wasn’t clear whether it was a lucky accident or the start of something big. But two Mitchell employees had immense faith in the project from the start. The first, Kent Bowker, had joined Mitchell after working at Chevron to extract gas from the same region where Mitchell had tested fracking. Bowker was convinced that the formation, called the Barnett Shale, had far more gas than most industry observers realized, it was just trapped in hard-to-access rock. After Chevron canceled its efforts to use fracking to reach the gas deposit, Bowker left the company to join Mitchell. The second believer was George Mitchell himself. 271 He insisted that fracking was viable, and that Mitchell Energy should pour more resources into it.

			By 2001, Mitchell Energy & Development had attracted the attention of the oil and gas industry. Its output was somehow growing even as costs fell. The usual dynamic in energy is that companies target the most cost-effective projects first; they can grow, but only by drilling in places where the breakeven cost is higher. 272 But a key element of the economics of fracking is that as companies scale up, their marginal cost goes down as they get more efficient at fracking in general and at understanding the dynamics of particular areas in which they’re active. This is precisely what happened at Mitchell Energy. At this point, Mitchell’s bets had paid off, and it was time to cash in his chips. In August 2001, he sold the company to Devon Energy for $3 billion.

			Mitchell Energy’s path only made sense in light of the company’s view that fracking would, indeed, release valuable resources. In a way, the biggest obstacle was that this was so obvious. Everyone acknowledged that shale held trapped hydrocarbons, and that it was theoretically possible to release them. But not everyone agreed that finding a way to extract those hydrocarbons was possible and profitable. In the early days, ambition about fracking might have looked like naïvely assuming away the geological complexity in favor of just looking for large gas deposits. But those early experiments tended to move in the right direction, such that the cost of fracking went from egregiously higher than conventional extraction to only somewhat higher, and eventually to competitive. Like the companies participating in the early transistor bubble, the frackers didn’t just look at immediate profit margins, they paid more attention to how their extraction costs declined over time as fracking techniques were refined. A product that’s twice as expensive as its identical competitor isn’t viable, but a product that’s twice as expensive and getting 10 percent cheaper every year will eventually dominate the market. 

			A miracle of petroleum engineering or financial engineering?

			Fracking has extracted an impressive amount of oil from Texas, Oklahoma, and North Dakota. It has extracted an equally impressive amount of capital from New York, London, Tokyo, and other financial centers. A 2020 Deloitte estimate put the total amount of cash raised by fracking at more than $300 billion. 273 Over that period, the investing public effectively provided drivers and other energy consumers with generous subsidies—precisely the overinvestment a successful bubble requires.

			In the 2000s, optimists observed that fracking was able to produce oil and gas in fields previously thought to be exhausted. Its production curve was also different from the conventional well stimulation technique. Both methods would hit peak production in the first year, but where a conventional oil well would still be producing at 50 percent six years later, a fracked well would lose up to 80 percent of its production by year three. This shorter time frame meant fracking was a more flexible and predictable source of energy profits. In contrast, conventional oil companies were saddled with decisions they’d made several years prior, which left them vulnerable to price changes. They could find that the investments they’d underwritten at $100 a barrel were delivering most of their oil at $50. 

			When fracking companies describe their business, they often use the term “manufacturing” rather than “oil exploration.” This is a public relations decision, but it’s also a fairly accurate descriptor. Fracking was able to achieve more predictable returns and economies of scale than standard drilling. By contrast, the traditional oil industry experienced rising costs over time and diseconomies of scale. The first projects were typically in places where oil and gas were visibly near the surface and located conveniently close to consumer demand. As those sources were exhausted, energy companies had to move further afield—from Pennsylvania and then Texas and Oklahoma to Saudi Arabia, Iran, Iraq, Libya, Venezuela, Brazil, and the North Sea. The entry into harsher geographic and political climates increased operating costs and raised the probability that a project would fail. A low point for the US oil industry’s morale might have been 1984, when Standard Oil of Ohio announced that after spending $1.5 billion drilling at Mukluk Island in Alaska, the well turned out to be a dry hole, with no oil to be found.

			At the same time, morale and narrative fueled more cynical views of the fracking business. From this perspective, fracking wasn’t so much a story of entrepreneurs discovering a new source of energy as it was a story of con artists inventing a new sales pitch. There’s a long history of exaggerated claims prompting investments in the mining and energy industries. Bre-X, a fraudulent Canadian gold miner, was worth $4 billion at its peak, and “Dad” Joiner, the promoter who financed the Spindletop well that set off Texas’s oil boom in the early 1900s, was accused of having sold some of the same acreage to multiple investors as part of a scheme to raise funds. An old joke, sometimes attributed to Mark Twain, is that a mine is “a hole in the ground with a liar on top.” 

			Given this history, energy investors are primed to be suspicious. As a result, energy entrepreneurship attracts good storytellers. For conventional energy companies, each attempt to drill has a cost, and companies sometimes need to raise funds after a series of dry holes. While they could raise more capital up front, doing so would mean giving away more of the upside if they were to get lucky early. The companies that survive this dynamic are often those that operate in a chronically under-capitalized way, and are therefore good at convincing investors to take the risk and fund one last effort. 274

			Entrepreneurial hypomania induced spending that wasn’t strictly justified at the time. A four-decade decline in American oil production was reversed by companies that persistently spent more than they made in the hopes that they’d eventually produce enough cheap oil to justify those earlier investments. But the frackers were ultimately vindicated, both from a broad economic perspective and from that of narrow investor interests. Fracking led to cheap, plentiful oil and gas, with US production of both hitting all-time records long after American energy production was thought to have peaked. The technique also reversed the long-term trend of new oil sources growing increasingly risky and expensive to extract. Fracking meant that the supply of oil and gas fluctuated more in line with demand, so the industry’s highs and lows weren’t quite so extreme.

			Meanwhile, the story eventually worked out for the companies’ financial backers. In 2021 and 2022, fracking companies produced immense profits, as a recovery in oil demand and their own restraint in growing production meant they captured high prices without immediately spending the money on more drilling. The energy company EOG Resources, for example, had reported cumulative negative cash flow of almost $10 billion from 2006 through 2012; its free cash flow just for the years 2021 and 2022 totaled more than $11 billion. 275 Frackers did eventually manage to get their costs down, and they also ended up with a much more certain model than that of other oil and gas companies, for whom drilling was less of a roll of the dice and something closer to running an effective card-counting strategy.

			Cheaper energy is hard to notice in the short term, for two reasons. First, while energy is an input into just about every economic activity, it’s rarely the largest single cost. This means that cheaper energy shows up as a sort of pan-economic quality dividend, where everything is slightly more cost-effective than it otherwise would be. Another reason is that even with the more responsive supply from frackers, energy prices remain volatile from day to day; high prices at the pump produce headlines, while a change in the compounded rate of oil price growth over decades doesn’t. And we certainly don’t have headlines about counterfactuals, like a world where oil and gas are more expensive and acquiring them requires more entanglements with volatile parts of the world. Ultimately, the fracking dividend made the world richer in energy, and made some of the frackers very wealthy indeed. 

			Fracking today

			The subsequent history of fracking has involved consistent improvement in techniques and the repeated discovery that once-ignored oil and gas sites possessed significant amounts of resources trapped in the tiny gaps between rocks. The fracking boom was further accelerated by the development of horizontal drilling. Engineers discovered that instead of drilling straight down, they could slowly bend the well bore until it’s roughly horizontal to the level at which most of the oil and gas are stored. As a result, instead of fracking a well just once, a driller can continuously inch forward, fracture local rock, and repeat the process multiple times. This reduces some of the economic and environmental costs of drilling, as it involves less activity on the surface for a given amount of resource extraction below. 

			That said, fracking is hardly a green technology. The process pumps vast amounts of sand and fluid into the ground (although, as the fracking industry points out, this happens about a mile below where aquifers are found). And injecting sand and water deep into the earth is itself energy intensive. In 2012, when fracking accounted for a relatively small fraction of global oil and gas output, the energy used in fracking already exceeded that used in conventional oil and gas production. 276 There are also controversial claims that fracking causes earthquakes and pollutes groundwater, although the industry argues that neither of these is likely, at least assuming safe operations—an assumption that doesn’t necessarily hold. 277

			Even ignoring the impact of fracking gone wrong, there’s the problem of fracking going right. Fuel extracted by fracking gets burned, adding CO₂ to the atmosphere. That’s true of conventional oil and gas, too, of course, so one way to look at fracking’s impact is that it extends the life of the hydrocarbon economy. The finite nature of natural resources can do the work that legislation can’t in making climate-impacting energy extraction economically untenable. But the arc of progress is also a long series of unsustainable practices that eventually lead to more sustainable ones. Urbanization was a rolling health crisis until the advent of modern sanitation and medicine; artificial nitrogen fixation reached production scale just as the world was running out of its next-best fertilizer, millennia-old accumulations of guano on various small islands; coal averted deforestation in early industrial England. Every technology advancement couples finite natural resources with infinite human creativity, and pivots to a new finite input when the older one runs down. In a way, fracking deals with one sustainability problem—dwindling oil and gas reserves in an energy-intensive economy—by replacing it with another: the consequences of even more hydrocarbon extraction. Whether or not that turns out to be a good trade depends on what we do with the extra time this buys us.

			There are a couple of important points in fracking’s favor. In terms of electrical generation, natural gas is the closest substitute for coal and produces only 56 percent of the emissions. By accelerating the transition off of coal, natural gas fracking has thus extended humanity’s atmospheric runway, even as it adds carbon to the atmosphere. At best, fracking is a transitional technology, but it could still play an important role in the shift to climate technologies, including negative emission technologies that could help remove carbon dioxide from the atmosphere, which our oil-fueled industrial system will continue to produce for the foreseeable future. And, while the US regulatory environment is imperfect, American companies are more sensitive to pollution risk than many countries in the developing world. For natural gas in particular, the impact of methane leaks on climate can be immense—methane has about 20 times the warming impact per molecule as CO₂ (albeit over a shorter period of roughly 12 years instead of a century), and can leak from both improperly drilled wells and decommissioned ones. For a global market like oil, enabling more production in countries with stricter rules doesn’t change the net amount of fuel extracted, but it can reduce the unneeded environmental impact. The World Bank estimates that middle-income countries produce 50 percent more emissions per dollar of GDP than the US, and that China produces two and a half times the emissions for a given level of economic activity. 278 For natural gas, the impact is hazier, because shipping represents a higher share of total costs compared to oil. But that industry has also gotten more globalized, and relatively more natural gas is being produced in countries with stricter environmental laws. 

			Fracking’s most significant impact, however, is energy abundance. Oil and natural gas prices have yet to return to the highs of 2008, even though the world economy is 23 percent bigger in dollar terms. But fracking has had another beneficial impact that’s worth considering: The US and its allies are no longer dependent on the Middle East and can therefore refrain from intervening in the region to the same extent. 279 The history of US involvement in the Middle East is long and depressing, and much of it can be explained by the fact that Saudi oil was the only way to keep the US economy functioning. Oil is a fairly fungible resource, but it’s fungible precisely because the US makes it so by protecting shipments around the world and protecting countries like Kuwait from invasions, as it did during the First Gulf War. A need for oil has repeatedly required the US government and American companies to deal with governments they’d prefer to avoid. Because of fracking, the best opportunity for energy switched from oil and gas that was inconveniently placed around the globe to oil that was inconveniently placed in the US’s own backyard.

			There will be blood: Fracking and memes

			At their core, all of the bubbles and technologies we’ve discussed so far share a fundamental narrative that influences public perception. The development of nuclear energy, for example, was shaped by perceptions of its promises and perils. In the decades following the discovery of radium in 1896, radiation was perceived as a form of “alchemy” and “transmutation” that could lead to utopian civilizational renewal. In the wake of Hiroshima and Chernobyl, nuclear energy became irreversibly linked with the dystopian imagery of “contamination,” “mutation,” and “destruction,” 280 immortalized in the pop culture iconography of mutants and monsters like the zombies in 1968’s Night of the Living Dead and Godzilla. 281 Growing fear of nuclear energy—which has, paradoxically, resulted in policies that have hindered the adoption of a lower-emission energy technology—illustrates how a shared narrative has the power to influence technological adoption and diffusion.

			Similarly, even as the fracking industry has grown, it has faced pushback from voters because of a bleak narrative involving the violent penetration of the Earth’s surface to extract an alien dark matter that is inexorably linked with environmental destruction, pollution, and war. This contrasts sharply with narratives surrounding energy technologies characterized as “clean” and “renewable,” with their quasi-mystical connotations of purification, healing, and renewal. The cleantech bubble emerged during the mid-2000s with investments in solar, biofuels, batteries, and other renewable energy sources, and is perhaps one of the purest examples of a bubble driven by narrative. 282 “Salvation (and Profit) in Greentech,” a talk given by the venture investor John Doerr in 2007, perfectly encapsulates the core narrative of the cleantech bubble. In it, Doerr describes climate change as “the largest economic opportunity of the 21st century, and a moral imperative.” 283 This simultaneous belief in profits and salvation fueled the cleantech bubble, which burst just a year after Doerr’s speech, when the financial crisis simultaneously led to a collapse in oil prices and a dramatic reduction in investors’ appetite for high-risk projects. The subsequent high-profile problems at companies like Solyndra further intensified investor skepticism of clean energy, at least in the US.

			While cleantech represented a new and massive market—an opportunity Doerr characterized as “bigger than the internet”—its rise cannot be fully understood without an appeal to its narrative of salvation. As the behavioral economist Robert Shiller notes, an emotionally resonant narrative can act as a contagion. 284 Doerr, for example, began his talk by describing a conversation he had with his daughter about how climate change will impact her generation. Moved to tears as he recounted this exchange, Doerr said it made him view addressing climate change as a “moral imperative.” Likewise, Elon Musk, a cofounder of the electric vehicle maker Tesla, mobilizes references to climate change and impending catastrophe when describing the company’s mission. “Why does Tesla exist? Why are we making electric cars? Why does it matter?” Musk said when he unveiled the Model 3 in 2017. “It’s because it’s very important to accelerate the transition to sustainable transport… This is really important for the future of the world.” 285 Musk doubled down on these pronouncements in 2018, telling CNBC, “If we do not solve the environment, we’re all damned.” 286 The impending climate crisis creates a personal and emotional connection to the narrative, which makes it more contagious, and therefore more effective at fueling a speculative bubble. 287 

			As we’ve seen in preceding chapters, a bubble continually reinforces the narratives and imagery that drive it. In the context of speculative financial bubbles, memes—understood as self-replicating, mutating symbolic units of cultural transmission and imitation 288—can help investors and traders process information and navigate markets. While memes sometimes produce irrational exuberance (Beanie Babies are perhaps the most notorious example), 289 imitation in markets can be rational for individual investors faced with either too much or too little information. Rather than acting on private information or signals, investors often imitate the behavior of other investors, which can lead to so-called informational cascades or mimetic contagions. Memes, which compress information and evoke emotions, can encode valuable information for investors and speculators. The self-organizing dynamics of memes and narratives can therefore lead to spectacular busts and crashes. 

			In the case of fracking, the negative emotional reactions associated with fossil fuels have often outweighed geopolitical considerations about energy autarky, leading to fracking bans in Vermont, New York, Maryland, and Washington. This sentiment is beautifully captured by a scene in Paul Thomas Anderson’s 2007 film There Will Be Blood, in which the protagonist watches a fire from a gas blowout engulf an oil drilling rig against a gloomy sky. The scene not only allegorizes the film’s prophetic title, which seems to warn of the military conflicts and natural catastrophes that will ensue once the lifeblood of our material prosperity and economic growth dries up, it also provides a perfect visual distillation of the pessimistic social mood toward fossil fuels. 290

			For anyone financially or emotionally invested in clean or renewable energy, fracking is the obvious apotheosis of a bad bubble that envisions the future essentially as a continuation of the present—a world where extractive energy remains the norm. On its surface, it seems to be a pure example of a mean-reversion bubble fueled by sin instead of virtue. However, while the motivations to frack have been mostly profane—that is, purely profit-driven—the technique nevertheless realized an aspirational vision. 291 Unintentionally or not, the fracking bubble helped the US achieve energy independence. This may not sound as impressive as sending a man to the Moon, but energy independence has similarly large-scale geopolitical effects. As recent trends toward deglobalization, industrial onshoring, and geopolitical fragmentation have made clear, oil is more than a barbarous relic of a fossil-powered past. “Black gold” remains a strategic geopolitical reserve that continues to dictate the rise and fall of the wealth of nations.
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			Chapter 8
			Bitcoin

		
		
			In 2021, the hashtag #LaserRayUntil100k started trending on Twitter. The platform was suddenly full of laser eyes as users, including celebrities such as Paris Hilton and Elon Musk, started to use laser-eyed profile photos. The effort was intended to increase Bitcoin’s price to $100,000, but it was also a form of collective ritual. The laser-eyes meme was an expression of Bitcoin’s idiosyncratic online culture, which includes unique terminology like “hyperbitcoinization,” referring to a Bitcoin-induced demonetization of all other assets; “hodl,” signifying the the refusal to convert bitcoins to fiat currency; and “no coiner,” referencing people who don’t hold bitcoins, as well as emphasis on quasi-religious or even cult-like practices, such as adopting unusual diets. 292

			These rituals may seem bizarre or childish, but they shouldn’t be dismissed outright. If last chapter’s case study on fracking demonstrates how bubble dynamics can arise and be productive in an industry bounded by fixed capital investments, enormous legacy companies, geopolitics, and raw geology, Bitcoin is the opposite—one of the purest examples of bubble-driven technological development, adoption, and diffusion. Bitcoin’s online community is a key factor in the bubble’s inflation. And if we want to understand Bitcoin and its growth—the digital currency’s market value went from zero to more than $1 trillion in just a decade, as its user base expanded from drug dealers and anarchists to day traders and hedge fund managers to life insurance companies and nation-states—then we have to recognize its quasi-religious dimension. This aspect of Bitcoin reveals itself not only in the Twitter/X memes but also in the writings and code of some of the cryptocurrency’s most committed supporters. 

			On October 31, 2008, a developer going by the name of Satoshi Nakamoto announced a new project on a cryptography mailing list. His message read: “I’ve been working on a new electronic cash system that’s fully peer-to-peer, with no trusted third party.” 293 The document, a nine-page white paper, is a conceptual blueprint for Bitcoin, the code for which Nakamoto released a few months later on the P2P Foundation website. “I’ve developed a new open source P2P e-cash system called Bitcoin,” Nakamoto wrote at the time. “It’s completely decentralized, with no central server or trusted parties, because everything is based on crypto proof instead of trust.” 294 

			Initially, not much happened. A few commenters gave feedback; some downloaded Bitcoin software and started to mine bitcoins on their laptops. At first, bitcoins could be obtained for free; the earliest transaction was just a test, with Nakamoto transmitting a few bitcoins to fellow technologist Hal Finney. Today, bitcoins are far from free, and the network has scaled from one node—Nakamoto himself—to an estimated 20,000 nodes. It’s no longer possible to mine bitcoins on laptops; instead, you need an industrial-scale mining operation strategically placed near a power plant in order to marshal the computing power necessary to compete with other miners. Bitcoin is now big enough that policymakers must reckon with it. In China, bitcoin mining is banned. Elsewhere, the process has been proposed as a sink for excess electricity, which could make renewable energy more economical. 295

			How could a bit of code released on obscure online platforms by a pseudonymous developer who later completely disappeared disrupt the nature of money? How could a decentralized alternative to both the Bretton Woods and fiat systems emerge from an open-source protocol with no outside investments, no corporate headquarters, no legal structure, and no roadmap?

			Answers can be found in Bitcoin’s bubble-like nature. When we say “bubble-like,” we’re not just referring to Bitcoin’s trajectory, the sort of developmental path that introduces and diffuses transformative technologies. That’s not the whole story. Bitcoin is a complex, multi-layered, and self-referential bubble. At the heart of the platform, in the code itself, the technology is a bubble machine. Its algorithm is structured to provide greater value, greater security, and greater network effects as adoption increases, so that adoption drives further adoption and commitment drives further commitment. Yes, speculation will lead to waves of price increases and crashes—this has always happened and will continue to happen. But with each correction, the technological utility of Bitcoin as a trusted keeper of value, and its effectiveness as an inflater of social bubbles, only increases. And while its USD-denominated price can drop in the short term, Bitcoin’s value has, when measured over its existence, not only increased, but every crash that Bitcoin survives is a testament to the network and the cryptocurrency’s robustness. 296 In this way, it is like the currencies it seeks to replace. Bitcoin is a trust feedback loop that gains value as it accumulates trust and becomes increasingly trustworthy the more it is valued. As a consequence, the extended crypto ecosystem—including exchanges, decentralized financial platforms, startups, media outlets, and celebrities—continues to collectively bet that building infrastructure today will pay off in a more Bitcoin-friendly future.

			The mechanics of these bubbles operate on several levels. There’s a spiritual and social dimension, in that Bitcoin’s early adopters describe having something resembling a conversion experience. The typical story goes like this: They heard a bit about Bitcoin and then spent hours (or days, or weeks) reading everything they could about how the technology works. They opted into a Bitcoin-centric media diet and started making crypto-curious friends. In other words, they formed a social bubble. Then there’s the economic dimension: Bitcoin’s scarce supply, and the difficulty of coming up with a way to value it, leads to price spikes and crashes. These dimensions are intertwined, as each bubble converts more users into believers, and—as has been the case over the past decade—after each crash, the user base of committed believers is larger than before the preceding bubbles. (The quasi-religious zeal of Bitcoin “hodlers” can be cryptographically verified by the number of bitcoin that haven’t moved after a market crash, which is etched into the blockchain—but we’re getting ahead of ourselves.) It’s the rare asset that has been called too expensive at $1 and too cheap at $65,000 without significant changes in its fundamentals.

			Bitcoin: From zero to one

			Bitcoin combines various preexisting technical components, such as peer-to-peer network technology, asymmetric public-key cryptography, and proof of work algorithms. It’s not the first attempt at a virtual currency, but it is the first virtual currency to achieve widespread adoption. 297 DigiCash, one of the earliest and most prominent digital money firms, debuted in 1989. Founded by computer scientist David Chaum, DigiCash applied public-key cryptography to the specific problem of monetary transactions, attempting to create cryptographically secure digital cash that emulated the properties of physical money. 298 DigiCash’s untraceable digital currency, eCash, attracted interest from banks and from Microsoft, which at one point considered integrating the currency into Windows. But with little adoption by merchants or users, DigiCash declared bankruptcy in 1998. A subsequent wave of digital payments startups—CyberGold, CyberCash, PayPal, E-Gold—tried to do what DigiCash couldn’t. All of them failed. (PayPal, of course, succeeded in other ventures. After it abandoned the idea of enabling cryptographic digital currency payments, it took up the more lucrative business of enabling online credit and debit card purchases.) In many cases, companies discovered that the most popular use case for digital currencies was money laundering. 299

			As various companies attempted to patent and commercialize digital currencies in the mid- and late 1990s, a group of cryptographers began developing their own open-source alternatives. 300 Some of these projects proposed pegging the value of digital cash to that of a fiat currency or commodity; others experimented with free-floating digital currencies. For example, simulating the properties of gold, some of these proposals attempted to digitally re-engineer gold’s scarcity as a source of value.

			Bitcoin achieves digital scarcity by designing a payment architecture in which the creation of money requires solving computationally expensive problems. This is known as a proof of work system. 301 It operates as follows: Transaction validation and associated digital currency issuance, or the “work” that needs to be proven, are performed by computers solving mathematical puzzle exercises. 302 A unit of currency is created whenever a puzzle is solved. Earlier ventures, such as Hashcash, implicitly contained the idea of monetizing proof of work certifications, but Hashcash stamps were not designed to acquire monetary value. More developed proposals, which conceptualized computational puzzle solutions as digital cash, were advanced with b-money and Bitgold. 303 In both proposals, the process of solving computational puzzles was used to produce digital currency. With Bitgold and b-money, which both use time-stamping to validate transactions, computational solutions instantiated monetary units. But neither currency advanced beyond the conceptual stage of development. 

			In other words: Bitcoin wasn’t entirely new. Strictly speaking, the most novel thing about the technology was that it succeeded where other projects had failed. This is often the nature of bubbles—their existence depends on a combination of serendipity and the self-reinforcing nature of the bubble itself. In 2010, Nakamoto acknowledged Bitcoin’s forebears, writing on the Bitcointalk.org forum that “Bitcoin is an implementation of Wei Dai’s b-money proposal on Cypherpunks in 1998 and Nick Szabo’s Bitgold proposal.” 

			While Bitcoin draws on earlier cryptographic ideas, it is technologically novel in important ways. Bitcoin’s architecture solves deep technical and conceptual issues that dogged earlier proposals for digital currency. For example, Hashcash, Bitgold, and b-money were all undermined by cryptocurrency inflation and their reliance on a central authority. Nakamoto’s design solved both issues. Earlier proof of work systems, such as Hashcash, were ripe for inflation. If the source of a currency’s trustworthiness is a network of computers furiously solving math problems, and if the owners of those computers get paid when their computers solve the problems, savvy operators will solve as many problems as possible. This leads to more solutions, more currency, and, eventually, hyperinflation. Even without strategic problem-solving, as hardware improvements reduce the difficulty of producing a cryptocurrency the currency will become devalued through inflation. Bitcoin cleverly responds to this problem through an automatic mechanism of difficulty adjustment. Instead of creating a fixed “exchange rate” between computations and the resulting currency accumulation, the Bitcoin protocol essentially adjusts the exchange rate by making the math puzzles more difficult. The computational power required to solve problems ratchets up as the hashing power of the network grows. It’s as if a country managed its gold standard by randomly destroying gold mines every time a more efficient mining process was invented. 304

			This adjustment, which stabilizes the currency supply at roughly one new coin every 10 minutes and algorithmically caps the total at 21 million coins, happens without human intervention. Thus Nakamoto was able to overcome the second major conceptual flaw in earlier cryptographic currencies: He designed a decentralized form of digital money that removes the need for an authority to control the inflation rate or secure the network. Neither Bitgold nor b-money specified a consensus mechanism to resolve disagreements among nodes or servers concerning the ledger that stores all transactions in the network. In the case of Bitcoin, the problem is solved by the mining process itself. Designed to be resource-intensive and computationally difficult, it ensures the number of mined blocks, which record transaction data, remains steady. Whereas others proposed relying on trusted servers to time-stamp transactions in a ledger, Bitcoin transactions are collected by a network of untrusted miners who are compensated with new bitcoins and transaction fees in exchange for permanently and publicly recording transaction data into irreversible blocks. Each new block validates the previous set, turning untrusted inputs into a trusted part of the global consensus. 305 Ordered in a linear sequence, these blocks give rise to what Nakamoto called a “time-chain,” which later became known as a blockchain. 306 (It is a chain because each new, verified set of transactions references the previous block, going all the way back to the first block ever mined. Meanwhile, each transaction references the previous Bitcoin address that received the payment. It’s as if every dollar bill in circulation had a public history, starting at the US Mint and documenting everywhere the bill had been since then. 307)

			It is Bitcoin’s immutable and hard-coded deflationary monetary policy that makes it a vertical or zero-to-one innovation, to use Peter Thiel’s terminology. In contrast to horizontal innovations, which incrementally modify and improve existing technologies, zero-to-one innovations are radically new, breakthrough technologies. 308 Deflationary policy aligns the incentives of all network participants, drives up value, ensures security, and enables network effects. This suggests that the innovation central to Bitcoin’s success is not primarily technical but social; Bitcoin is as much a social bubble as it is a financial bubble or a technological achievement. 

			Socio-techno-economic feedback loops

			The material technology that underlies the Bitcoin network consists of its codebase, physical mining rigs, and nodes that run the Bitcoin Core software. Its social layer, meanwhile, consists of developers, speculators, and miners. As a social technology, Bitcoin coordinates the behavior of a heterogeneous group of network participants who are needed for the governance of the protocol. In other words, Bitcoin’s protocol governance represents a fundamentally social process that determines, implements, and enforces a set of transaction and block-verification rules, which network participants can adopt. By adopting the same set of validation rules, network participants form an intersubjective consensus about what constitutes “Bitcoin” technology. 309 Dissenting network participants can only deviate from this intersubjective definition of Bitcoin by hard-forking the protocol—that is, upgrading a copied version of the software to a new set of transaction- and block-verification rules or a different blockchain history. 310

			Two key components of Bitcoin’s techno-economic feedback loop are responsible for incentivizing its development, valuation, and adoption. (See Figure 1 on page 218.) First, it is technologically reflexive. When a miner successfully solves a puzzle, the miner gets to contribute the next block of transactions to the blockchain and receives bitcoins as a reward. Miners are incentivized to secure and maintain the network by rejecting block rewards for invalid transactions. This reward system fuels a feedback loop between security and value. An increase in Bitcoin’s value results in a corresponding increase in the hash power allocated to the mining and transaction network. This, in turn, enhances Bitcoin’s security, attracting new miners and spurring the development and deployment of specialized mining hardware. The flip side is also true—lower prices reduce the security of the system. 

			Second, Bitcoin is economically reflexive. As the Bitcoin network’s security increases, which drives up the cryptocurrency’s value, speculators, investors, and entrepreneurs are incentivized to exploit the novel economic opportunities that result. Bitcoin’s growth over the past decade has been driven by the self-reinforcing dynamic between the discovery of new use cases and speculation on prices. Massive price increases, fueled by speculation, triggered serial processes of experimentation that resulted in an expansion of Bitcoin’s economic infrastructure. These include the second-layer payment system Lightning Network, Bitcoin-based startups that provide brokerage, exchanges, digital wallets, and public key storage services, and alternative Bitcoin transaction systems that don’t rely on traditional internet service providers. Higher Bitcoin prices drive increased interest in the technology, which makes more use cases possible. Bitcoin couldn’t be used as a tool to move billions of dollars around when its market value was in the millions; similarly, a smart contract is hard to trust when the value it represents is higher than the value of the underlying network. 

			The interlocking positive spirals of technological development and economic expectation create a self-validating, imitation-driven social feedback loop that accelerates Bitcoin’s network effect. In this sense, Bitcoin is an archetypal bubble. The question, then, is whether it has already popped or continues to inflate. 311

			As past bubbles have demonstrated, exploding prices generate interest and attention. The same phenomenon has occurred during Bitcoin’s hype cycles. Bitcoin’s extraordinary returns, and the ensuing media coverage and virality on social media, elicits FOMO as investors infer value from the profits others have accrued in the recent past. This leads to new waves of buyers, who accelerate price growth even more dramatically. The increase in speculation and adoption further stimulates the founding and financing of new Bitcoin-based or other cryptocurrency-related startups that attract more speculative adopters and incentivize more Bitcoin-related research and development. Every bubble has its excesses—the Lamborghini-laden parties of the 2018 run-up, 2021’s $69 million auction for non-fungible tokens—but each leaves behind infrastructure the next round of companies can build upon.

			These nested feedback loops create a closed system of socio-techno-economic incentives. Spurred by the scarcity encoded in the protocol, increased demand results in greater investment in hash power, which attracts more network participants and investors and accelerates the self-validating loop of security, value, and network effects.

		
			[image: A cycle of six things, each leading to the next and back to the beginning: increasing network security; increasing price; increasing demand; increasing adoption; increasing hash power; increasing mining profitability.]
			Figure 1. Bitcoin’s socio-techno-economic feedback loop.
		
			In fact, much of crypto’s value depends on its built-in economic incentive for growth. In contrast to earlier internet protocols such as TCP/IP or SMTP, which were difficult to monetize, Bitcoin directly motivates early adopters to use and hype the network. Whether a standard gets adopted is determined by its quality and overall popularity. When a committee from the car industry started standardizing parts in 1905, it generally chose popular variants of existing parts. Crypto creates a shortcut to widespread adoption: Early users are paid evangelists. This can lead to problems. They may well evangelize the wrong thing or choose a technology because of its money-making potential rather than because it’s truly better than other options. But given the usual economics of standards, a suboptimal choice is better than no choice at all.

			Nakamoto was fully aware of the reflexivity built into Bitcoin’s architecture. “As the number of users grows, the value per coin increases,” he wrote in a 2009 forum post. “It has the potential for a positive feedback loop; as users increase, the value goes up, which could attract more users to take advantage of the increasing value.” 312

			Bitcoin bubbles and hype cycles

			Since the inception of exchange trading in 2010, Bitcoin’s history has been punctuated with speculative bubbles. While these cycles of exponentially accelerating price increases and equally spectacular crashes caused major losses for some, they have also nurtured innovation and more widespread diffusion of Bitcoin’s technology.

			We can identify at least six Bitcoin bubbles. First, in 2011, the price of one bitcoin increased from $1 on April 14 to $28.90 on June 9. The next year, the price rose from $5 on May 10 to $15.10 on August 18. Then, in 2013, from January 3 to April 10, the price increased from $13.20 to $234. That same year, it climbed from $123.20 on October 8 to $1,132.40 on December 4. After crashing in late 2013, Bitcoin’s value slowly recovered over the next two years, before skyrocketing from $898.33 on March 25, 2017, to $19,490 on December 18, 2017. More recently, Bitcoin’s price increased from around $10,000 in October 2020 to a new all-time high of $67,000 in the fall of 2021, before dropping by more than half. 313

			Each crash or correction was followed by an even larger bubble in terms of absolute price (although the amplitudes of price increases have been consistent relative to prices themselves). Price increases have largely correlated with increases in Bitcoin’s liquidity and the maturation of its infrastructure, which has attracted new adopters. During the first Bitcoin bubble, it was exceedingly difficult to trade the digital currency, as it was still primarily acquired through mining. By the time of the December 2017 bubble, exchanging and securing bitcoins had become relatively easy.

			While financial bubbles can be destabilizing and destructive, they are often sources of technological innovation. 314 By attracting capital in excess of what would be justified by rational cost-benefit analysis or by a standard discounted cash-flow calculation, bubbles accelerate the development of emerging technologies and technology adoption cycles. Capital flows in at the early stage, which leads to a first wave of price increases. Attracted by the prospect of higher returns, more investors follow suit, triggering feedback that fuels further technological development and growth. This is classic bubble behavior. When funding for a new technology is decoupled from rational expectations of economic return, collective risk aversion drops, propelling creativity. This was true for the canal bubble in the 1790s, the railway mania in the 1840s, the electrical utility boom of the 1920s, the proto-tech bubble of the 1960s, and, more recently, the dot-com bubble of the 2000s. It’s also the case with Bitcoin.

			Creativity can be expressed in several ways, including in the stories we tell ourselves about a new technology’s potential. In the case of Bitcoin, a booster will respond to record prices by trying to come up with plausible explanations for why the currency is so valuable. Some of those explanations may turn out to be compelling. As a result, the narrative around Bitcoin evolved from a story about privacy and independence to an opportunity for illicit purchases to a programmable alternative to fiat currency. These narrative shifts provoke and are amplified by price swings. As we have seen in several examples, speculative bubbles can accelerate narratives and technological innovation by focusing the enthusiasm, capital, and talents of a group of people on a single project.

			Bitcoin bubbles have indeed led to technological innovations and diffusion. The early phase of the bubble brought together strong enthusiasm for the technology from cryptographers, computer scientists, and cypherpunks. Their early commitment catalyzed creative interactions and fueled the development and small-scale adoption of the technology. This activity triggered the interest of speculators and investors, many of whom were also ideologically motivated. After the peak and collapse of the first large Bitcoin bubble in 2013, affirmative interest was largely replaced by despair, public derision, and a sense that the technology was not transformative at all. Eventually, Bitcoin’s price bottomed and plateaued at a low point for some time, creating space for a new cohort of believers who were attracted by the technology’s capabilities more than by its expected returns. In response, a new bubble gradually formed between 2015 and 2017, resulting in unprecedented attention and a much larger number of adopters. As each bubble expanded, more people became interested in Bitcoin, whether as a transformative tool or as a speculative vehicle, generating technological diffusion.

			The course of Bitcoin’s adoption seems to follow the trajectory of the classic hype cycle as developed by Gartner, which involves five phases. 315 The first phase, known as the technological trigger, encompasses initial interest surrounding a technological breakthrough. This phase corresponds to Nakamoto’s release of the Bitcoin white paper and software, which attracted technologists and cypherpunks who worked to improve Bitcoin’s software. Next comes the peak of inflated expectations. In Bitcoin’s case, phase two began in July 2010, when an article about Bitcoin Version 0.3 appeared on the popular technology website Slashdot. Shortly thereafter, Mt. Gox, the first bitcoin exchange, launched. With speculation running wild, the price of one bitcoin rose to $31.90 in June 2011.

			After that, Bitcoin hit the third phase of the hype cycle, the trough of disillusionment. Its price decreased rapidly before bottoming out in April 2013. This was followed by further price swings, driven less by interest in Bitcoin itself than in efforts to use the currency as a safe haven. For instance, one price spike was driven by a financial crisis in Cyprus that fueled distrust of banking. As part of its response to the crisis, the government of Cyprus seized nearly half of the value of all bank accounts with balances over €100,000. More swings followed, including a new high of $266 per coin on Mt. Gox, a crash below $60, and finally stabilization at around $120.

			Disillusionment was followed by renewed speculative investment as Bitcoin entered phase four: the slope of enlightenment. At this point, the technology generated interest for its actual capacities as entrepreneurs launched a range of Bitcoin-related startups and products, from Bitcoin mining companies to wallet providers, further demonstrating its potential.

			Today, Bitcoin is entering phase five of the technology adoption cycle: the plateau of productivity. This stage is characterized by large-scale mainstream adoption. 316

			We can see Bitcoin traversing all five stages repeatedly over the past decade-plus—the price becomes momentarily self-justifiable before crashing once again. With each cycle, however, Bitcoin’s infrastructure—the mining, exchanges, applications, and even promotional memes—have grown more advanced.

			Bitcoin’s serial price increases and crashes are mainly the result of imitative behavior among traders. Traders jump in as they see prices increasing, then sell their bitcoins in hopes of reaping profits and exit amid the resulting correction. Yet during each sequence of expansion and correction, Bitcoin gains new long-term investors—so-called hodlers. Often, these hodlers believe in Bitcoin’s transformative potential, and their investments fuel further innovation. In this way, speculative bubbles have expanded Bitcoin’s adopter base. But some hodlers may also be run-of-the-mill speculators. They don’t necessarily believe that Bitcoin is transformative, they just recognize that adoption increases prices because more buyers boost prices, and higher prices are somewhat sticky. A correction will reduce the price, but not below its previous low point. As long as the user base continues to grow, the price will too. This doesn’t necessarily hold true for other products’ adoption cycles. In the case of PCs and smartphones, a continuous decline in hardware prices drove adoption.

			Each of Bitcoin’s bubble-fueled growth curves represents a new cohort of hodlers, which can be quantified with a Bitcoin-native accounting structure called unspent transaction output, or UTXO. 317 UTXO represents the time when a bitcoin was last used in a transaction, and can therefore be used to identify adoption waves since Bitcoin’s release. Figure 2 shows these adoption waves in different age bands: lighter-colored age bands (<1 day, 1 day–1 week, 1 week–1 month) represent a large volume of bitcoin transactions, which tend to be volatile. The steady growth of darker-colored age bands (2–3 years, 3–5 years, >5 years) indicate long-term adoption of Bitcoin—that is, hodling. These adoption waves visually manifest as nested curves, with long-term age bands becoming progressively wider. As time goes by, the level of UTXO increases, indicating greater incidence and persistence of hodling, as new hodling waves are triggered by each bubble.

		
			[image: A graph showing that waves of new Bitcoin adoption correspond to rises in Bitcoin price, and that as the average age of Bitcoin has increased over time, the price of Bitcoin has maintained higher levels.]
			Figure 2. Speculative Bitcoin adoption waves  (left axis and in gray, yellow, and orange) superimposed on the Bitcoin price (white line and right axis). Source: Tobias Huber and Didier Sornette, “Boom, Bust, and Bitcoin: Bitcoin Bubbles as Innovation Accelerators,” Journal of Economic Issues 56, no. 1 (2022): 113–136.
		
			Hype cycles fueling Bitcoin’s technological adoption are embedded in the deflationary code of the protocol itself, since the monetary policy built into Nakamoto’s design causes reductions in the reward for miners. Specifically, every four years, the available rewards are cut in half. Previous “halvings” have provoked massive price accelerations. 318 Between the first and second halvings, which occurred in November 2012 and July 2016, respectively, Bitcoin’s price increased from $12 to more than $650. At this point, the block reward was reduced from 25 to 12.5 bitcoins, eventually causing the price of each bitcoin to reach almost $20,000. The halving “supply shock” 319 that occurred in 2020 also caused an exponential price acceleration.

			The integration of programmed speculative bubbles into the protocol accelerated the feedback loops needed to bootstrap Bitcoin’s value. Since positive feedback is known to generate bubbles, it’s plausible that Nakamoto intended halvings to create boom and bust cycles. 320 Four-year halving cycles drive up prices, which increases the hash rate and the number of hodlers. Even after a crash, the security and therefore the utility of the network is greater than it had been before the price acceleration. The halvings also attract new cohorts of adopters.

			Like all money, Bitcoin is a social bubble, but arguably one with better underlying technology. Adoption drives the value, security, and network effects of any currency, and Bitcoin is no exception. 

			The prophecy of Satoshi Nakamoto: Bitcoin as religion 

			Evidence from mailing lists suggests that Satoshi Nakamoto began coding the Bitcoin protocol around May 2007. In August 2008, after registering the bitcoin.org domain, he circulated drafts of the Bitcoin white paper. That October he publicly released the white paper, followed by the initial code. On January 3, 2009, Nakamoto mined the so-called genesis block comprising the first 50 bitcoins. By December 2010, others had taken over the maintenance of the project. And on December 12, 2012, Nakamoto posted his final message to the Bitcoin forum.

			Bitcoin’s origin as the obscure and radically novel work of a mysterious creator shares structural similarities with mythologies and religions. (We’ll return to the role of belief and religion in technological innovation in Chapter 9.) The quasi-religiosity of Bitcoin is further revealed in the community surrounding it. Adopters are often labeled “believers,” “evangelists,” or “cultists.” They have doctrinal schisms, with some even advocating for dietary restrictions redolent of religious practice. (A contingent of Bitcoin fans insist on eating nothing but meat.) This quasi-religious culture seems to be a basic feature of Bitcoin’s technological diffusion process. It will be interesting to witness what happens when more people convert to the prophecy of Satoshi Nakamoto—after all, as the history of Christianity demonstrates, a group of committed believers can have quite an outsize impact on the world. As Peter Thiel once remarked, “The best startups might be considered slightly less extreme kinds of cults. The biggest difference is that cults tend to be fanatically wrong about something important. People at a successful startup are fanatically right about something those outside it have missed.” 321 Since inception, the cult of Bitcoin has been fanatically right, so far.

			There are several additional similarities between Bitcoin and religion. Like many important religious figures, Satoshi Nakamoto made a significant sacrifice before departing at a crucial early juncture—for his messianic, techno-libertarian vision of a decentralized alternative to fiat currencies and central banking, he sacrificed his estimated 1,148,800 Bitcoin, which never moved from the original wallet. Similarly, Christianity emerged around sacrificial narratives that spurred followers to take action for centuries to come. A similar pattern is witnessed in Livy’s History of Rome, in which Romulus disappears into a whirlwind; Livy speculates that he may have been murdered by the Senate or simply kidnapped by Mars. In more modern terms, John F. Kennedy’s assassination transformed support for the Apollo program into part of the national grieving process. There seems to be a selection effect for great founders who have an early impact, pass on specific ideas, and are then unavailable for further comment. An early departure cements their initial statements as canonical, causing subsequent work to focus on instantiating their ideals in the real world or accurately interpreting their views. 

			To adherents, Bitcoin’s protocol, with its hard-coded supply of 21 million currency units, has become a transcendent absolute beyond human control and manipulation, representing a universally valid and quasi-divine truth. Similarly, the Bitcoin white paper can be analogized to sacred scripture. Nakamoto’s absence—Bitcoin is sometimes described in the community as the product of an “immaculate conception”—has stimulated competing interpretations, all of which aim to recover the true meaning of Nakamoto’s messianic vision of a decentralized digital currency. Arguments over technical features, such as block size limits, have triggered multiple rifts, causing the formation of breakaway “sects.” Bitcoin Cash, for example, emerged in the summer of 2017 over a disagreement about block size—the amount of data recorded in a single block—and transaction throughput. 

			Bitcoin sects now include maximalists, who prioritize conservative protocol development and envision Bitcoin as a means of settling large-volume payments, as well as more “moderate” Bitcoiners, who emphasize Bitcoin as a payment system for transactions of any size. This fragmentation has triggered socio-cultural conflicts. For those who consider themselves dogmatic believers in Nakamoto’s original vision, the creation of so-called altcoins—that is, cryptocurrencies that either directly copy Bitcoin’s source code or incorporate some of its technical or conceptual properties—is a heresy. 322 Bitcoin maximalists tend to excommunicate altcoins’ developers and supporters from Bitcoin-related forums, social media platforms, and meetups. As with other religious conflicts, the antipathy is often strongest among the sects that separated only recently. 323

			Ideology, if not religion, exists in Bitcoin’s code. It also arises in Bitcoin’s history, which shares a genealogical link with various techno-libertarian and cypherpunk ideals around privacy and decentralization. In a 2008 email to Hal Finney that coincided with the last great financial crisis, Nakamoto wrote that Bitcoin is “very attractive to the libertarian viewpoint if we can explain it properly.” 324 Nakamoto’s archived communications are littered with references to failed central bank policies and other examples of how centralized modes of organization have disappointed. This libertarian principle manifests in Bitcoin’s decentralized and deflationary identity, which suggests that Nakamoto envisioned the protocol as a technological alternative to central planning in its various guises. 

			While Bitcoin’s religious and ideological dimensions have influenced its adoption and diffusion, belief alone cannot make Bitcoin successful. Even the most fervent support will not make Bitcoin the cryptocurrency standard on which global publics converge. Such a feat requires design and protocol architecture vastly superior to any available alternatives. To date, Bitcoin has enjoyed objectively superior properties that are hard to replicate. You can fork Bitcoin, creating a new cryptocurrency with different rules and blockchain histories, but you can’t copy its network effects, its long track record of network reliability, or the feedback loops that drive its price, liquidity, and security. 

			Bitcoin already has many years of effective development behind it, which has increased its value and security. And over time, the more successful the cryptocurrency has become, the larger Bitcoin’s sphere of fanatic adopters and believers has grown—a crucial element of any religion or ideology. 325 Another currency could attract excessively committed backers, but Bitcoin has already built an infrastructure around the enthusiasm it generates. 

			Speculative bubbles have played a crucial role in the diffusion of many technologies over the past 250 years. Bitcoin is unique in that bubbles and hype cycles are built into its protocol. The deflationary nature of the cryptocurrency’s supply, along with the halving of block rewards, has triggered the adoption of a speculative technology. In this sequence, a series of bubbles create durable increases and commitment that result in new waves of speculative adoption. Bitcoin’s technological breakthrough lies in its open-source system of interlocking techno-economic feedback loops that fuel value, security, and network effects. This has fostered a cultural breakthrough, spurring more people to become supporters through memes, in-group language, and lively debates. It’s a self-fulfilling prophecy whereby use promotes use, value promotes value, and increasing security promotes increasing security.

			Bitcoin’s eschatology holds that we will reach the promised land when Bitcoin can be used anywhere and is the world’s default unit of savings and account—in other words, when central banks hoard the digital currency and everyone denominates their net worth in bitcoins. Not since the days of Catholic indulgences has it been so easy to buy salvation. The Bitcoin bubble has balanced the mercenary motives of participants who just want to make money with the missionary goals of those who envision a better world. A world in which they will, incidentally, be extraordinarily rich.
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			Chapter 9
			The Metaphysics of Progress

		
		
			As the preceding chapters have shown, innovation-accelerating bubbles are characterized by definite optimism and the relentless lowering of the collective risk intolerance of those involved. This results in extreme commitment and almost delusional belief, which coordinates an often small group of high-agency founders, researchers, and early adopters. By stimulating irrational risk-taking, which results in excessive investment and experimentation, bubbles massively parallelize innovation in economic clusters that occur in time rather than space. Until the bubble bursts, these self-fulfilling dynamics are constantly reinforced. Participants discard traditional risk-benefit analyses and valuation models because the risks of not participating in the bubble are perceived as greater than the bubble’s identifiable risks. Whether they form in technology, in markets, or in scientific megaprojects, bubbles channel our thymotic energies, ambitious visions, irrational exuberance, and economic desires toward the realization of a future that is radically different from the present. 

			But what exactly is this enigmatic quality that drives bubbles? Next-generation models in quantitative finance and behavioral economics have started to incorporate herding and imitation behaviors into their analyses of financial bubbles. But while such cutting-edge research can illuminate the origins of market crashes by modeling these dynamics quantitatively, the nature of the imitation remains elusive. 326 What is the source of FOMO and YOLO, these fleeting feelings that move entire markets? 

			To answer this question, we need to take a deeper look at the irrational exuberance that fuels technological progress. And for this, we must turn to the metaphysics of markets, bubbles, and technology more broadly. Beneath the spectacular boom and bust sequences and the emergence of category-defining and world-changing technologies, behind the utilitarian talk of “productivity growth” and “general-purpose technologies,” beyond the impersonal GDP and population statistics, bubbles reveal a far deeper spiritual and religious dimension. 

			Mimesis and manias: Violence, the sacred, and the economics of desire 

			The French anthropologist and philosopher René Girard offers a powerful model of imitative contagion, which he suggests infects all domains of human existence. One of Girard’s core insights is that our desire is mediated by the desire of others. (As an example, consider the rise of innumerable TikTok investor influencers.) Mimetic desire, he explains in his 1972 book Violence and the Sacred, is deeply antagonistic in nature and operates as the engine of social rivalry and conflict. In contrast to mere imitation, which refers to the positive effects of copying someone else’s behavior (which facilitates learning, for example), mimetic desire—desiring the other’s desire—opens up a deeply violent dimension. 

			Exploring anthropology, religious history, myth, and works from Shakespeare and 19th-century literature, Girard shows that the same pattern repeats itself over and over again. Mimetic desire accumulates under the social surface until the tension is violently discharged in a sacrificial event. In ancient religions, this violence was collectively released through the scapegoating of a victim who was expelled by the community. After the sacrificial event, the victim, who is often preserved in myth, eases the mimetic tensions and reconciles the threat of violence. Girard argues that this communal sacrifice—an act of all-against-one violence meant to prevent all-against-all violence—is the origin of the sacred. In other words, the sacred, which is culturally encoded in social rules, systems of prohibitions, and obligations, represents a social mechanism through which violence is self-exteriorized. It channels socially subversive and destabilizing violent forces so that violence can more efficiently be contained. (See Figure 3.) 

		
			[image: A circle of six things, each leading to the next and back to the beginning: rivalrous competition; threat of violence; social instability; scapegoating; restoration of order; social stability.]
			Figure 3. The mimetic cycle, according to Girard.
		
			In an archaic religious cult, this scapegoating is rather straightforward: You sacrifice an animal or human to a god. Since time immemorial, God, or some other externalized authority, has acted as the universal regulator of social behavior. But what sacrifice does one perform in a modern, desacralized society? The assumption is that we’ve moved past the old rituals, but Girardians view this development as a regression. Instead of eliminating the need for ritual, we’ve re-created the primitive, ad-hoc practice of scapegoating from which these rituals evolved. Think of online cancellation or the symbolic scapegoating of CEOs and politicians. 327 The frenetic build-up of bubbles and their economically and psychologically violent collapse provide some of the purest examples of the virulent mimetic process, crystallizing fear, hope, hype, overconfidence, and underconfidence. Markets—and, by extension, bubbles—“channel the competitive spirit into constructive efforts instead of exacerbating it to the point of physical violence.” 328 Instead of achieving order through violent and ritualistic sacrifice, a more peaceful, albeit similarly ritualistic, “spontaneous order” (to use economist Friedrich Hayek’s phrase) emerges.

			Markets perform a similar function to religions in another, more literal sense. The translation of future cash flows into a present asset price is just another way of reconciling the demands of the eternal future with the here and now. Therefore, markets—these sublime machines that synthesize beliefs and aggregate them into prices—instantiate a secularized version of the sacred. 329

			Desire and imitation spread through markets like a contagion. This happens at many levels. At the scale of individual transactions, a small order has minimal market impact, but when a larger investor starts building or liquidating a position, their actions will affect the price. Some traders will take the other side of the bet, believing that prices will return to normal, but others will bet in the same direction, amplifying the move. Momentum tends to show up in markets at time scales that range from intraday to months and years. There’s also a feedback loop from credit. When asset prices are rising, borrowers are less likely to default because the value of their collateral is going up. This tends to make loan performance data look artificially good, leading to more lending, more borrowing, and higher prices—up to a point.

			These feedback loops also make markets excitable to the smallest of disturbances, which can cascade into drawdowns, dislocations, or even abysmal crashes. Like the sacrificial systems of the ancient world, markets channel our mimetic desires and violently discharge the accumulating mimetic tension. In place of ritualistic sacrifice, we have catastrophic busts. In place of expelling a victim from the community, we scapegoat high-frequency trading algorithms or short sellers. We even dethrone monarchs. In the 1980s, Salomon Brothers’ John Gutfreund was declared the “King of Wall Street” by Business Week, making his downfall a convenient symbol for the excesses of the ’80s later on. Likewise, the disgraced commodities trader Marc Rich experienced his own coronation and subsequent downfall. 330 These cyclical swings in perception are so common that people talk about the “magazine cover indicator,” the observation that big trends often reverse soon after they get major media attention. Bull markets in stocks and oil, for example, were presaged by infamous magazine covers, including Business Week’s “The Death of Equities” in 1979 and The Economist’s “Drowning in Oil” in 1999.

			Though they are designed to be impersonal, financial markets still indulge in ritual. The IPO process involves gathering people in a traditional, temple-like building and having them ring a special bell at a specified time. The ritual is purely symbolic, of course—whether you ring the bell early or late, the NYSE opens at precisely 9:30 am. The lockup period, in which major holders of a newly public company agree not to sell their shares for a preset amount of time after the offering, represents another sort of desacralized ritual: You’re richer than you’ve ever been, yet you can’t convert your wealth into consumption until a suitable time has passed. It’s the modern equivalent of a medieval squire spending the day before his knighting in a state of fasting and prayer. (Indeed, many founders and early employees spend the six months between the IPO and the lockup expiration praying nothing major goes wrong.) 

			But beyond the ritualistic or quasi-religious dimension of markets and the fact that mimetic dynamics constitute the engine of speculative bubbles, markets serve a deeper function: They channel mimetic energy and its tendency to discharge itself in a crescendo of violence—Girard’s sacrificial event. The extreme reflexivity that renders mimetic dynamics explosively excitable is compressed into the violent volatility of prices. The wealth and social status that can be extracted from participating in a bubble absorb the accumulated mimetic tensions that need to be collectively discharged. The dynamics of a bubble therefore mimic a period of intensified mimetic conflict, which, according to Girard, is characterized by the transition from social differentiation to undifferentiation. A bubble typically starts with a radically divergent opinion or vision (differentiation), which, over time, becomes more mainstream (undifferentiation) as more people join in. Or, as the 19th-century writer and historian Thomas Carlyle put it, “Every new opinion, at its starting, is precisely in a minority of one.” 331 But instead of a phase of hallucinatory frenzy that culminates in a temporarily stabilizing sacrifice, it results in a crash—the burst of the bubble—which can be similarly cathartic. It is unsurprising that in the aftermath of almost every failed speculative mania, a scapegoat needs to be sacrificed for the collective sins of exuberance. From railway stock promoters in the British railway mania of the 1840s to Bernie Madoff, Elizabeth Holmes, Sam Bankman-Fried, and other various and sundry crypto scam artists today, the history of bubbles and crashes is littered with the symbolic bodies of investors, speculators, and fraudsters that society needed to sacrifice in order to recover from the destabilizing effects of financial manias. Therefore, bubbles are not only effective vehicles for parallelization and coordination, they are also spontaneous mechanisms of autoregulation that convert and channel conflictual mimetic desires to productive use.

			In sum, markets collectivize contagious mimetic desires and suppress their violent discharge. The market achieves a quasi-sacred status in our desacralized culture; it represents a transcendent absolute, irreducible and beyond human understanding and control. The forces of the market can only be interpreted but not truly known. We can try to extract meaning and quantitative signals, but the market is, as believers in the efficient-market hypothesis have long argued, fundamentally unknowable. In this fatalistic view, the market’s perfect efficiency renders it fundamentally random and intrinsically unpredictable—all we can do is try to interpret its impersonal will and unstable mood, which ranges from the schizophrenic (as expressed in delusional but often reality-bending bubble thinking) to the bipolar (evident in the alternating sequences of manic exuberance and economic depression). 332

			Beyond the circuits and flows of capital, bubbles can be viewed as vehicles for the energies that circulate within the social body at large. Mimetic, thymotic, and libidinal desires are channeled, modulated, and expressed through the speculative bubbles that form within the political economy. Whereas Freud located the libidinal at the individual level as a form of energy circulating within the body that necessitates societal laws, the French postmodern philosopher Jean-François Lyotard extended the domain of the libidinal to markets and the economy itself. 333 According to Lyotard, any stable formation within society is a libidinal field, produced by institutions or systems that channel these energetic intensities. Extending this line of thinking, bubbles absorb the suppressed, uncontrollable, and excessive desires circulating within society. The irrepressible drive to take risks or achieve greatness (megalothymia) and the desire of the desire of the other (mimesis) crystallize in the configurations of exuberant phases of speculative bubbles. 334

			“Uncanny” technologies: Agency versus destiny

			A metaphysical interpretation of bubbles as conduits of mimetic and thymotic energies renders bubbles—and, by extension, firms and markets—highly abstract and impersonal. In this formulation, they resemble a sort of self-organizing intelligence, or a complex and highly adaptive metaorganism that constantly processes and discovers information. 

			Here, we encounter a paradox: There is a tension between the idea of bubbles and markets as techno-economic engines of perpetual growth and abundance that manifest through deterministic and impersonal forces, and the hyper-individualistic conception of human agency and ingenuity that lies at the core of each of the bubbles we’ve discussed. Each historical phase of speculative exuberance we’ve looked at was driven not by abstract forces but by high-agency personalities. Their thymotic drive seems to represent the apex of human agency—new energies are released, humans are launched into space, novel industries emerge. Bubbles, then, fuse agency with destiny. They synthesize deterministic collectivism—the infamous wisdom or madness of crowds—and the hyper-individualism that manifests, for example, in the cult of founders in Silicon Valley. Put a little differently: Bubbles are simultaneously technologically deterministic and socially constructivist in nature. They only work if the new product is physically possible, but they also rely on discrete choices by specific people. 

			An extreme form of technological determinism ascribes agency to technology and conceives of it as a quasi-autonomous process that, following an internal logic, controls the historical evolution of our techno-social systems. 335 Heidegger referred to this inhuman dimension of technology as the “uncanny,” asserting that no one, “no single man… can brake or direct the progress of history in the atomic age” because the forces of technology “everywhere and every minute claim, enchain, drag along, press and impose upon man under the form of some technical contrivance or other.” 336 In contrast, extreme versions of social constructivism hold that the development of technology is exclusively determined by its social context, human agency, and historical contingencies. 

			Both views offer valuable insights into the nature of technological innovation. But both fail to fully capture the dynamics of technological change, because innovation unfolds at different scales. Technological determinism makes the mistake of suppressing agency. For example, singularitarianism—the techno-optimist view of runaway progress in AI—and technological doomerism—the belief that technological progress will inevitably result in civilizational or environmental collapse 337—both mistakenly assume that progress is an inevitable and automatic process and fail to recognize the role of human agency in technological innovation. While there may be “uncanny” forces of technology beyond our will and “capacity for decision,” 338 the dynamics of technological progress can be shaped and altered by high-agency individuals. Satoshi Nakamoto and Elon Musk provide especially remarkable recent examples of thymotic agency.

			The model of technological progress we’ve outlined in this book attempts to circumvent the Scylla of technological determinism and the Charybdis of social constructivism by integrating both the individualistic and deterministic dimensions of bubbles and technological innovation. As Part II shows, in the case of multileveled and nonlinear emergent phenomena such as bubbles, certain recurring patterns, waves, or cycles emerge only at larger scales of analysis that may be hard to detect at smaller scales, and vice versa. Certain deterministic macro patterns—which are influenced by, but operate independently from, a few high-agency individuals—arise that are not apparent or easily explainable at a smaller scale of analysis. Conversely, a bubble can’t be understood without taking into account the agency of a few visionary individuals. Innovation-accelerating bubbles thus result from a confluence of micro-level human agency and macro-level catalysts, such as the competition between Nazi Germany and the US in the case of the Manhattan Project, the Cold War in the case of the Apollo program, or quantitative easing and bailouts in the case of Bitcoin.

			Bubbles from the future: The apocalyptic and messianic dimensions of technology 

			Each bubble we’ve discussed was fundamentally driven by a definite or constrained vision of a future that was radically different from the present. Bubbles can therefore be understood as mechanisms to reorient the present toward the future; they are materializations of futuristic visions in the present. From the outside, bubbles seem to instantiate a repeatable and predictable pattern: They start with a novel idea or core technology that attracts extreme commitment and excessive investment from early adopters, which results in a speculative mania that is often followed by a crash. From the inside, however, the bubble seems to bring about a leap forward in time. The introduction of a novel idea or the invention of a cutting-edge technology results in the conversion of new adopters and the idea or invention’s widespread diffusion—which has, according to believers, the potential to actualize the envisioned future, a sort of techno-scientific Kingdom of Heaven. It’s no coincidence that startups stereotypically describe their business as “changing the way we do X”; they’re only a coherent project if they can express some vision of how human behavior will be different if they succeed.

			There is a strong resemblance between bubbles and Christian eschatology, which progresses from revelation and prophecy to salvation and the eschaton, or the end of all things. This is understandable even outside a religious context—modern secularism tends to be descended from religious traditions, even if it’s presented as either a novel idea or as a return to a pre-religious norm. Indeed, writers like Tom Holland, in his book Dominion: How the Christian Revolution Remade the World, have pointed out just how much modern norms owe to Christianity, even if they’re not explicitly Christian. There is a tension between eternal recurrence and linear progress in our model of bubbles that is similar to the tension we encounter in religion. In a linear model of progress, time progresses from the past to the future—or, in the Christian register, from the Garden of Eden to the Kingdom of Heaven. 339 But there also seems to be a more cyclical model of progress embedded within both bubbles and Christianity. Like those involved in bleeding-edge technologies, Christianity has an obsession with the fulfillment of the old—the completion and preservation of the Old Testament—and the praise and pursuit of the new—“renew they signs, and work new miracles.” 340 While the underlying model of Christian eschatology is linear and progressive, the idea of resurrection indicates a cyclical model of time. After sacrificing himself for the sins of humanity, Jesus will rise again to renew or restore the decaying and corrupted world. In this sense, the temporality of bubbles, with their cyclical boom and bust patterns, resembles messianic time. 341

			In his excellent exegesis of the Pauline epistles, the Italian philosopher Giorgio Agamben writes that “messianic time does not coincide either with the end of time and the future… or with secular chronological time; nevertheless, it is not outside of chronological time either. Messianic time is that part of secular time which undergoes an entirely transformative contraction.” 342 Messianic time, in other words, represents a rupture in which the future is dislocated into the present and the present is extended into the future. In this sense, the relation between secular time and messianic time corresponds to the relation between the New Testament’s “kairos” and “chronos,” or continuity and discontinuity. Chronology represents a linear and homogeneous conception of time in which there’s continuity between every moment and the next; kairology, in contrast, represents a discontinuity within chronological time, a rupture in time’s linear and homogeneous progression. In Christian theology, kairological time comes into existence after the resurrection of Christ. 

			Heidegger contrasts the homogeneity of chronological time with an “ecstatic” temporality that is oriented toward and determined by the future. 343 Similar to messianic time, in which the messianic event has already happened but its presence contains within itself another time, a bubble contains within itself a specific vision of the future. Future and present collide, and the infinite potentialities of the future—“a time nexus… a boiling of possibilities,” as Frank Herbert eloquently put it in Dune—collapse into one definite actualization. 344

			Interestingly, one of the most powerful quantitative models for modeling the dynamics of speculative bubbles, the Log-Periodic Power Law Singularity model, represents the temporality of bubbles in terms of finite-time singularities. 345 When positive feedback is involved—as is the case in a bubble driven by higher-return expectations—its growth rate is no longer constant but starts growing. This makes the bubble follow a faster-than-exponential hyperbolic trajectory until, at some point, the growth rate becomes so high that it would theoretically grow to infinity. But because a bubble unfolds in finite time, the bubble reaches its limit and, due to the negative feedback spirals driven by crash expectations, collapses. 346 In physics and mathematics, such a point is called a singularity. 

			Mathematically, the unsustainable growth contained within a bubble can be identified by the power law finite-time singular growth that is decorated by oscillations in the logarithm of time. Put simply, in a bubble, temporality radically changes. Many of those who participated in the Bitcoin bubble can attest that a bubble completely warps one’s sense of chronological time, a feeling captured by a viral meme that likens experiencing the bubble to the experience of the two protagonists of the 2014 movie Interstellar when they arrive on a planet where a few hours correspond to a few years in Earth time. Bubbles involve a kind of living in the future. Its participants are “looking back” on the present and seeing today’s speculative bets as tomorrow’s historical inevitabilities. Even more radically, in the words of CCRU, the pseudonymous collective that coined the term “hyperstition,” “because the future is a fiction, it has a more intense reality than either the present or the past.” 347

			One of the disquieting implications of such a messianic futurism is that the future has the capacity to affect the present. Or, in the unsettling words of philosopher Nick Land, “the effect of singularity—the causal origin—is futural and not historical.” 348 The unorthodox idea that hyperstitions of the future such as the technological singularity, messianic resurrection, or the advent of hyperbitcoinization might causally affect the present gives new meaning to the famous (and possibly apocryphal) statement of cyberpunk writer William Gibson: “The future is already here—it’s just not very evenly distributed.”

			The collapse of the present and the future that occurs in a bubble might also explain the messianic zeal of many bubble believers—they’re driven by a prophetic vision of the future that they want to help realize technologically. 349 Echoing Hebrew 11:1, they have a “conviction of things not seen.” In this sense, bubbles are truly apocalyptic (“apokalýptein” in Greek means “to uncover” or “reveal”). When describing the apocalypse, the Bible evokes explicitly technological imagery. Revelation 6:14, for instance, prophesied that the “heavens receded like a scroll being rolled up,” in essence imagining the end of the world by referencing the most cutting-edge form of mass media at the time. Performing a similar symbolic function to the red pill in 1999’s The Matrix, the metaphor of the scroll indicates the apocalyptic nature of technology in the dual sense of the destruction and revelation of the world. Reality reveals itself not as it appears but as it truly is (which, in The Matrix, disappointingly consists mainly of scorched wastelands, swarms of killer robots, grime, and gruel). Bitcoin provides an example of such an apocalyptic bubble. According to its believers, it reveals a definite vision of the present, characterized by the cultural effects of a dysfunctional fiat currency-based economic system, and a future in which the civilizational substrate of money will be replaced by a new form of money, giving rise to a new civilization. 350

			The conception of bubbles as apocalyptic also echoes Heidegger’s late thinking on technology. When referring to the “uncanny” nature of technology, he writes that the “meaning pervading technology hides itself. But if we explicitly and continuously heed the fact that such hidden meaning touches us everywhere in the world of technology, we stand at once within the realm of that which hides itself from us, and hides itself just in approaching us.” 351 Technology is a “mode of revealing” this hidden meaning. 352

			Extending Heidegger, technology in general and bubbles in particular reveal and reconfigure our relationship to time. A bubble reveals a definitive vision of what could be, a future that breaks with the contemporary order of things. In a bubble, the future causally affects the present. Similar to religious prophecies, and often brought about with a similar messianic zeal, an inflection-driven bubble represents a materialization of futuristic visions in the present, brought about by those involved in it. This model of technological progress shares a deep similarity with Christian eschatology, which rests on the assumption of a gradual progression toward a better future in the form of the Kingdom of Heaven. In a bubble, the future breaks into the present. Like the time-traveling cyborgs in the Terminator franchise, every successful technology entrepreneur is, in a sense, a time traveler who arrives from the future and brings strange new devices (or, at least, a rough blueprint and an urgent desire to instantiate it) to the present. 

			In this sense, transformative technologies—and the bubbles that nurture them—have a messianic, even apocalyptic dimension. They not only reveal the world as it is but also as it could be. By harnessing mimetic desires and channeling violent or destructive mimetic tendencies into a productive form, they are able to contain runaway violence and, perhaps, even prevent the apocalypse. As the case studies in Part II demonstrate, each technology has a dual nature: We can harness nuclear energy to produce an energy-abundant future or to eliminate humanity from the face of the Earth; social media can be used to share baby pictures with family members or to livestream a massacre. It’s this dual utility that gives rise to a technology’s redemptive or catastrophic potential. Ultimately, it all comes down to how we use it.

			We opened this book by arguing that we are living in an age of techno-scientific stagnation. But, as Thiel puts it, “the actual truth is that there are many more secrets left to find, but they will yield only to relentless searchers.” 353 By orienting the present toward a definite, hyperstitional vision of the future, bubbles can coordinate the relentless search for secrets that, when uncovered, will yield enormous scientific, technological, and economic breakthroughs. Only through these discoveries will we be able to reach escape velocity from stagnation and break from the contemporary order, which is our only hope to arrest and reverse society’s entropic tendencies. 

			One secret to be rediscovered is that escaping our paralyzing state of stasis, our exhausted vision, and our entrenched expectations of extinction and collapse requires a belief in something transcendent—a radical alterity that exceeds the limitations of our never-ending present. Recapturing that transcendent vision might be precisely what we need to unlock a novel level of progress and reignite an age of accelerated innovation.
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			Chapter 10
			Unleashing Prometheus: Technology as Salvation

		
		
			In Part II of this book, we offered both empirical and theoretical support for the idea that the combination of high-agency individuals and the capital, talent, and attention unlocked by bubbles accelerates innovation and enables world-changing technological advancements. If we’ve succeeded in convincing you of this point, the question naturally arises: What are the radically transformative technologies, projects, or ideas of today? Or, in more futuristic (apocalyptic, even) terms: How can we identify those technologies and bubbles through which the future breaks into the present?

			One approach is to hunt for them at the germination stage. There are obvious advantages to getting in on a bubble as early as possible, and many of the ideas that eventually created immense amounts of wealth for their participants were those that caught people’s attention in the pre-commercial stage. Members of the Cypherpunks mailing list that gave rise to Bitcoin were interested in using cryptography to change the world, 354 not necessarily in getting rich, and many of them had well-paying day jobs at tech companies doing work unrelated to cryptography. 355 But identifying ideas at this stage can prove quite challenging. One hack is to make a habit of reading academic papers at the forefront of various fields. This is a high-variance approach, however, since some topics that end up with a devoted following never really take off. Anarchism, the metaverse, widespread consumer adoption of Linux—some things are perennially on the cusp of greatness, at least according to their fans, without ever getting there. 

			An alternative approach is to get involved when a bubble seems to be taking off. Here, it’s worth noting that a bubble can continue to grow long after the first point at which people deem it a bubble. There were plenty of observers who thought the Netscape IPO in 1995 represented not the start of a half-decade boom in the technology industry but an obvious peak that couldn’t possibly be surpassed. The stock, originally priced at $14 per share, was doubled at the last minute to $28 and reached $75 on the first day of trading. Few could have imagined that within the next five years AOL would buy Time Warner, which gives you a sense of just how difficult it is to differentiate a single overhyped news event from the underhyped trend of which it’s a part. 

			If you think you’ve identified a bubble, what should you do? One possibility is to participate in purely financial terms. It’s not hard to find examples of people who have profited from doing this. The legendary trader George Soros has said, “When I see a bubble forming, I rush in to buy, adding fuel to the fire.” 356 But most people have neither the resources nor the stomach to try to copy Soros. Nor should they; Soros is generational talent, and even excellent investors have remarked that he has a strangely good sense of market timing. Instead, most of us are implicitly betting our time. What we choose to study in school, what career paths we pursue, what we work on outside of work, and what companies we start are all bets about the future. 

			Betting time rather than money on a bubble feels higher risk, and in some senses it is—if you buy a stock and it starts to go down, you can always sell, but if you move across the country for a new job or spend six months intensively learning a new skill, it will be harder to recover if that turns out to be the wrong decision. But developing relevant skills comes with an added information advantage: Even if you aren’t a champion market timer, you can at least determine firsthand whether the company you’re working for is making strategic decisions and designing its product roadmap around what advances the state of the art and is good for customers, or making poor choices that are only temporarily rewarded by market hype. In other words, it’s by participating in the hype that you can position yourself to know what’s overhyped. This information can be especially valuable because achieving synthesis between sound strategy and herding behavior only gets harder as a bubble becomes more intense. At the peak of speculative intensity, traders have the most confidence in the future, but that’s also the point at which prices are the most self-referential.

			While calling bubbles is a tricky business—it’s entirely possible that most projects in the areas we’ll mention here won’t live up to expectations—it’s important to keep in mind that bubbles have a skewed risk-reward structure. The upside from being right and early is multiples of the cost of being wrong. Moreover, there’s a psychic benefit to trying to build something unique alongside a team of true believers, even if it ends up failing. Investments can vaporize in an instant, but the memory of being part of a tiny band of people trying to change the world, and feeling for a time like it’s succeeding, is timeless.

			Defining a bubble

			Having probed the metaphysical depths of technological progress in Chapter 9, and in anticipation of naming a few sites of potential future bubbles, we’ll now return to our analysis of the key features of the technologies and scientific megaprojects we explored in Part II. By extracting the defining characteristics of innovation-accelerating bubbles, we’ve identified five overarching traits shared by all of the technologies and megaprojects we’ve covered:

			Definite optimism and constrained vision

			Innovation-accelerating bubbles are driven by and organized around a sense of definite optimism or a constrained vision that motivates participants. 357 Crucially, that vision involves a concrete and actionable plan to transition from the present to the future. Strong social interactions between committed, overenthusiastic believers in a technological, scientific, or engineering project or idea are critical for a bubble in its formative stage. From the atomic bomb and the Apollo program to fracking and AI, many transformative technologies generate intense backlash. The legacy of the Manhattan Project is highly debated, and more than half a century after Apollo, manned space missions are met with controversy not only about social costs and economic benefits but also around their inherent colonial impulse. The conflictual nature of bubbles can perhaps be best understood as a clash between the constrained and unconstrained visions of proponents and deniers, all of which involve different trade-offs and ideological priors. This dialectic itself proves energizing—participants are not merely proving themselves right but also proving their critics wrong.

			Fear of missing out (FOMO) and you only live once (YOLO) dynamics

			Exceptional enthusiasm leads to imitation and herding behavior. Fear of missing out, anticipation of regret or reward, and social signaling value all intensify the endorsement and commitment of those involved in the bubble, from entrepreneurs and investors to regulators and policymakers. This creates positive feedback loops wherein price appreciations and positive developments further justify future endorsement of the optimistic narrative supporting the bubble. This leads to the abandonment of best-practice models like standard risk-benefit analyses, which in turn reduces collective risk aversion. “FOMO” is usually invoked as a pejorative, but consider that in any given decade, a handful of companies make the difference between venture investing as a viable asset class and venture as an activity that produces T-bill-level returns with wild risks. By that logic, “missing out” is exactly what you should fear. 

			Similarly, “You only live once” (YOLO)—a cliché that migrated to financial message boards like Reddit’s WallStreetBets in the early 2020s and helped coordinate life-changing speculative purchases of meme stocks—can be dismissed as the apex of irresponsibility. But beneath the veneer of financial nihilism, there’s a deeper truth to YOLO. Many innovation-accelerating bubbles ride on civilizational stakes. Many of the people involved in the Manhattan Project or SpaceX or contributing to Bitcoin or OpenAI’s codebases share the existential feeling of YOLO, only for them, it’s not a mortgage or a pension that hangs in the balance but the very future of our species. Again, the term is pejorative or self-deprecating, but the message is true: A specific bubble only happens a certain way once. So in that sense, you (and the bubble) really do only live once.

			Excessive risk-taking and over-investment

			FOMO turbo-charges the ambition and risk tolerance of those involved, which catalyzes exuberant over-investments. Time and again, a self-reinforcing feedback loop of public and private investment results in increasing price or valuation growth in corresponding firms, sectors, or markets, which then attracts even more interest and capital. This is how bubbles stimulate large-scale techno-scientific experimentation. The exorbitant capital these bubbles mobilize funds emerging technologies beyond what standard cost-benefit analyses would recommend. While the financial bubbles at the core of technological revolutions often burst, the technologies and infrastructures developed during the bubble find novel uses and undergo new developments in the bubble’s aftermath. 

			Parallelization and coordination

			United by a shared, definite vision of the future, bubbles organize those involved across time and space. Excessive investment parallelizes the development of different components, because without the bubble there would be no incentives for these components to be developed and built. Many investments in bubbles follow a thesis along the lines of “if Y happens, X will be a useful thing to have built.” This is irresponsible if nobody is building Y, but it works out just fine if one company’s Y and X is another company’s X and Y. Think of Intel designing chips that would run future Microsoft software while Microsoft was busy designing software that would depend on future Intel chips, or, more recently, the feedback loop between AI companies and Nvidia.

			Reflexivity and hyperstition

			Bubbles are inherently reflexive in nature. 358 That is, they’re driven by an accelerating and self-reinforcing feedback loop between perception and reality. In social systems in general and in financial bubbles in particular, expectations influence prices. In turn, prices affect expectations. A related feature of innovation-accelerating bubbles is that they are similar to self-fulfilling prophecies—they create the future they envision. Another term for this positive feedback circuit is hyperstition. 359 Whereas superstitions are “merely false beliefs,” philosopher Nick Land explains, “hyperstitions—by their very existence as ideas—function causally to bring about their own reality.” 360 We can therefore think of bubbles as “reality distortion fields” that warp reality to their underlying vision. 361

			By applying this model to emerging technologies, we might be able to identify the cutting edge of our technological future. But we must emphasize that progress is, ultimately, radically singular and unrepeatable. To reduce progress to a seductive, seemingly repeatable formula that provides concrete predictions about future breakthroughs is to risk our analysis quickly becoming outdated. More importantly, such generalizations lull us into believing we can understand how truly transformative progress occurs, which has the paradoxical effect of preventing the discovery of the radically novel. 

			That said, we can identify a few areas that strike us as potentially possessing the dynamics of innovation-accelerating bubbles. Money, space, biology, AI, industrial manufacturing, and energy are all domains in which the dynamics of inflection bubbles appear to be unfolding and where future progress might occur. An especially striking example is the excessive risk-taking and over-investment in generative AI, and particularly how the race between upstarts like OpenAI and Anthropic and large incumbents like Microsoft, Google, and Meta has unleashed a wave of advancements, capabilities, and applications that are driving down inference costs. Or consider the renaissance in the design, prototyping, and deployment of nuclear reactors for both nuclear fission and fusion; attempts to pioneer new compute paradigms, such as quantum and thermodynamic computing, to engineer around compute bottlenecks induced by Moore’s law; advances in AI-enabled robotics that could reindustrialize the West’s manufacturing base; agricultural and weather modification technologies that aim to reverse desertification and water scarcity; or methods of cellular reprogramming, like CRISPR, that can extend human life and health spans. All of these fields demonstrate definite optimism, hyperstitional reflexivity, and a combination of decentralized parallelization and centralized coordination. It would take many more pages to investigate these dynamics in detail, but we hope this book has succeeded in making their features self-evident.

			In the end, any domain of future transformative progress remains necessarily vague and under-defined, and the more granular and concrete the analysis becomes, the greater the risk of over-indexing on cases and examples that might turn out to be historically irrelevant. So, perhaps to your disappointment, we’re not going to end this book with an actionable list of particular technologies in which to invest your time and resources. Instead, we will conclude by focusing on what is perhaps the most important driver of progress: the possession of a transcendent vision, which underlies the germination stage of all of the phenomena we’ve analyzed in this book. While this may be a more abstract direction to take, we believe it captures an essential and perennial dimension of technological progress, even if it can’t be boiled down to a repeatable formula. By reasserting the radical singularity and novelty of transformative progress, we leave the domain of prediction, necessarily defined by the past and present and restricted by the historical, and proceed toward the future.

			Technologies of transcendence 

			The technological breakthroughs and scientific megaprojects we’ve covered in this book have all contained a religious or spiritual dimension. While in our age of stagnation the future has collapsed into an “eternal present,” each of these developments envisioned a future that was incommensurable with the present. The Manhattan Project introduced a novel and unprecedented source of energy that granted humanity the ability to hurl thunderbolts like Zeus or bring about unlimited destruction like Kali; the Apollo program slipped the bonds of Earth and engineered humankind’s technological ascent to the heavens; Bitcoin promises a new civilizational base layer and a world in which nothing will need to be adjusted for inflation ever again. While superficially technological, secular, and hyper-rational in nature, each endeavor represents a fundamental yearning or quest for transcendence, redemption, and salvation. This suggests that one way to identify future domains of technological progress is to identify their spiritual potential for transcendence. 362

			In the remainder of this chapter, we’ll look at four areas—money, space, life and mind, and energy—that have given rise to what could be called technologies of transcendence, and, correspondingly, to narratives of the sacred that have catalyzed the extreme commitment, risk-taking, and investment characteristic of inflection bubbles. The self-reinforcing feedback loops between money, energy, and intelligence these bubbles have instantiated are precisely what we need to reignite techno-economic progress. We believe these are domains where one could expect future bubbles to form or, in some cases, to continue to expand. In them, we can observe that no matter how secularized the present appears to be, the yearning for transcendence, redemption, and salvation from the “iron cage” of soulless rationality remains an irrepressible historical constant. 363

			Incorruptible money 

			The adoption of cryptocurrency has given rise to various quasi-religious practices and insignia. Bitcoin in particular provides a forceful example of the cypherpunk belief in the transcendent potential of cryptography and cryptocurrency. Unlike its copies, Bitcoin has a unique founding myth: It begins as an obscure and radically novel technology invented by a mysterious, pseudonymous creator who later disappears. The immaculate conception, as it’s often referred to in the community, spawned the innumerable cryptocurrencies that have—so far unsuccessfully—tried to replicate Bitcoin’s genesis and network effects. Bitcoin’s founding narrative manages to nod toward every major branch of religion. It has rabbinic Judaism’s tradition of lively debate around a frozen, unchangeable bedrock belief; Catholicism and Orthodoxy’s official doctrine based on an otherwise inaccessible scripture; Protestantism’s fractally schismatic nature; even Islam’s aesthetic elevation of geometric and mathematical purity over depictions of the human figure (there are no photos of Satoshi Nakamoto, just as there is no official portrait of the prophet Mohammed; similar to those branded infidels and cursed with a fatwa, a real person named Satoshi Nakamoto was briefly ensnared in the intrigue surrounding Nakamoto’s pseudonymity in 2014). 

			For many hardcore adopters, the Bitcoin protocol itself, with its hard-coded 21-million supply, has become a transcendent absolute beyond human control, manipulation, and corruption. Because of its algorithmic nature and preprogrammed supply schedule, in Bitcoin’s cryptotheology, the “difficulty adjustment” that self-regulates the network’s energy and compute expenditure instantiates a form of universally valid, absolute, and almost defied truth. It is, for example, used as Bitcoin’s unit of time. (Bitcoin, like many religions, has its own calendar; the algorithmically pre-programmed supply reduction known as the halving marks an event endowed with quasi-religious meaning.) Similarly, Nakamoto’s white paper can be viewed as a sacred scripture. Competing exegeses have aimed to recover the true meaning of Nakamoto’s code and writings, which has resulted in incompatible interpretations of the white paper that ultimately triggered a series of so-called hard forks—heretical imitations of the original Bitcoin blockchain—around which different sects have emerged. Consequently, conflicting interpretations and competing cryptocurrencies are deemed heretical. Bitcoin’s diffusion depends on the intense evangelization of the core message that the white paper, the code base, and other written fragments encode. Evangelists must be willing to be publicly fed to the lions of the IRS, the CFTC, and other regulatory powers in order to get their message across. 

			While money has historically been infused with religious concerns for millennia, 364 in the case of Bitcoin, the code itself has become absolutized as an incorruptible truth machine that transcends humanity and its sinful tendency to debase money. This outlook is perfectly encapsulated in the popular Bitcoin meme “Fix the money, fix the world.” For many Bitcoiners, this novel monetary technology constitutes a new civilizational substrate that will eventually replace the collapsing fiat system. Embedded in this view is the belief that Bitcoin promises redemption and salvation—in this case, from the excesses and injustices of the fiat system. The unshakeable faith of Bitcoin developers, hodlers, and entrepreneurs has helped boost Bitcoin’s market cap from zero to several hundred billion USD over the past decade, and the network from one user—Satoshi Nakamoto himself—to thousands of nodes. Its genesis in a self-reinforcing feedback loop of adoption, increasing value, and network security makes it one the purest hyperstitions imaginable. Given these dynamics, and the relentless vision and conviction of those involved, Bitcoin’s potential is only beginning to be realized.

			Infinite frontier 

			The promise of transcendence and salvation was also a recurrent theme in the Apollo program. The enchantment of space flight is inextricably linked to the ascent to Heaven—space exploration shatters the bonds of Earth and allows humankind to escape the fallen world. In fact, the first project for a manned space mission had the biblical name Project Adam. Wernher von Braun, who named Project Adam, was deeply motivated by religious and apocalyptic concerns. He envisioned manned space exploration as a millennial “new beginning”; it was humanity’s divinely ordained destiny, encapsulating the eschatological promise of redemption. As he stated in 1959, the proposed year for Adam’s first manned mission, “It is profoundly important for religious reasons that [mankind] travel to other worlds, other galaxies; for it may be Man’s destiny to assure immortality, not only of his race but even of the life spark itself.” Interestingly, more than half a century later, Elon Musk, echoing von Braun’s eschatological concern with humanity’s quest to shatter the celestial spheres, tweeted that “we must preserve the light of consciousness by becoming a spacefaring civilization.” 365 This “impetus for extending life beyond Earth” 366 has become a moral imperative for Musk and many others. Humanity needs to leave behind the fallen world, and such earthly concerns as resource depletion and climate catastrophe, and ascend toward the eternal.

			The conquest of space thus becomes humankind’s salvation. Or, as von Braun put it, “Here then is space travel’s most meaningful mission… On that future day when our satellite vessels are circling Earth; when men manning an orbital station can view our planet against the star-studded blackness of infinity as but a planet among planets; on that day, I say, fratricidal war will be banished from the star on which we live… humanity will then be prepared to enter the second phase of its long, hitherto only Tellurian history—the cosmic age.” For von Braun, science and theology—faith and reason—are fundamentally compatible. “While science tries to learn more about the Creation, religion tries to better understand the Creator,” he wrote in a letter in 1971. “Speaking for myself, I can only say that the grandeur of the cosmos serves only to confirm my belief in the certainty of a Creator.” 367

			Von Braun’s deeply entrenched beliefs did not constitute an anomalous eccentricity. Religious beliefs and eschatological concerns were widely shared among members of NASA’s space program. George Mueller, the director of NASA’s manned spaceflight program, reflected Apollo’s apocalyptic and millenarian spirit when, following the first Moon landing, he asked, “Should we withdraw in fear from the next step, should we substitute temporary material welfare for spiritual adventure… ? Then will Man fall back from his destiny, the mighty surge of his achievement will be lost, and the confines of this planet will destroy him.” During Apollo 8, the first manned mission to the Moon, the crew broadcast a reading of the first 10 lines of Genesis back to Earth on Christmas Eve, 1968, which Pope Paul VI declared a “millennial event.” Indeed, for most astronauts, the space missions became profound transcendent, mythical, or religious experiences. Buzz Aldrin, who was, along with Apollo 11 mission commander Neil Armstrong, the first person to set foot on the Moon, later recalled that he would “view the Earth from a physically transcendent stance,” and that through their effort “mankind would be awakened once again to the mythic dimensions of man.” Before Armstrong and Aldrin ventured out onto the lunar surface, Aldrin asked Mission Control for radio silence and proceeded to take communion, reading from John 15:5. “It was interesting to think,” he later remarked, “that the very first liquid ever poured on the Moon and the first food eaten there were communion elements.” Similarly, Michael Collins, who orbited the Moon when the religious ritual took place on the Columbia, later observed that the layout of the command ship resembled a “miniature cathedral.” No wonder another Apollo astronaut called the spacecraft “the most magnificent cathedral you can go to church in.” 368

			Aldrin would be the first in a long line of astronauts to engage in religious rituals. The Apollo 12 crew carried a Bible, a Christian flag decorated with a cross, and other Christian insignia to the Moon. Apollo 14 crew member Edgar Mitchell, who conducted a telepathy experiment from the Moon, left a Bible on the lunar surface along with a microfilm containing the first verse of Genesis in 16 languages. The crew of Apollo 15, who were among the most religious, recited the first verse of Psalm 121 and left another Bible. Commander Dave Scott remarked, upon return to the Earth, that “on the Moon, the total picture of the power of God and His son, Jesus Christ, became abundantly clear to me.” 369

			A deep religious conviction can help explain the massive risk-taking and intense commitment of those involved in the Apollo missions and other feats of space exploration. As James Fletcher, NASA administrator during Apollo missions 15, 16, and 17, put it, humans should explore space because of a “God-given desire,” characterizing space exploration as representing a “frontier of expanding knowledge and the progress of understanding about nature and, by extension, about divinity.” 370 It seems a belief in the transcendent is needed to overcome the “life-denying ritual” of space exploration.

			Immortal life, immortal mind

			Even while humankind transcends the limits of Earth to explore the infinite frontier, we are still restricted by the flesh—that is, by our biological incarnations. Since time immemorial, humanity has desired to overcome the finitude of the body and create a new immortal life, thereby realizing the “image-likeness of man to God.” 371 Myths about the creation of new life and immortality can be traced from ancient Greece and medieval Judaism to the most recent developments in artificial intelligence, robotics, and biotech. 372 Superficially, these cutting-edge scientific fields appear highly secular, yet they draw on perennial themes of resurrection and immortality. 373 At their core, these fields share the belief that the human body and mind need to be renewed, perfected, and rectified. Even the earliest attempts in the emerging field of artificial intelligence were motivated by the Cartesian impulse to divorce the mind from the body and create an immortal mind that embodied man’s divinity. Both AI and the field of genetic engineering, which formed around the discovery of the structure and function of DNA in the 1950s, can be understood as attempts at restoring humankind to its God-like perfection. 374

			While the vision of designing a thinking machine was initially aimed at replicating and emulating the human mind, it soon became an eschatological attempt to create a machine “superintelligence” that, by transcending humans’ biological limits, would herald the advent of a new, artificial form of life. 375 These prophesied bodies and minds would be eternal, perfect, and immortal. The promise of AI, biotech, and robotics, in other words, mirrors the apocalyptic belief that God will resurrect the dead in purified bodies so that they can enter the Kingdom of God. But to do so, the bodies must be upgraded, as the apostle Paul suggests: “We will not all die but we will all be changed.” 376

			Each scientific field tries to achieve the promise of perfection and immortality through different means. AI tends to be characterized by resentment toward the body. The creation of a disembodied artificial mind or an eternal silicon soul, achieved by uploading consciousness into machines that liberate us from the biological constraints of the body, figures as the ultimate aim of many strands in AI research. Even Alan Turing, one of the pioneers of modern computing, invoked the “transmigration of souls” 377—the transfer of souls to machines—which gave rise to the “spiritual machines” envisioned by futurist Ray Kurzweil half a century later. 378 Other transhumanists attempt to achieve immortality with biohacking, cellular reprogramming, or cryonics, a technology to freeze the human body after death in hopes of a resurrection enabled by future scientific advancements. In contrast, many attempts in robotics aim to perfect our imperfect human bodies by achieving man-machine synthesis; think of the replicants in the Blade Runner films. Similarly, many strands in biotech aim to improve, augment, and perfect the biological substrate of humans. Neuralink, for example, has already started to develop brain-machine interfaces that can be implemented to achieve a true symbiosis between man and machine. And many startups and research labs, such as Silicon Valley’s SENS Research Foundation, are attempting to conquer death by hacking into the fundamental biological and molecular mechanisms of aging to reach, as leading senescence researcher Aubrey De Grey puts it, “longevity escape velocity.” 379

			Whether through cyborgs, robots, or software, these scientific fields converge on the perennial theme of the immortality of the soul. While the concept of an eternal soul seems to clash with the materialism of the natural sciences, AI historian Daniel Crevier argues that the apparent contradiction is compatible with the Judeo-Christian tradition. He notes, for example, that Isaiah 26:19 states that “your dead will come to life, their corpse will rise… the land of ghosts will give birth.” This implies that the mind or soul cannot exist completely divorced from the body. 380

			But it’s not only in the eschatological promise of perfecting and restoring humanity’s fallen state that religiosity and spirituality emerge in science and technology. 381 Many technologists and researchers are driven by a religious or spiritual impetus to decode and participate in God’s creation. In the initial conference on the human genome in 1985, the American molecular biologist and biophysicist Robert Sinsheimer declared that “for the first time in all time, a living creature understands its origin and can undertake to design its future.” 382 Sinsheimer was an instrumental figure in the genesis of the Human Genome Project, which was formally launched in 1990 with the primary goal of determining the sequence of chemical base pairs that constitute DNA and mapping out the approximately 20,000 to 25,000 genes of the human genome. The project, which cost $3 billion, was one of the largest engineering undertakings since NASA’s Apollo program. Unsurprisingly, the Human Genome Project also exhibited a bubble dynamic, driven as it was by an ambitious vision and characterized by excessive government overinvestment. 383 For Sinsheimer, the discovery of DNA and the rise of genetic engineering enabled humans to unlock the sacred code of life itself. “When Galileo discovered that he could describe the motions of objects with simple mathematical formulas, he felt that he had discovered the language in which God created the universe,” he wrote. “Today we might say that we have discovered the language in which God created life.” 384 Similarly, the director of the Human Genome Project, Francis Collins, a devout Christian, stated that his “work of discovery” is a “form of worship.” 385 Genetic engineering, for many practitioners, resembles a form of divine knowledge, enabling mere mortals with finite knowledge to enhance our image-likeness of God.

			While many strands of research in biotech and genetic engineering are concerned with the perfection of humankind and motivated by the transcendent significance of the scientific endeavor, some of the most committed AI proselytizers believe that AI might realize something akin to the technological Kingdom of God by ensuring our immortality. 386 This transhumanist view is often coupled with a belief in the singularity, which—because it designates the historical moment at which machine intelligence transcends human intelligence and silicon and carbon-based life forms merge—marks, for believers, the inevitable historical end state toward which technological progress teleologically converges. 387 Revealing a deep similarity with the Judeo-Christian apocalyptic tradition—the view that at the end of history, God will create a new world and resurrect a glorified and eternal humanity—the singularity represents a rupture with the present. Machine intelligence will transcend human intelligence, and a synthetic form of life will succeed biological life. 388 As one early software pioneer put it, cyberspace will open gates of the Heavenly City “of Revelations.” 389 Therefore, as the postmodern philosopher of technology Paul Virilio concluded, “the research on cyberspace is a quest for God.” 390 In transhumanism, postmodern rationalism collapses into ancient apocalypticism. 391

			Eternal energy 

			Energy is another field that possesses the potential for technological transcendence. This is most apparent in the field of nuclear energy, which has been indelibly linked with the imagery of salvation and damnation. As early as 1908, a popular book titled The Interpretation of Radium suggested that harnessing nuclear power, which promised a limitless source of energy, could restore the Garden of Eden. This quasi-religious enthusiasm for radium coincided with a deep techno-optimism in the late 19th and early 20th centuries, which was premised on the assumption of infinite progress and envisioned a civilizational future powered by solar and nuclear energy. But the release of nuclear energy could also usher in damnation and annihilation, as Hiroshima and Chernobyl later exemplified. Nuclear energy became the purest form of apocalyptic technology. 

			Like the Apollo program, the Manhattan Project was suffused with religious symbolism and belief. The first atomic explosion and its test site were coded Trinity, and Oppenheimer confirmed that the term’s religious significance was intended. For many involved in the Manhattan Project, especially Leo Szilard and Niels Bohr, the atomic bomb was “a weapon of death that might also redeem mankind.” 392 While truly biblical in its destructive potential, nuclear weapons also recovered humanity’s divine likeness, giving humans quasi-divine dominion over nature. As one of its pioneers later reflected, the development of the bomb gave them “the illusion of ultimate and illimitable power, like being God.” 393 When the bomb detonated during the Trinity test and engulfed the New Mexico desert in flames on July 16, 1945, Oppenheimer famously recalled a passage from the Bhagavad Gita: “Now I am become Death, the Destroyer of Worlds.” Echoing Oppenheimer’s transcendent experience, a reporter present during the first atomic test noted that “this rising supersun seemed to me the symbol of the dawn of a new era… If the first man could have been present at the moment of Creation when God said ‘Let there be light’ he might have seen something very similar to what we have seen.” A general at Los Alamos later remarked that the detonation unleashed forces “heretofore reserved to the Almighty.”

			As was the case in the Apollo program and the Human Genome Project, many key figures of the Manhattan Project were motivated by a deep religious commitment. Not only did they envision nuclear energy as a means of salvation, but atomic weapons were also conceived of as the technological resolution of the biblical conflict between good and evil. Echoing medieval philosopher Roger Bacon, who argued that the Antichrist must be overcome by technological innovation, many involved in the development of nuclear weapons shared the millenarian view that Satan—that is, the Soviets, with their diabolical weapons—could only be confronted with atomic weapons in a final nuclear battle. Edward Teller, who co-invented the hydrogen bomb, exhibited a “religious dedication to thermonuclear weapons,” and many of his followers believed the Cold War arms race to be a holy cause. The Livermore Laboratory, with which Teller was affiliated and where many of his disciples and descendants designed the later generations of nuclear weapons, was described as “akin to a monastery” and “[isolated] from the world by high security as well as by a peculiar set of customs, shared experience, and private language.” 394 In other words, they resembled a religious cult that envisioned itself to be participating in the apocalyptic battle against the Antichrist. 

			As nuclear energy became increasingly associated with its apocalyptic potential for annihilation, religious and spiritual expectations started to form around emerging technologies such as solar, wind, or fossil fuels offset by carbon capture. By harnessing wind, waves, sun, and carbon, such technologies gave rise to imagery of purification, healing, and renewal—evinced by the terms “cleantech” and “renewable energy” themselves—in contrast to the entrenched imagery of crisis and pollution that nuclear energy and fossil fuels invoked. Like their nuclear predecessors, many founders and investors in cleantech are today motivated by a quasi-religious impetus. Elon Musk often invokes apocalyptic imagery when he talks about Tesla’s mission: It’s “very important to accelerate the transition to sustainable transport,” he argues, because otherwise “we’re all damned.” Or consider the way John Doerr characterizes the promise of cleantech: “If we face irreversible and catastrophic consequences, we must act, and we must act decisively.” 395 Like manned space flight, biotech, and AI, clean or renewable technologies harbor the promise of salvation and redemption for our corrupted and polluted Earth. By harvesting the pure, divinely bestowed energy of nature, our fallen selves can be redeemed. 

			Resurrecting thymos and reviving the technological sublime 

			All of these supposedly secularized and hyper-rational technologies are deeply intertwined with notions of transcendence and spirituality. A trinity of technological breakthroughs—the beginning of the manned spaceflight program, the advent of artificial intelligence, and the discovery of the structure and function of DNA—all had transcendent significance for many of the key figures involved. The religious or spiritual impetus was, for many technologists and scientists, one of the main motivations to take the massive risks and make the sacrifices these projects often demanded. Such spiritual and religious energy is one of the pure manifestations of thymos, the ancient Greek concept of “spiritedness.” 

			Today, a lack of transcendent vision is the ultimate source of the crisis of meaning and the techno-economic and cultural stagnation that inflicts the West. But nascent bubbles in sectors like space exploration, AI, and renewable energy offer promise that this transcendent impulse has not entirely disappeared. We’re by no means suggesting that the visionary technologists who realize the breakthroughs of the future all need to be deeply committed Christian believers. 396 But we predict that they will most likely exhibit a deeply spiritual—and, in some cases, explicitly religious—impulse toward realizing and participating in something transcendent. They will be attracted to a Promethean vision that transcends the limitations of the present and rationalizes the sacrifices and risk-taking its actualization demands. 397

			What is truly scarce are not natural resources or new ideas but the human will and courage to unlock nature’s intrinsic superabundance. There are no limits to growth, only the growth of limits. Scarcity isn’t a built-in feature of our world; the universe produces more energy and offers more matter than we could ever desire to capture, convert, and consume. Against the dominant neo-Malthausian moral philosophy of scarcity, which assumes a static equilibrium state of nature that must be protected from humans’ exploitative tendencies and corrupting influences, we need to recognize that equilibrium is not, in fact, an ideal or achievable state but a segue to stasis, decline, and death.

			By affirming the convergence of technology and transcendence, we’re not suggesting that a simplistic and myopic “faith in the religion of the machine” 398 is needed to reaccelerate innovation and break from the age of stagnation. 399 Rather, what is needed is a reorientation toward transcendence and a vision of the future that represents a rupture in the fabric of the present. 400 It is this intense commitment to transcendence from which the low time preferences arise that ambitious, long-term, large-scale projects demand. 

			In this sense, scientific megaprojects like the Apollo program and technologies like Bitcoin resemble the cathedrals built in Europe between the 11th and 13th centuries: spectacular monuments that reify the peak of medieval Western creativity and dynamism. The intense enthusiasm for the “colossal and immoderate” was primarily motivated by spiritual and religious fervor that animated the cathedral builders. 401 Financed by the Church’s excessive profits, these were multigenerational projects representing the peak of technological innovation, built to last for eternity. Similarly, an engineer involved with Apollo 11’s Saturn V rocket, a scientist working to split or fuse the atom, or a Bitcoin Core developer maintaining the Bitcoin codebase is contributing to something transcendental whose full potential may only be realized far in the future. 

			Technological transcendence synthesizes the feats of the future with the myths of the past, giving rise to what could be called archeo-futuristic technology. We can see this techno-religiosity reflected in the mobile Russian Orthodox temples accompanying nuclear ICBMs, 402 the Shinto priests blessing Lockheed’s F-35 stealth fighter jet, and the Buddhist talismans and Orthodox priests who consecrate everything from data centers to the International Space Station. Like medieval cathedrals, these technological monuments are reminders that something greater exists. Like the spires reaching toward the heavens, the rockets soaring into space provide an irreducible experience of the sublime.

			In a 2018 talk, Peter Thiel asked, “What aspects of technology are actually charismatic? Where there is a good story—[a] story about technology making the world a better place. It needs to be real, needs to be a viable business, but at least [it needs to be] something that inspires people, motivates people in the company, and has a transcendent mission.” 403 Another name for what Thiel here refers to as “charismatic technologies” is the sublime. 

			Art has often been defined in terms of the polarity between the sublime and mimesis. Here, we mean “mimesis” in the Aristotelian sense, meaning the simulation or representation of a “normal level” of reality. In contrast to mimesis, the sublime demarcates a moment of elevation that breaks with or ruptures normal reality. 404 Writing in the first century CE, the Greek philosopher Cassius Longinus asserted that in the sublime, “our attention is drawn from the reasoning to the enthralling effect of the imagination and the reality is concealed in a halo of brilliance.” 405 The technological sublime, then, conceals reality, or at least clothes it, in brilliance; it speaks to the imagination and exercises an “enthralling” effect. 

			Whether in the form of a rocket, an electric light, a nuclear chain reaction, a semiconductor, a neural net, or a large language model, the techno-scientific sublime, like a cathedral or a work of art, invokes a spiritual or religious experience of transcendence. It is this transcendence that reintegrates the future into the present and ignites the thymotic intensity and Promethean spirit that is necessary for radical technological innovation and the restoration of dynamism. Bubbles create the reality-distortion field that the transcendent mission requires. Only by embracing a radically different future with singular commitment and sacrifice, often in defiance of the many, can we release ourselves from stagnation, stasis, and decline. This is our transcendent mission.



					354 Similar to today’s Bitcoiners, many early cypherpunks envisioned the free exchange of money and information in anonymous peer-to-peer networks outside the control of the state as a means to radically transform social power structures.

					355 As an aside, it’s worth noting that cryptography, by enabling modern e-commerce, has probably produced more wealth overall than cryptocurrency, even though cryptocurrency receives more public attention, even usurping the moniker “crypto.” 

					356 George Soros, “Financial Markets,” speech delivered at Central European University, October 27, 2009, Open Society Foundations, https://www.opensocietyfoundations.org/uploads/2b96bb8c-e2e1-4d88-9eea-badf16d0a2b8/george-soros-financial-markets-transcript.pdf. 

					357 The unifying sense of optimism needs to be definite and the vision constrained. If not, the future is perceived as so abstract and random that it can never be influenced. Without a plan that involves both first principles and trade-offs, we remain forever trapped in a baseless utopianism, because imagination alone is no substitute for action. In A Conflict of Visions, economist Thomas Sowell differentiates the concept of constrained vision—which emphasizes decentralized processes, tradition, empirical evidence, and trade-offs—from unconstrained vision, which rests on utopian idealism and prefers centralized top-down solutions that ignore trade-offs. In Zero to One, Peter Thiel offers a striking characterization of indefinite optimism: “Instead of working for years to build a new product, indefinite optimists rearrange already invented ones. Bankers make money by rearranging the capital structures of already existing companies. Lawyers resolve disputes over old things or help other people structure their affairs. And private equity investors and management consultants don’t start new businesses; they squeeze extra efficiency from old ones with incessant procedural optimizations.”

					358 The concept of reflexivity, popularized by hedge fund manager George Soros, refers to the positive feedback loop between expectations and prices that drives market dynamics. The concept originated in the philosophy and sociology of science, most notably with the eminent philosopher of science Karl Popper, who was Soros’s professor. Relatedly, the term “self-fulfilling prophecy” was coined by Robert K. Merton, one of the most influential sociologists and philosophers of science of the last century. 

					359 The term “hyperstition” was introduced by Land and the collective CCRU (Cybernetic Culture Research Unit). In one text, CCRU describes the nature of hyperstition in terms of financial bubbles, writing that the “so-called ‘new-economy’—indexed by the nova-bubble mania of the American stock market—is no different in its diagrammatic abstraction to…  hyperstitious practices…  Alan Greenspan calls it ‘irrational exuberance,’ amidst a panic hunt for crash indicators. Lemurian Necronomicon calls it ‘Shadow-Feeder of the Chaotic Gulfs,’ the ‘Fatal Mother of Hyperstitions,’ she of innumerable numbering names who shreds all that stands.” CCRU, Writings 1997–2003, 14.

					360 Nick Land, “Hyperstition: An Introduction,” interview by Delphi Carstens, Orphan Drift, 2009, https://www.orphandriftarchive.com/articles/hyperstition-an-introduction/.

					361 The phrase, which originated in a 1966 Star Trek episode in which a humanoid species uses reality-distortion fields to create hyper-realistic illusions, was also used by an early Apple software engineer to describe Steve Jobs’s reality-bending charisma and management style. Hertzfeld, “Reality Distortion Field,” Folklore.org, February 1981, https://www.folklore.org/StoryView.py?project=Macintosh&story=Reality_Distortion_Field.txt.

					362 David Noble, The Religion of Technology: The Divinity of Man and the Spirit of Invention (New York: Knopf, 1997); Erik Davis, TechGnosis: Myth, Magic, and Mysticism in the Age of Information (Berkeley, CA: North Atlantic Books, 2015).

					363 Max Weber, The Protestant Ethic and the “Spirit” of Capitalism and Other Writings (London: Routledge, 2005), 123.

					364 Reflected, for example, in debates around the ethics of producing money both within and outside of religious circles—and by the fact that US currency still says “In God We Trust.”

					365 Elon Musk (@elonmusk), “This is why we must preserve the light of consciousness by becoming a spacefaring civilization & extending life to other planets,” Twitter, June 25, 2018, https://twitter.com/elonmusk/status/1011083630301536256. 

					366 Elon Musk (@elonmusk), “It is unknown whether we are the only civilization currently alive in the observable universe, but any chance that we are is added impetus for extending life beyond Earth,” Twitter, June 25, 2018, https://twitter.com/elonmusk/status/1011085383239589888. 

					367 Noble, The Religion of Technology, 127.

					368 Noble, The Religion of Technology, 136–142.

					369 Noble, The Religion of Technology, 140.

					370 Noble, The Religion of Technology, 134.

					371 Genesis, 1:26

					372 Historically, the invention of electricity had a spiritual and religious impact similar to the advent of artificial intelligence today. As the historian Ernst Benz notes, the “discovery of electricity and the simultaneous discovery of magnetic and galvanic phenomena were accompanied by a most significant change in the image of God,” which resulted in a “completely new understanding of the relation of body and soul, of spirit and matter.” Benz, The Theology of Electricity: On the Encounter and Explanation of Theology and Science in the 17th and 18th Centuries (Allison Park, PA: Pickwick Publications, 1989), 2.

					373 Frank J. Tipler, The Physics of Immortality: Modern Cosmology, God, and the Resurrection of the Dead (New York: Doubleday, 1994).

					374 Even the chip industry has its spiritual dimension. Given the miraculous process involved in endowing sand with intelligence, it’s no wonder some have proclaimed that they saw the “face of God” etched into TSMC-produced semiconductors. Virginia Heffernan, “I Saw the Face of God in a Semiconductor Factory,” Wired, March 21, 2023, https://www.wired.com/story/i-saw-the-face-of-god-in-a-tsmc-factory/. 

					375 Nick Bostrom, Superintelligence: Paths, Dangers, Strategies (Oxford: Oxford University Press, 2014).

					376 1 Corinthians, 15:51.

					377 Alan Turing, “Computing Machines and Intelligence,” in Computers and Thought, ed. Edward Feigenbaum (New York: McGraw-Hill, 1963), 21.

					378 Kurzweil, The Age of Spiritual Machines: When Computers Exceed Human Intelligence (New York: Penguin, 2000).

					379 Aubrey de Grey, “Escape Velocity: Why the Prospect of Extreme Human Life Extension Matters Now,” PLOS Biology 2, no. 6: 723–726, doi:10.1371/journal.pbio.0020187. 

					380 Daniel Crevier, AI: The Tumultuous History of the Search for Artificial Intelligence (New York: Basic Books, 1993). See also Ian G. Barbour, Religion and Science: Historical and Contemporary Issues (San Francisco: HarperCollins, 1997).

					381 For accounts on Christian eschatology, see Wolfhart Pannenberg, Theology and the Kingdom of God (Philadelphia: The Westminster Press, 1977) and Jürgen Moltmann, The Coming of God: Christian Eschatology (Minneapolis, MN: Fortress Press, 1996). 

					382 Noble, The Religion of Technology, 189.

					383 Monika Gisler, Didier Sornette, and Ryan Woodard, “Innovation as a Social Bubble: The Example of the Human Genome Project,” Research Policy 40 (2011): 1412–1425.

					384 Robert L. Sinsheimer, The Strands of Life (Berkeley, University of California Press, 1994), 287.

					385 Noble, The Religion of Technology, 195.

					386 When asked whether he believes that God exists, the preeminent transhumanist Ray Kurzweil replied, “Not yet,” implying that the development of artificial general intelligence represents the active building toward a god. John Rennie, “The Immortal Ambitions of Ray Kurzweil: A Review of Transcendent Man,” Scientific American, February 15, 2011, https://www.scientificamerican.com/article/the-immortal-ambitions-of-ray-kurzweil/. 

					387 Vernor Vinge, “The Coming Technological Singularity: How to Survive in the Post-Human Era,” VISION-21 Symposium, March 30–31, 1993, https://edoras.sdsu.edu/~vinge/misc/singularity.html; Kurzweil, The Age of Spiritual Machines; Kurzweil, The Singularity Is Near.

					388 Echoing John’s apocalyptic vision in Revelation 21:4 of a New Jerusalem descending from Heaven in which “there will be no more death or sorrow or crying or pain,” the singularity, according to its believers, will “wipe away all tears from their eyes; and there shall be no more death.” New Jerusalem will materialize in cyberspace, with humans resurrected in new, machinic form.

					389 Michael Benedikt, Cyberspace: First Steps (Cambridge, MA: MIT Press, 1992), 14.

					390 Paul Virilio, “Cyberwar, God and Television,” interview by Louise Wilson, CTheory 21 (1994), https://journals.uvic.ca/index.php/ctheory/article/view/14355/5131. 

					391 The eminent philosopher of media and self-described “apocalypticist” Marshall McLuhan condemns electronic media as the apotheosis of the Antichrist because it produces a “demonic simulacrum” of the mystical body of Christ. “Electric information environments being utterly ethereal foster the illusion of the world as spiritual substance. It is now a reasonable facsimile of the mystical body, a blatant manifestation of the Antichrist,” he writes. “After all, the Prince of this world is a very great electric engineer.” This claim is in stark contrast to McLuhan’s earlier proclamation that computer networks promise the creation of “a technologically engendered state of universal understanding and unity, a state of absorption in the Logos that could… create a perpetuity of collective harmony and peace.” Letters of Marshall McLuhan, eds. Matie Molinaro, Corinne McLuhan, and William Toye (Oxford: Oxford University Press, 1987); McLuhan, “The Playboy Interview: Marshall McLuhan,” Playboy, March 1969.

					392 Rhodes, The Making of the Atomic Bomb, 572.

					393 Noble, The Religion of Technology, 107

					394 Noble, The Religion of Technology, 112. 

					395 Doerr, John, “Salvation (and Profit) in Greentech.”

					396 For an account of how Christianity influences Western culture, see Tom Holland, Dominion: The Making of the Western Mind (London: Hachette UK, 2019).

					397 A common critique of contemporary Prometheanism is that it desires an “accelerationist” intensification of catastrophe, which figures as the precondition for redemption. While it’s important to recognize that ideas of catastrophe and redemption are inseparably bound together—there is no transformative reward without significant risk—hitting the brakes to forestall the perceived dangers of technology, as decelerationists propose, doesn’t constitute a viable alternative, as we’ve argued throughout this book.

					398 The French psychoanalyst and philosopher Félix Guattari notes that virulent opposition between machine and spirit, or transcendence and technology, needs to be revised, writing, “Certain philosophies hold that modern technology has blocked access to our ontological foundations, to primordial being.” But, he asks, what if the opposite is the case, and “a revival of spirit and human values could be attendant upon a new alliance with machines”? Guattari, “Remaking Social Practices,” in The Guattari Reader, ed. Gary Genosko (Cambridge, MA: Blackwell, 1996), 267.

					399 Lewis Mumford, “An Appraisal of Lewis Mumford’s ‘Technics and Civilization’ (1934),” Daedalus 88, no. 3 (1959): 527–536.

					400 While transcendence figures as a source of technological progress, transcendence itself should not be construed as self-generating. As Joseph Ratzinger writes, it is not “something that we can produce out of our own resources.” Technologies such as space flight, nuclear energy, or AI merely represent transcendence. In the religious sense of an icon or symbol, they symbolize a “vertical transcendence” that refers to an “event that comes from outside.” Whether it is artificial general intelligence, a miracle vaccine, or a cryptocurrency protocol, the worship of technology tends to culminate in what René Girard called “deviated transcendence,” or the “emergence of a false transcendence.” This idolization and mythologization of technology can, in both the accelerationist and decelerationist registers, induce a contemplative passivity toward the future, which can inspire fatalistic anticipations of catastrophe and redemption. Ratzinger, Introduction to Christianity, 203; Benoît Chantre, “The Steeple of Combray: From ‘Vertical’ to ‘Deviated’ Transcendence,” Religion & Literature 43, no. 3 (2011): 158–164.

					401 Jean Gimpel, The Cathedral Builders (London: Pimlico, 1983), 32.

					402 The nuclear mythology and iconography of the Russian Orthodox Church, which has replaced the Soviet iconostasis, plays an important role in Russia’s post-Soviet nuclear weapons program, author Dmitry Adamsky notes: “Nuclear priests are integrated in professional activities through the whole chain of command and join their flock during operational missions on the ground and underwater. Pilots of strategic bombers consecrate their jets before combat sorties, and icons are attached to the maps they take to the cockpit. Mobile temples accompany intercontinental ballistic missiles, and nuclear-armed submarines have their portable churches.” Adamsky, Russian Nuclear Orthodoxy: Religion, Politics, and Strategy (Redwood City, CA: Stanford University Press, 2020), 1–2.

					403 “Tech Investor Peter Thiel Speaks at The New York Economic Club,” CNBC, March 15, 2008, https://www.cnbc.com/video/2018/03/15/tech-investor-peter-thiel-speaks-at-the-new-york-economic-club.html. 

					404 Aristotle, Politics (Chicago: University of Chicago Press, 2013), 3.6.5.1281.

					405 Cited in Stephen C. Jaeger, Enchantment: On Charisma and the Sublime in the Arts of the West (Philadelphia: University of Pennsylvania Press, 2012), 2.

			


Bibliography

		
		
			Introduction

			Ammous, Saifedean. “Slowdown: Aviation and Modernity’s Lost Dynamism.” The Journal of Applied Business and Economics 20 (2018): 201–210.

			Andreesen, Marc. “The Techno-Optimist Manifesto.” a16z, October 16, 2023. https://a16z.com/the-techno-optimist-manifesto/. 

			Baudrillard, Jean. Simulacra and Simulation. Ann Arbor: University of Michigan, 1994. 

			Baumann, Nick. “Did America Forget How to Make the H-Bomb?” Mother Jones, May 1, 2009. https://www.motherjones.com/politics/2009/05/fogbank-america-forgot-how-make-nuclear-bombs/. 

			Bloom, Nicholas, Charles I. Jones, John Van Reenen, and Michael Webb. “Are Ideas Getting Harder to Find?” American Economic Review 100, no. 4 (April 2020): 1104–1044.

			Girard, René. “Innovation and Repetition.” SubStance 19, no. 2/3 (1990): 7–20. https://doi.org/10.2307/3684663.

			Godin, Benoît. Innovation Contested: The Idea of Innovation Over the Centuries. New York: Routledge, 2015.

			Hobart, Byrne, and Tobias Huber. “Against Safetyism.” Pirate Wires, April 17, 2023. https://www.piratewires.com/p/against-safetyism. 

			Pinker, Steven. Enlightenment Now: The Case for Reason, Science, Humanism, and Progress. London: Penguin, 2018.

			Stephenson, Neal. “Innovation Starvation.” Wired, October 27, 2011. https://www.wired.com/2011/10/stephenson-innovation-starvation/. 

			


Chapter 1

			Aczel, Balazs, Barnabas Szaszi, and Alexander O. Holcombe. “A Billion-Dollar Donation: Estimating the Cost of Researchers’ Time Spent on Peer Review.” Research Integrity and Peer Review 6 (2021).

			Agamben, Giorgio. The Church and the Kingdom. London: Seagull Books, 2012.

			Alberts, Bruce. “Impact Factor Distortions.” Science 340 (2013): 787.

			Alberts, Bruce, Marc W. Kirschner, Shirley Tilghman, and Harold Varmus. “Rescuing US Biomedical Research from Its Systemic Flaws.” Proceedings of the National Academy of Sciences 111, no. 16 (2014): 5773–5777.

			Ammous, Saifedean. “Slowdown: Aviation and Modernity’s Lost Dynamism.” The Journal of Applied Business and Economics 20 (2018): 201–210.

			Arbesman, Samuel. “Quantifying the Ease of Scientific Discovery.” Scientometrics 86 (2009): 245–250.

			Arthur, W. Brian. “Complexity Economics: A Different Framework for Economic Thought.” SFI Working Paper, 2013.

			Arthur, W. Brian. “Foundations of Complexity Economics.” Nature Reviews Physics 3 (2021): 136–145, https://doi.org/10.1038/s42254-020-00273-3. 

			Azoulay, Pierre, Christian Fons-Rosen, and Joshua S. Graff Zivin. “Does Science Advance One Funeral at a Time?” American Economic Review 109, no. 8 (2019): 2889–2920.

			Azoulay, Pierre, Erica Fuchs, Anna P. Goldstein, and Michael Kearney. “Funding Breakthrough Research: Promises and Challenges of the ‘ARPA Model.’” Innovation Policy and the Economy 19, no. 1 (2019): 69–96.

			Baudrillard, Jean. “America After Utopia.” New Perspectives Quarterly 26, no. 4 (2009): 96-99.

			Baudrillard, Jean. “The Ecstasy of Communication.” in The Anti-Aesthetic: Essays on Postmodern Culture, edited by Hal Foster. Port Townsend, WA: Bay Press, 1983.

			Baudrillard, Jean. Screened Out. London: Verso Books, 2014.

			Baudrillard, Jean. Simulacra and Simulation. Ann Arbor: University of Michigan, 1994. 

			Begley, C. Glenn and Lee M. Ellis. “Raise Standards for Preclinical Cancer Research.” Nature 483, no. 7391 (2012): 531–533.

			Berenbaum, May R. “Impact Factor Impacts on Early-Career Scientist Careers,” Proceedings of the National Academy of Sciences 116 (2019): 16659–16662.

			Bernstein, Peter L. Against the Gods: The Remarkable Story of Risk. New York: Wiley, 1996.

			Betz, Ulrich AK. “Is the Force Awakening?” Technological Forecasting and Social Change 128 (2018): 296–303.

			Bhattacharya, Jay, and Mikko Packalen. “Stagnation and Scientific Incentives.” 
vNBER Working Paper 26752, February 2020, https://www.nber.org/system/files/working_papers/w26752/w26752.pdf.

			Boghossian, Paul. Fear of Knowledge: Against Relativism and Constructivism. Oxford: Oxford University Press, 2007.

			Bollen, Johan, Marijn Ten Thij, Fritz Breithaupt, Alexander T. J. Barron, Lauren A. Rutter, Lorenzo Lorenzo-Luaces, and Marten Scheffer. “Historical Language Records Reveal a Surge of Cognitive Distortions in Recent Decades.” Proceedings of the National Academy of Sciences 118, no. 30 (2021): e2102061118

			Brannon, Skylar M., Sarah Carr, Ellie Shuo Jin, Robert A. Josephs, and Bertram Gawronski. “Exogenous Testosterone Increases Sensitivity to Moral Norms in Moral Dilemma Judgements.” Nature Human Behaviour 3, 856–866 (2019). https://doi.org/10.1038/s41562-019-0641-3.

			Burn-Murdoch, John. “Is the West Talking Itself into Decline?” Financial Times, January 5, 2024. https://www.ft.com/content/e577411e-3bf2-4fb4-872a-8b7d5e9139d3. 

			Burnham, James. The Managerial Revolution. London: Lume Books, 2021.

			Bush, Vannevar. Science, the Endless Frontier: A Report to the President. Washington, DC: United States Government Printing Office, 1945.

			Camerer Colin F., Anna Dreber, Felix Holzmeister, Teck-Hua Ho, Jürgen Huber, Magnus Johannesson, Michael Kirchler, Gideon Nave, Brian A. Nosek, Thomas Pfeiffer, et al. “Evaluating the Replicability of Social Science Experiments in Nature and Science Between 2010 and 2015.” Nature Human Behaviour 2, no. 9 (2018): 637–644.

			Castro, Jordan. “Testocalypse.” Pirate Wires, September 24, 2023. https://www.piratewires.com/p/testosterone-emergency. 

			Cheng, Stephanie D. “What’s Another Year? The Lengthening Training and Career Paths of Scientists.” PLoS ONE 18, no. 5: 3028550. https://doi.org/10.1371/journal.pone.0285550.

			Chu, Johan S. G., and James A. Evans. “Slowed Canonical Progress in Large Fields of Science.” Proceedings of the National Academy of Sciences of the United States of America 118 (2021). 

			Churchland, Paul. “To Transform the Phenomena: Feyerabend, Proliferation, and Recurrent Neural Networks.” In On the Contrary: Critical Essays 1987–1997, edited by P. M. Churchland and P. S. Churchland. Cambridge, MA: MIT Press, 1998.

			Clark, Cory J., Lee Jussim, Komi Frey, Sean T. Stevens, Musa Al-Garbi, Karl Aquino, J. Michael Bailey, et al. “Prosocial Motives Underlie Scientific Censorship by Scientists: A Perspective and Research Agenda.” Proceedings of the National Academy of Sciences 120, no. 48 (2023): e2301642120.

			Coates, John M., and Joe Herbert. “Endogenous Steroids and Financial Risk Taking on a London Trading Floor.” Proceedings of the National Academy of Sciences 105 (2008): 6167–72.

			Coccia, Mario. “What Is the Optimal Rate of R & D Investment to Maximize Productivity Growth?” Economics of Innovation eJournal (2009).

			Cohen, Jon. “‘I Feel an Obligation to Be Balanced.’ Noted Biologist Comes to Defense of Gene Editing Babies.” Science (2018), https://www.science.org/content/article/i-feel-obligation-be-balanced-noted-biologist-comes-defense-gene-editing-babies.

			Cole, Stephen. “Age and Scientific Performance.” American Journal of Sociology 84 (1979): 958–977.

			Collison, Patrick, Tyler Cowen, and Patrick Hsu. “What We Learned Doing Fast Grants.” Future, June 15, 2021. https://future.com/what-we-learned-doing-fast-grants/. 

			Collison, Patrick, and Michael Nielsen. “Science Is Getting Less Bang for Its Buck.” The Atlantic, November 16, 2018.

			Colquhoun, David. “Challenging the Tyranny of Impact Factors.” Nature 423 (2003): 479.

			Cowen, Tyler. The Great Stagnation: How America Ate All the Low-Hanging Fruit of Modern History, Got Sick, and Will (Eventually) Feel Better. London: Penguin, 2011.

			Cowen, Tyler. “The New Tesla Is Great, But It Isn’t Progress.” Bloomberg, August 1, 2017. https://www.bloomberg.com/view/articles/2017-08-01/the-new-tesla-is-great-but-it-isn-t-progress. 

			Cowen, Tyler, and Ben Southwood. “Is the Rate of Scientific Progress Slowing Down?” GMU Working Paper in Economics, no. 21–13 (2019).

			Crowley, Roger. 1453: The Holy War for Constantinople and the Clash of Islam and the West. London: Hachette, 1900. 

			Cui, Haochuan, Lingfei Wu, and James A. Evans. “Aging Scientists and Slowed Advance.” rXiv, February 8, 2022, https://doi.org/10.48550/arXiv.2202.04044.

			Danielson, Melissa L., Michele K. Bohm, Kimberly Newsome, Angelika H. Claussen, Jennifer W. Kaminski, Scott D. Grosse, Lila Siwakoti, Aziza Arifkhanova, Rebecca H. Bitsko, and Lara R. Robinson. “Trends in Stimulant Prescription Fills Among Commercially Insured Children and Adults—United States, 2016–2021.” Morbidity and Mortality Weekly Report 72 (2023): 327–332. http://dx.doi.org/10.15585/mmwr.mm7213a1.

			Debord, Guy. Society of the Spectacle. Detroit: Black & Red, 1970. 

			Deleuze, Gilles. “Postscript on the Societies of Control.” Cultural Theory: An Anthology (1992): 139–142. 

			Douthat, Ross. The Decadent Society: How We Became the Victims of Our Own Success. New York: Simon and Schuster, 2020.

			The Editors. “Dr. No Money: The Broken Science Funding System.” Scientific American, May 1, 2011.

			Farago, Jason. “Why Culture Has Come to a Standstill.” The New York Times, October 10, 2023. https://www.nytimes.com/2023/10/10/magazine/stale-culture.html. 

			Farmer, Roger E. A. “The Stock Market Crash Really Did Cause the Great Recession,” Oxford Bulletin of Economics and Statistics 77 (2015 (5), 617–633.

			Feuerbach, Ludwig. The Essence of Christianity. New York: Barnes & Noble Publishing, 2004.

			Feyerabend, Paul. Against Method: Outline of an Anarchistic Theory of Knowledge. London: Verso Books, 2010.

			Feyerabend, Paul. Knowledge, Science and Relativism: Philosophical Papers Volume 3. Cambridge, MA: Cambridge University Press, 1999.

			Feyerabend, Paul. Three Dialogues on Knowledge. Oxford: Blackwell, 1991. 

			Feynman, Richard. “Cargo Cult Science.” In “Surely You’re Joking, Mr. Feynman!”: Adventures of a Curious Character. New York: WW Norton & Company, 2018.

			Foster, Jacob G., A. Rzhetsky, and James A. Evans. “Tradition and Innovation in Scientists’ Research Strategies.” American Sociological Review 80 (2013): 875–908.

			Fukuyama, Francis. The End of History and the Last Man. New York City: Simon and Schuster, 2006.

			Fuller, Buckminster. Nine Chains to the Moon. Carbondale, IL: Southern Illinois University Press, 1963.

			Garca, Tristan. The Life Intense: A Modern Obsession. Edinburgh: Edinburgh University Press Books, 2016.

			Gibney, Bruce. “What Happened to the Future?” Founders Fund, January 2017. https://foundersfund.com/the-future/. 

			Gibson, Michael. “Searching for New Atlantis in China.” Reason, July 7, 2018. https://reason.com/2018/12/07/searching-for-new-atlantis-in-china/.

			Girard, René. Battling to the End: Conversations with Benoît Chantre. East Lansing: University of Michigan Press, 2009.

			Glass, Bentley. “Science: Endless Horizons or Golden Age?” Science 171, no. 3966 (1971): 23–29.

			Godin, Benôit. Innovation Contested: The Idea of Innovation Over the Centuries. New York: Routledge, 2015.

			Goldgar, Anne. Tulipmania: Money, Honor, and Knowledge in the Dutch Golden Age. Chicago: University of Chicago Press, 2007.

			Gordon, Robert. The Rise and Fall of American Growth. Princeton, NJ: Princeton University Press, 2016.

			“Government Investment on the Decline.” The FRED Blog, October 18, 2021. https://fredblog.stlouisfed.org/2021/10/government-investment-on-the-decline/. 

			Graeber, David. “Of Flying Cars and the Declining Rate of Profit.” The Baffler, March 2012. https://thebaffler.com/salvos/of-flying-cars-and-the-declining-rate-of-profit. 

			Gumbrecht, Hans Ulrich. Our Broad Present: Time and Contemporary Culture. New York: Columbia University Press, 2014.

			Hall, J. Storrs. Where Is My Flying Car? San Francisco: Stripe Press, 2021.

			Hayek, Friedrich A. “Economics and Knowledge: Presidential Address Delivered Before the London Economic Club.” Economica IV (1937): 33–54.

			Hayek, Friedrich A. Studies in Philosophy, Politics and Economics. Chicago: University of Chicago Press, 1967.

			Heidegger, Martin. Sein und Zeit. Tübingen: Max Niemeyer Verlag, 2001.

			Heidegger, Martin. Discourse on Thinking. New York: Harper Torchbooks, 1966.

			Heidegger, Martin. The Question Concerning Technology and Other Essays. New York: Garland Publishing, 1977.

			Heidegger, Martin. “The Thing.” In Poetry, Language, Thought. New York: Harper and Row, 1971.

			Horgan, John. The End of Science: Facing the Limits of Knowledge in the Twilight of the Scientific Age. New York: Basic Books, 2015.

			Huebner, Jon W. “A Possible Declining Trend for Worldwide Innovation.” Technological Forecasting and Social Change 72 (2005): 980–986.

			Hünermund, Paul, and Philipp Boeing. “A Global Decline in Research Productivity? Evidence from China and Germany.” IO: Productivity (2020).

			Ioannidis, John P. A. “Why Most Published Research Findings Are False.” PLoS Medicine 2, no. 8 (August 2005): e124. 

			Jameson, Fredric. Postmodernism, or the Cultural Logic of Late Capitalism. Durham, NC: Duke University Press, 1991.

			Jameson, Frederic. The Seeds of Time. New York: Columbia University Press, 1994.

			Jones, Benjamin F. “Age and Great Invention.” The Review of Economics and Statistics 92, no. 1 (2010): 1–4.

			Jones, Benjamin F., and Bruce A. Weinberg. “Age Dynamics in Scientific Creativity.” Proceedings of the National Academy of Sciences 108 (2011): 18910–18914.

			Kalyani, Aakash. “The Creativity Decline: Evidence from US Patents.”  SSRN (March 12, 2024). http://dx.doi.org/10.2139/ssrn.4318158.

			Kanazawa, Satoshi. “Why Productivity Fades with Age: The Crime–Genius Connection.” Journal of Research in Personality 37 (2003): 257–272.

			Kearney, Melissa S., Phillip B. Levine, and Luke Pardue. “The Puzzle of Falling US Birth Rates Since the Great Recession.” Journal of Economic Perspectives 36, no. 1 (Winter 2022): 151–176.

			Kelly, Bryan T., Dimitris Papanikolaou, Amit Seru, and Matt Taddy. “Measuring Technological Innovation Over the Long Run.” Ewing Marion Kauffman Foundation Research Paper Series (2018).

			Kemp, Simon. “Digital in 2019: Global Internet Use Accelerates.” We Are Social, January 30, 2019. https://wearesocial.com/uk/blog/2019/01/digital-in-2019-global-internet-use-accelerates/. 

			Kennedy, Bryan, and Alec Tyson. “Americans’ Trust in Scientists, Positive Views of Science Continue to Decline.” Pew Research Center, November 14, 2023. https://www.pewresearch.org/science/2023/11/14/americans-trust-in-scientists-positive-views-of-science-continue-to-decline/. 

			Klein, Richard A., Michelangelo Vianello, Fred Hasselman, Byron G. Adams, Reginald B. Adams Jr., Sinan Alper, Mark Aveyard, Jordan R. Axt, Mayowa T. Babalola, Štěpán Bahník, et al. “Many Labs 2: Investigating Variation in Replicability Across Samples and Settings.” Advances in Methods and Practices in Psychological Science 1, no. 4 (2018): 443-490.

			Kojève, Alexandre. Introduction to the Reading of Hegel: Lectures on the “Phenomenology of Spirit.” Ithaca, NY: Cornell University Press, 1980.

			Kuhn, Thomas S. The Structure of Scientific Revolutions. Chicago: University of Chicago Press, 1970.

			Land, Nick. “Suspended Animation (Part 2).” Old Nick, November 18, 2011. https://oldnicksite.wordpress.com/2011/11/18/suspended-animation-part-2/. 

			Lawrence, Peter A. “The Mismeasurement of Science.” Current Biology 17, no. 15 (2007): R583–R585.

			Lawrence, Peter A. “The Politics of Publication.” Nature 422 no. 6929 (2003): 259–261.

			Le Fanu, James. The Rise and Fall of Modern Medicine. London: Little, Brown and Company, 1999.

			Le Fanu, James. “Science’s Dead End.” Prospect, August 10, 2010.

			Lee, Tim, Jamie Lee, and Kevin Coldiron. The Rise of Carry: The Dangerous Consequences of Volatility Suppression and the New Financial Order of Decaying Growth and Recurring Crisis. New York: McGraw-Hill, 2019.

			Lee, You-Na, John P. Walsh, and Jian Wang. “Creativity in Scientific Teams: Unpacking Novelty and Impact.” Research Policy 44 (2015): 684–697.

			Levin, Sharon G., and Paula E. Stephan. “Research Productivity over the Life Cycle: Evidence for Academic Scientists.” The American Economic Review 81 (1991): 114–132.

			Levine, Hagai, Niels Jørgensen, Anderson Joel Martino-Andrade, Jaime Mendiola, Dan Weksler-Derri, Irina Mindlis, Rachel Pinotti, and Shanna H Swan. “Temporal Trends in Sperm Count: A Systematic Review and Meta-Regression Analysis.” Human Reproduction Update 23 (2017): 646–659.

			Lonsdale, Jeffrey. “A Country for Old Men.” Clarium Capital Management Letter, July 2009.

			Lowenstein, Roger. “The Villain.” The Atlantic, April 2012.

			Lyotard, Jean-François. Libidinal Economy. Bloomington: Indiana University Press, 1993. 

			Malthus, Thomas R. An Essay on the Principle of Population. Cambridge: Cambridge University Press, 1992.

			Marx, Karl, and Frederick Engels. “Manifesto of the Communist Party.” February 1848. https://www.marxists.org/archive/marx/works/download/pdf/Manifesto.pdf. 

			Mastroianni, Adam. “The Rise and Fall of Peer Review.” Experimental History, December 13, 2022. https://experimentalhistory.substack.com/p/the-rise-and-fall-of-peer-review.

			Meadows, Donella H., Dennis L. Meadows, Joergen Randers, and William W. Behrens III. The Limits to Growth. New York: Universe Books, 1972.

			Meier, Heinrich. Carl Schmitt and Leo Strauss: The Hidden Dialogue. Chicago: University of Chicago Press (1995), 95.

			Minnich, Richard A. “Fire Mosaics in Southern California and Northern Baja California." Science 219.4590 (1983): 1287–1294.

			Mittra, Indraneel. “Why Is Modern Medicine Stuck in a Rut?” Perspectives in Biology and Medicine 52 (2009): 500–517.

			Moynihan, Thomas. X-Risk: How Humanity Discovered Its Own Extinction. Falmouth: Urbanomic Media, 2020.

			Munroe, Randall. “Tradition.” xkcd, accessed December 2023. https://xkcd.com/988/. 

			Nairn, Alasdair. Engines That Move Markets: Technology Investing from Railroads to the Internet and Beyond. Hoboken: John Wiley & Sons, 2002.

			National Science Foundation. “Reducing Investigators’ Administrative Workload for Federally Funding Research.” March 10, 2014, https://www.nsf.gov/pubs/2014/nsb1418/nsb1418.pdf.

			Nietzsche, Friedrich. Basic Writings of Nietzsche. Edited by Walter Kaufmann. New York: Modern Library, 1968.

			Nietzsche, Friedrich. Thus Spoke Zarathustra: A Book for Everyone and Nobody. Oxford: Oxford University Press, 2008.

			Nietzsche, Friedrich. Untimely Meditations. Cambridge: Cambridge University Press, 1997.

			Nietzsche, Friedrich. The Gay Science. New York: Vintage House, 1974.

			Nixon, Richard. “The Challenge of Peace: President Nixon’s New Economic Policy.” Richard Nixon Foundation, speech delivered August 15, 1971. https://www.nixonfoundation.org/2014/08/challenge-peace-nixons-new-economic-policy/. 

			Odlyzko, Andrew. “Collective Hallucinations and Inefficient Markets: The British Railway Mania of the 1840s.” SSRN, January 15, 2010. http://dx.doi.org/10.2139/ssrn.1537338. 

			Open Science Collaboration. “Estimating the Reproducibility of Psychological Science.” Science 349, no. 6251 (2015): aac4716.

			Packalen, Mikko, and Jay Bhattacharya. “Age and the Trying Out of New Ideas.” Journal of Human Capital 13 (2015): 341–373.

			Packalen, Mikko, and Jay Bhattacharya. “Does the NIH Fund Edge Science?” National Bureau of Economic Research no. w24860, 2018.

			Pammolli, Fabio, Laura Magazzini, and Massimo Riccaboni. “The Productivity Crisis in Pharmaceutical R & D.” Nature Reviews Drug Discovery 10, no. 6 (2011): 428–438.

			Park, Michael, Erin Leahey, and Russell J. Funk. “Papers and Patents Are Becoming Less Disruptive over Time.” Nature 613, no. 7942 (2023): 138–144.

			Plato, The Republic. New Haven: Yale University Press, 2006. 

			Postman, Neil. Amusing Ourselves to Death: Public Discourse in the Age of Show Business. London: Penguin, 2006.

			Prinz, Florian, Thomas Schlange, and Khusru Asadullah. “Believe It or Not: How Much Can We Rely on Published Data on Potential Drug Targets?” Nature Reviews Drug Discovery 10, no. 9 (2011): 712.

			Rasmussen, Leif. “Increasing Politicization and Homogeneity in Scientific Funding: An Analysis of NSF Grants, 1990–2020.” Center for the Study of Partisanship and Ideology, November 16, 2021. https://www.cspicenter.com/p/increasing-politicization-and-homogeneity-in-scientific-funding-an-analysis-of-nsf-grants-1990-2020

			Ray, Deepak K., Navin Ramankutty, Nathaniel D. Mueller, Paul C. West, and Jonathan A. Foley, “Recent Patterns of Crop Yield Growth and Stagnation.” Nature Communications 3, no. 1 (2012): 1293.

			Ruddy, Sean, Shai Akabas, and Kevin Miller. “Student Debt and the Federal Budget.” Bipartisan Policy Center, November 2021. https://bipartisanpolicy.org/download/?file=/wp-content/uploads/2021/11/Student-Debt-and-the-Federal-Budget.pdf.

			Rzhetsky, Andrey, Jacob G. Foster, Ian T. Foster, and James A. Evans. “Choosing Experiments to Accelerate Collective Discovery.” Proceedings of the National Academy of Sciences 112, no. 47 (2015): 14569–14574.

			Scannell, Jack W., Alex Blanckley, Helen Boldon, and Brian Warrington. “Diagnosing the Decline in Pharmaceutical R & D Efficiency.” Nature Reviews Drug Discovery 11 (2012): 191–200.

			Scheffer, Marten, Ingrid van de Leemput, Els Weinans, and Johan Bollen. “The Rise and Fall of Rationality in Language.” Proceedings of the National Academy of Sciences 118, no. 51 (2021): e2107848118.

			Schneider, Sandra L., Kirsten K. Ness, Sara Rockwell, Kelly Shaver, and Randy Brutkiewicz. “2012 Faculty Workload Survey.” Federal Demonstration Partnership, April 2014, https://thefdp.org/wp-content/uploads/fws_2012_exec_summary.pdf. 

			Schneider, Sandra. “2018 FDP Faculty Workload Survey: Plans & Preliminary Results.” Federal Demonstration Partnership, September 6, 2018. https://thefdp.org/wp-content/uploads/FDP-FWS-Prelim-Summary-090618-post.pdf. 

			Schroter, Sara, Nick Black, Stephen Evans, Fiona Godlee, Lyda Osorio, and Richard Smith. “What Errors Do Peer Reviewers Detect, and Does Training Improve Their Ability to Detect Them?” Journal of the Royal Society of Medicine 101, no. 10 (October 1, 2008): 507–14.

			Schumpeter, Joseph. Capitalism, Socialism, and Democracy. London: HarperCollins, 2008.

			Schumpeter, Joseph. Das Wesen und der Hauptinhalt der theoretischen Nationalökonomie. Leipzig: Dunker & Humboldt, 1908.

			Schumpeter, Joseph. History of Economic Analysis. London: Allen and Unwin, 1954.

			Schumpeter, Joseph. The Theory of Economic Development: An Inquiry into Profits, Capital, Credit, Interest, and the Business Cycle. Cambridge, MA: Harvard University Press, 1934. 

			Seglen, Per O. “Why the Impact Factor of Journals Should Not Be Used for Evaluating Research.” BMJ 314 (1997): 497.

			Shackleton, Robert. “Total Factor Productivity Growth in Historical Perspective.” Congressional Budget Office, Washington, DC, March 2013. https://www.cbo.gov/sites/default/files/113th-congress-2013-2014/workingpaper/44002_TFP_Growth_03-18-2013_1.pdf.

			Silverstein, Arthur M. “‘The End Is Near!’: The Phenomenon of the Declaration of Closure in a Discipline.” History of Science 37, no. 4 (1999). 

			Solow, Robert M. “A Contribution to the Theory of Economic Growth.” Quarterly Journal of Economics 70, no. 1 (February 1956): 65–94. https://doi.org/10.2307/1884513.

			Sornette, Didier. “Nurturing Breakthroughs: Lessons from Complexity Theory.” Journal of Economic Interaction and Coordination 3 (2) (2008): 165.

			Smil, Vaclav. Invention and Innovation: A Brief History of Hype and Failure. Cambridge, MA: MIT Press, 2023.

			Spengler, Oswald. The Decline of the West. Oxford: Oxford University Press, 1991.

			Stanley, Kenneth O., and Joel Lehman. Why Greatness Cannot Be Planned: The Myth of the Objective. Cham, Switzerland: Springer, 2015.

			Swan, Shanna H., and Stacey Colino. Count Down: How Our Modern World Is Threatening Sperm Counts, Altering Male and Female Reproductive Development, and Imperiling the Future of the Human Race. New York: Scribner, 2022.

			Thiel, Peter, and Blake Masters. Zero to One: Notes on Startups, or How to Build the Future. New York: Crown Business, 2014.

			Travison, Thomas G., Andre B. Araujo, Amy B. O’Donnell, Varant Kupelian, and John B. McKinlay. “A Population-Level Decline in Serum Testosterone Levels in American Men.” The Journal of Clinical Endocrinology & Metabolism 92, no. 1 (2007): 196–202. 

			Tucker, William. “Complex Questions: The New Science of Spontaneous Order.” Reason, January 1996.

			Turchin, Peter. War and Peace and War: The Rise and Fall of Empires. London: Penguin, 2007. 

			United Nations Department of Economic and Social Affairs. World Population Ageing 2019. New York: United Nations, 2020. https://www.un.org/development/desa/pd/news/world-population-ageing-2019. 

			Vijg, Jan. The American Technological Challenge: Stagnation and Decline in the 21st Century. New York: Algora Publishing, 2011.

			Virilio, Paul. “Cyberwar, God and Television,” interview by Louise Wilson, CTheory 21 (1994). https://journals.uvic.ca/index.php/ctheory/article/view/14355/5131.

			Virilio, Paul. The Lost Dimension. New York: Semiotext(e), 1991.

			Virilio, Paul. Speed and Politics. Cambridge, MA: MIT Press, 2006.

			Vollrath, Dietrich. Fully Grown: Why a Stagnant Economy Is a Sign of Success. Chicago: The University of Chicago Press, 2020.

			Wang, Jian, Reinhilde Veugelers, and Paula E. Stephan. “Bias Against Novelty in Science: A Cautionary Tale for Users of Bibliometric Indicators.” Ewing Marion Kauffman Foundation Research Paper Series (2015).

			Wibral, Matthias, Thomas Dohmen, Dietrich Klingmüller, Bernd Weber, and Armin Falk. “Testosterone Administration Reduces Lying in Men." PLoS ONE 7, no. 10 (2012): e46774.

			Wilson, William A. “Scientific Regress.” First Things, May 2016. https://www.firstthings.com/article/2016/05/scientific-regress. 

			Wu, Lingfei, Dashun Wang, and James A. Evans. “Large Teams Develop and Small Teams Disrupt Science and Technology.” Nature 566 (2019): 378–382.

			


Chapter 2

			Brassier, Ray. “Prometheanism and Its Critics.” In #Accelerate: The Accelerationist Reader, edited by Robin Mackay and Armen Avanessian. Falmouth, United Kingdom: Urbanomic, 2014.

			Chauvin, K., D. Laibson, and J. Mollerstrom. “Asset Bubbles and the Cost of Economic Fluctuations.” Journal of Money, Credit and Banking 43, suppl. 1 (2011): 233–260.

			Chinoy, Sahil, Nathan Nunn, Sandra Sequeira, and Stefanie Stantcheva. “Zero-Sum Thinking and the Roots of U.S. Political Divides.” NBER Working Paper, September 2023. https://www.nber.org/papers/w31688. 

			De Solla Price, Derek. Science Since Babylon. New Haven: Yale University Press, 1975.

			Farmer, Roger E. A. “The Stock Market Crash Really Did Cause the Great Recession.” Oxford Bulletin of Economics and Statistics 77, no. 5 (2015): 617–633.

			Girard, René. Things Hidden Since the Foundation of the World. Redwood City, CA: Stanford University Press, 1987.

			Girard, René. Violence and the Sacred. Baltimore, MD: Johns Hopkins University Press, 1979.

			Gisler, Monika, and Didier Sornette. “Exuberant Innovations: The Apollo Program.” Society 46, no. 1 (2009): 55–68.

			Gisler, Monika, Didier Sornette, and Ryan Woodard. “Innovation as a Social Bubble: The Example of the Human Genome Project.” Research Policy 40 (2011): 1412–1425.

			Graham, Paul. “What Happened to Yahoo.” paulgraham.com, August 2010. https://paulgraham.com/yahoo.html. 

			Gross, Daniel. Pop! Why Bubbles Are Great for the Economy. San Francisco: HarperCollins, 2007.

			Gumbrecht, Hans Ulrich. Our Broad Present: Time and Contemporary Culture. New York: Columbia University Press: 2014.

			Hobart, Byrne, and Tobias Huber. “Manias and Mimesis: Applying René Girard’s Mimetic Theory to Financial Bubbles.” SSRN (October 11, 2019). http://dx.doi.org/10.2139/ssrn.3469465.

			Hollandsworth, Skip. “There Will Be Boone.” Texas Monthly, September 2008. www.texasmonthly.com/news-politics/there-will-be-boone/. 

			Hoppe, Hans-Hermann. Democracy: The God That Failed. London: Transaction, 2001.

			Huber, Tobias. “Bubbles As Innovation Accelerators.” NewCo Shift, July 3, 2017. https://medium.com/newco/innovative-exuberance-ad75ee39f4c5. 

			Huber, Tobias, and Didier Sornette. “Boom, Bust, and Bitcoin: Bitcoin Bubbles as Innovation Accelerators.” Journal of Economic Issues 56, no. 1 (2022): 113–136. 

			Isaacson, Walter. Elon Musk. New York: Simon & Schuster, 2023.

			Janeway, William H. Doing Capitalism in the Innovation Economy. Cambridge: Cambridge University Press, 2012.

			Mackay, Charles. Extraordinary Popular Delusions and the Madness of Crowds. New York: Simon and Schuster, 2012.

			Merton, Robert K. “The Self-Fulfilling Prophecy.” The Antioch Review 8, No. 2 (1948): 193–210.

			Odlyzko, Andrew. “Collective Hallucinations and Inefficient Markets: The British Railway Mania of the 1840s.” SSRN (January 15, 2010). http://dx.doi.org/10.2139/ssrn.1537338.

			Perez, Carlota. Technological Revolutions and Financial Capital. Cheltenham: Edward Elgar Publishing, 2003.

			Potts, Jason. “Hype As a Public Good for Innovation.” SSRN (March 16, 2017). https://ssrn.com/abstract=2934675. 

			Rosner, Joshua. “Housing in the New Millennium: A Home Without Equity Is Just a Rental with Debt.” SSRN (June 29, 2001). http://dx.doi.org/10.2139/ssrn.1162456.

			Scott, James C. Seeing Like a State: How Certain Schemes to Improve the Human Condition Have Failed. New Haven, CT: Yale University Press, 2020.

			Sornette, Didier. “Nurturing Breakthroughs: Lessons from Complexity Theory.” Journal of Economic Interaction and Coordination 3, no. 2 (2008).

			Vernon, Austin, and Eli Dourado. “Energy Superabundance: How Cheap, Abundant Energy Will Shape Our Future.” The Center for Growth and Opportunity Policy Paper, June 2022.

			Wang, Dan. “Definite Optimism as Human Capital,” August 7, 2017, https://danwang.co/definite-optimism-as-human-capital/.

			Washington Mutual, Inc. “Current Report: Pursuant to Section 13 or 15(d) of the Securities Exchange Act of 1934.” Securities and Exchange Commission, December 21, 2001. https://www.sec.gov/Archives/edgar/data/933136/000090730301500126/dime8k.txt. 

			Zuckerman, Gregory. The Greatest Trade Ever: The Behind-the-Scenes Story of How John Paulson Defied Wall Street and Made Financial History. New York: Crown Business, 2010.

			


Chapter 3

			Anderson, Oscar E., and Hewlett, Richard G., A History of the United States Atomic Energy Commission, Volume I: The New World, 1939-1946. University Park, PA: The Pennsylvania State University Press, 1962.

			“Beta 3 at Y–12: Manhattan Project National Park.” National Park Service, accessed October 2023. https://www.nps.gov/places/000/beta-3-at-y-12.htm.

			Bird, Kai, and Martin J. Sherwin. American Prometheus: The Triumph and Tragedy of J. Robert Oppenheimer. New York: Vintage Books, 2006.

			Chang, Kenneth. “Victor Weisskopf, a Manhattan Project Physicist, Dies at 93.” The New York Times, April 25, 2002, https://www.nytimes.com/2002/04/25/us/victor-weisskopf-a-manhattan-project-physicist-dies-at-93.html. 

			Fakley, Dennis C. “The British Mission.” Atomic Archive, https://www.atomicarchive.com/history/british-mission/index.html. 

			Frosch, Dan. “Atomic Pioneers Gather Again to Recall Manhattan Project.” The New York Times, October 6, 2006.

			Fussell, Paul. Thank God for the Atom Bomb and Other Essays. Oxford: Oxford University Press, 1988. 

			Groueff, Stephane. Manhattan Project: The Untold Story of the Making of the Atomic Bomb. Lincoln, NE: iUniverse, 2000

			Rhodes, Richard. The Making of the Atomic Bomb. New York: Simon & Schuster, 1986.

			Sparrow, James T. “‘Our River of Power Flowing toward War’: David Lilienthal, the TVA, and the Evisceration of the Concept of Public Utility in the American Century.” Paper presented to the Colloquium in Work, Labor and Political Economy University of California–Santa Barbara, May 3, 2019. https://labor.history.ucsb.edu/sites/default/files/sitefiles/lilienthal-sparrow.pdf. 

			


Chapter 4

			Andrews, James T. “In Search of a Red Cosmos: Space Exploration, Public Culture, and Soviet Society.” In Societal Impact of Spaceflight, edited by Steven J. Dick and Roger D. Launius. Washington, DC: National Aeronautics and Space Administration, 2007.

			“Apollo Program Management, Staff Study for the Subcommittee on NASA Oversight,” Committee on Science and Astronautics, United States House of Representatives, 91st Congress. Washington, DC: Government Printing Office, 1969.

			Austin, Richard. “New Fight over the Moon Race.” Fortune, November 1963. 

			Bizony, Piers. The Man Who Ran the Moon: James Webb, JFK and the Secret History of Project Apollo. London: Icon Books, 2006.

			Blumenthal, Ralph. “German-Born NASA Expert Quits U.S to Avoid a War Crime Suit.” The New York Times, October 18, 1984.

			Carter, John. Sex and Rockets: The Occult World of Jack Parsons, Port Townsend, Washington: Feral House, 2004.

			Chaikin, Andrew. “Live from the Moon: The Societal Impact of Apollo.” In Societal Impact of Spaceflight, edited by Steven J. Dick and Roger D. Launius. Washington, DC: National Aeronautics and Space Administration, 2007.

			Congressional Record, 25 May 1961, Vol. 107, pt. 7: 8, 881.

			Dallek, Robert. “Johnson, Project Apollo, and the Politics of Space Program Planning.” In Spaceflight and the Myth of Presidential Leadership, edited by Roger D. Launius and Howard E. McCurdy. Champaign, IL: University of Illinois Press, 1997. 

			Etzioni, Amitai. The Moon-Doggle: Domestic and International Implications of the Space Race. New York, Doubleday, 1964.

			Etzioni, Amitai. “The Apollo Project Question No One Dares Ask: Was It Worth It?” National Interest, July 2019. https://nationalinterest.org/feature/apollo-project-question-no-one-dares-ask-was-it-worth-it-67892.

			Fishman, Charles. One Giant Leap: The Impossible Mission That Flew Us to the Moon. New York City: Simon & Schuster, 2020.

			Fukuyama, Francis. The End of History and the Last Man. New York City: Simon and Schuster, 2006.

			Gisler, Monika, and Didier Sornette, “Exuberant Innovations: The Apollo Program.” Society 46.1 2009: 55-68.

			Graeber, David. “Of Flying Cars and the Declining Rate of Profit.” The Baffler no. 19, March 2012, https://thebaffler.com/salvos/of-flying-cars-and-the-declining-rate-of-profit. 

			Griffin, Michael. Leadership in Space: Selected Speeches of NASA Administrator Michael Griffin, May 2005-October 2008. Washington, DC: National Aeronautics and Space Administration, 2008.

			Isaacson, Walter. Elon Musk. New York: Simon & Schuster (September 12, 2023).

			Johnson, Stephen. The Secret of Apollo: Systems Management in American and European Space Programs. Baltimore, MD: Johns Hopkins University Press, 2006.

			Jukic, Marko. “The Only Reason to Explore Space.” Palladium, August 2023.

			Kurzweil, Ray. The Singularity Is Near: When Humans Transcend Biology. New York: Penguin, 2005.

			Labatut, Benjamín. The MANIAC. London: Pushkin Press, 2023.

			Launius, Roger D. Frontiers of Space Exploration. Westport, CT: Greenwood Press, 2004.

			Launius, Roger D. “What Are Turning Points in History, and What Were They for the Space Age?” In Societal Impact of Spaceflight, edited by Steven J. Dick and Roger D. Launius. Washington, DC: National Aeronautics and Space Administration, 2007.

			Logsdon, John M. “Project Apollo: Americans to the Moon.” In Exploring the Unknown: Selected Documents in the History of the US Civil Space Program, Volume VII: Human Spaceflight: Projects Mercury, Gemini, and Apollo. Edited by John M. Logsdon. Washington, DC: National Aeronautics and Space Administration, 2001.

			Logsdon, John M. “Space in the Post-Cold War Environment.” In Societal Impact of Spaceflight, edited by Steven J. Dick and Roger D. Launius. Washington, DC: National Aeronautics and Space Administration, 2007.

			McConnell, Malcolm. Challenger: A Major Malfunction. New York: Doubleday Books, 1987.

			McDougall, Walter A. The Heavens and the Earth: A Political History of the Space Age. New York: Basic Books, 1985.

			Mindell, David A., Digital Apollo: Human and Machine in Spaceflight. Cambridge, MA: The MIT Press, 2011.

			Moore, Gordon E. “Cramming More Components Onto Integrated Circuits.” Proceedings of the IEEE 86, no. 1 (1998): 82–85.

			Murray, Charles, and Catherine Bly Cox. Apollo: The Race to the Moon. New York: Simon & Schuster, 1989.

			“Neil A. Armstrong Interviewed by Dr. Stephen E. Ambrose and Dr. Douglas,” NASA Johnson Space Oral History Project. September 19, 2001, https://www.nasa.gov/sites/default/files/62281main_armstrong_oralhistory.pdf. 

			Neufeld, Michael J. Von Braun: Dreamer of Space, Engineer of War. New York: Alfred A. Knopf, 2007.

			Nye, David E. American Technological Sublime. Cambridge, MA: MIT Press, 1994.

			Orloff, Richard W. and David M. Harland, Apollo: The Definitive Sourcebook. New York: Springer, 2006.

			Sadeh, Eligar. “Impacts of the Apollo program on NASA, the Space Community, and Society.” In Historical Studies of the Societal Impact of Spaceflight, edited by Steven J. Dick. Washington, DC: NASA History Program Office, 2015.

			Schmitt, Harrion. “Risk and Reward in Apollo.” In Risk and Exploration. Earth, Sea, and the Stars, edited by Steven J. Dick, Keith L. Cowing. NASA Administrator’s Symposium, September 26–29, 2004, Naval Postgraduate School, Monterey, California. Washington, DC: National Aeronautics and Space Administration, 2004.

			Serres, Michel. Statues: The Second Book of Foundations. New York: Bloomsbury Publishing, 2015.

			Shesol, Jeff. “Lyndon Johnson’s Unsung Role in Sending Americans to the Moon.” The New Yorker, July 20, 2019.

			Slotkin, Arthur L. Doing the Impossible: George E. Mueller and the Management of NASA’s Human Spaceflight Program. New York: Springer Science & Business Media, 2012.

			“Space: The New Ocean.” Time, March 2, 1962. https://time.com/archive/6872956/space-the-new-ocean/.

			Spengler, Oswald. The Decline of the West. Oxford: Oxford University Press, 1991.

			Spengler, Oswald. Man and Technics: A Contribution to a Philosophy of Life. London: George Allen & Unwin, 1932.

			Westwick, Peter J. 2007. Into the Black: JPL and the American Space Program, 1976–2004. New Haven, CT: Yale University Press.

			Witkin, Richard. “Lunar Program in Crisis.” The New York Times, July 13, 1963. https://www.nytimes.com/1963/07/13/archives/lunar-program-in-crisis-observers-see-delay-and-rising-cost-unless.html. 

			


Chapter 5

			Bauer, Luc Olivier, and E. Marshall Wilder. The Microchip Revolution: A Brief History. Independently published, 2020.

			Cho, Dong-Sung, and Mathews, John A., Tiger Technology: The Creation of a Semiconductor Industry in East Asia. Cambridge, UK: Cambridge University Press, 2007.

			Clover, Juli. “Apple M1 Chip: Everything You Need to Know.” MacRumors, October 13, 2022. https://www.macrumors.com/guide/m1/. 

			De Solla Price, Derrick. Science Since Babylon. New Haven: Yale University Press, 1975.

			Deloitte. “Semiconductors—the Next Wave: Opportunities and Winning Strategies for Semiconductor Companies.” April 2019. http://web.archive.org/web/20191011213511/https://www2.deloitte.com/content/dam/Deloitte/cn/Documents/technology-media-telecommunications/deloitte-cn-tmt-semiconductors-the-next-wave-en-190422.pdf.

			Fisher, Philip A., Common Stocks and Uncommon Profits and Other Writings. Hoboken, NJ: John Wiley & Sons, 2015.

			Forester, Tom. “How Japan Became No. 1 in IT.” Policy and Science 6, no. 1 (June 1993): 25–32.

			Hoddeson, Lillina, and Riordan, Michael, Crystal Fire: The Invention of the Transistor and the Birth of the Information Age. London: W. W. Norton & Company, 1998.

			Kidder, Tracy. The Soul of a New Machine. Boston: Little, Brown and Company, 2011. 

			Lécuyer, Christophe. Making Silicon Valley: Innovation and the Growth of High Tech, 1930-1970. Cambridge, MA: MIT Press, 2006.

			Mallaby, Sebastian. The Power Law: Venture Capital and the Art of Disruption. New York: Penguin Press, 2022.

			Malone, Michael S. The Intel Trinity: How Robert Noyce, Gordon Moore, and Andy Grove Built the World’s Most Important Company. San Francisco: Harper Collins, 2014.

			Malone, Michael S. The Big Score. San Francisco: Stripe Press, 2021.

			Manes, Stephen, and Paul Andrews. Gates: How Microsoft’s Mogul Reinvented an Industry—and Made Himself the Richest Man in America. New York: Doubleday, 1993.

			Mindell, David A., Digital Apollo: Human and Machine in Spaceflight. Cambridge, MA: The MIT Press, 2011.

			Moore, Gordon E. “Cramming More Components Onto Integrated Circuits.” Proceedings of the IEEE 86, no. 1 (1998): 82–85.

			Nenni, Daniel, and Paul Michael McLellan. Fabless: The Transformation of the Semiconductor Industry. SemiWiki.com Project, 2014. 

			Neumann, Jerry. “Heat Death: Venture Capital in the 1980s.” Reaction Wheel, January 8, 2015, https://reactionwheel.net/2015/01/80s-vc.html.

			Nye, David E. American Technological Sublime. Cambridge, MA: MIT Press, 1994.

			O’Mara, Margaret. The Code: Silicon Valley and the Remaking of America. New York: Penguin Press, 2019.

			Pirtle III, Caleb, Engineering the World: Stories from the First 75 Years of Texas Instruments. Dallas, TX: Southern Methodist University Press, 2016.

			Reid, T. R. The Chip: How Two Americans Invented the Microchip and Launched a Revolution. New York: Random House Trade Paperbacks, 2001.

			Rensin, David. “The Bill Gates Interview.” Playboy, July 1994.

			Shurkin, Joel, Broken Genius: The Rise and Fall of William Shockley, Creator of the Electronic Age. New York: Palgrave Macmillan, 2006.

			Smith, Adam. The Money Game. New York: Open Road Media, 2015.

			Sneed, Annie. “Moore’s Law Keeps Going, Defying Expectations.” Scientific American, May 19, 2005. https://www.scientificamerican.com/article/moore-s-law-keeps-going-defying-expectations. 

			Waldrop, M. Mitchell. The Dream Machine. San Francisco: Stripe Press, 2017.

			“War Department Technical Manual: Radio Set SCR-300-A.” February 1945. http://www.scr300.org/. 

			Wolfe, Tom. “The Tinkerings of Robert Noyce.” Esquire, December 1983.

			


Chapter 6

			Bennis, Warren G., and Patricia Ward Biederman. Organizing Genius: The Secrets of Creative Collaboration. New York: Basic Books, 2007.

			Bernstein, Peter L. Capital Ideas: The Improbable Origins of Modern Wall Street. New York: Simon and Schuster, 1993.

			Brooks, John. Business Adventures: Twelve Classic Tales from the World of Wall Street. New York: Open Road Media, 2014.

			Bush, Vannevar. “As We May Think.” The Atlantic Monthly 176, no. 1 (1945): 101–108.

			Conant, Jennet. Tuxedo Park: A Wall Street Tycoon and the Secret Palace of Science That Changed the Course of World War II. New York: Simon and Schuster, 2013.

			“Corporations: Du Pont Tells Its Story.” Time, March 18, 1946. https://content.time.com/time/subscriber/article/0,33009,934496,00.html. 

			Engelbrecht, Helmuth Carol, and Frank Cleary Hanighen. Merchants of Death. Garden City, NY: Garden City Publishing Company, 1934.

			Gertner, Jon. The Idea Factory: Bell Labs and the Great Age of American Innovation. London: Penguin, 2012.

			Hamming, Richard W. The Art of Doing Science and Engineering: Learning to Learn. San Francisco: Stripe Press, 2020.

			Hertzfeld, Andy. “A Rich Neighbor Named Xerox.” Folklore.org, November 1983.

			Hertzfeld, Andy. Revolution in the Valley: The Insanely Great Story of How the Mac Was Made. Sebastopol, CA: O’Reilly Media, Inc., 2004.

			Hiltzik, Michael, A. Dealers of Lightning: Xerox PARC and the Dawn of the Computer Age. New York: HarperCollins, 1999.

			Hounshell, David A., and Smith, John Kenly, Science and Corporate Strategy: Du Pont R and D, 1902–1980. Cambridge, UK: Cambridge University Press, 1988.

			“Kelly’s 14 Rules,” Lockheed Martin, https://www.lockheedmartin.com/content/dam/lockheed-martin/aero/photo/skunkworks/kellys-14-rules.pdf. 

			Krepinevich, Andrew F. Origins of Victory: How Disruptive Military Innovation Determines the Fates of Great Powers. New Haven: Yale University Press, 2023.

			Kueber, Pam. “Wall-to-wall Carpeting History from the 1950s to Today: An Exclusive Interview with Emily Morrow, Shaw Floors.” Retro Renovation, January 16, 2012. https://retrorenovation.com/2012/01/16/wall-to-wall-carpeting-history-from-the-1950s-to-today-an-exclusive-interview-with-emily-morrow-shaw-floors/. 

			Perry, Tekla S., and Paul Wallich. “Inside the PARC: The Information Architects.” IEEE Spectrum 22, no. 10 (1985): 62-76.

			Reich, Leonard S., The Making of American Industrial Research: Science and Business at GE and Bell, 1876–1926. Cambridge, UK: Cambridge University Press, 2022.

			Rich, Ben R., and Leo Janos. Skunk Works: A Personal Memoir of My Years at Lockheed. London: Little, Brown and Company, 1994.

			“S&P 500 PE Ratio—90 Years Historical Chart.” MacroTrends, accessed October 2023. https://www.macrotrends.net/2577/sp-500-pe-ratio-price-to-earnings-chart. 

			Wang, Dan. “Definite Optimism as Human Capital,” August 7, 2017, https://danwang.co/definite-optimism-as-human-capital/.

			


Chapter 7

			Burrough, Bryan. The Big Rich: The Rise and Fall of the Greatest Texas Oil Fortunes. New York: Penguin Press, 2010.

			Cann, Geoffrey. Bits, Bytes, and Barrels: The Digital Transformation of Oil and Gas. MADCann Press, 2019.

			Clifford, Catherine. “Elon Musk: Tesla’s Work ‘Supersedes Political Parties, Race, Creed, Religion.’” CNBC, November 6, 2018. https://www.cnbc.com/2018/11/05/elon-musk-teslas-work-is-important-to-the-future-of-the-world.html.

			“CO2 Emissions (kg per PPP $ of GDP)—China, United States, Middle Income,” The World Bank, https://data.worldbank.org/indicator/EN.ATM.CO2E.PP.GD?locations=CN-US-XP. 

			Davis, Scott, Carter Copeland, and Rob Wertheimer. Lessons from the Titans: What Companies in the New Economy Can Learn from the Great Industrial Giants to Drive Sustainable Success. New York: McGraw-Hill, 2020.

			Dawkins, Richard. The Selfish Gene, 30th Anniversary Edition. Oxford: Oxford University Press, 2006.

			Doerr, John, “Salvation (and Profit) in Greentech,” Ted Talk, 2007, https://www.ted.com/talks/john_doerr_sees_salvation_and_profit_in_greentech.

			Downey, Morgan, Oil 101. Wooden Table Press, 2009.

			Epstein, Alex. Fossil Future: Why Global Human Flourishing Requires More Oil, Coal, and Natural Gas—Not Less. New York City: Penguin, 2022.

			Feuerbach, Ludwig. The Essence of Christianity. New York City: Barnes & Noble Publishing, 2004.

			George, Eric, and George, Jacqueline, Fracking 101: A Beginner’s Guide to Hydraulic Fracturing. Scotts Valley, CA: CreateSpace, 2016.

			Giorgis, Vincent, Tobias A. Huber, and Didier Sornette. “‘Salvation and Profit’: Deconstructing the Clean-Tech Bubble.” Technology Analysis & Strategic Management (2022): 1–13.

			Godin, Benoît. Innovation Contested: The Idea of Innovation Over the Centuries. New York: Routledge, 2015.

			Gold, Russell, The Boom: How Fracking Ignited the American Energy Revolution and Changed the World. New York: Simon & Schuster, 2014.

			McLean, Bethany. Saudi America: The Truth About Fracking and How It’s Changing the World. New York: Columbia Global Reports, 2018.

			Nicholas, Tom. VC: An American History. Cambridge, MA: Harvard University Press, 2019. 

			Orléan, André. 1987. “Anticipations et Conventions en Situation d’Incertitude.” Cahiers d’Économie Politique 13: 153–172.

			Rhodes, Richard. Energy: A Human History. New York: Simon & Schuster, 2018.

			Sernovitz, Gary. The Green and the Black: The Complete Story of the Shale Revolution, the Fight over Fracking, and the Future of Energy. New York: St. Martin’s Press, 2016.

			Shiller, Robert. “Narrative Economics,” American Economic Review 107, no. 4 (2017), 967-1004.

			Sornette, Didier. Why Stock Markets Crash: Critical Events in Complex Financial Systems. Princeton, NJ: Princeton University Press, 2017.

			Steffy, Loren C., George P. Mitchell: Fracking, Sustainability, and an Unorthodox Quest to Save the Planet. College Station, TX: Texas A&M University Press, 2019.

			Tesla. “Tesla Unveils Model 3.” YouTube video, uploaded April 1, 2016. https://www.youtube.com/watch?v=Q4VGQPk2Dl8.

			“The Great Compression: Implications of COVID-19 for the US Shale Industry,” Deloitte, https://www2.deloitte.com/content/dam/Deloitte/us/Documents/energy-resources/us-the-great-compression.pdf. 

			Weart, Spencer R. The Rise of Nuclear Fear. Cambridge, MA: Harvard University Press, 2012.

			Yergin, Daniel. The Prize: The Epic Quest for Oil, Money, and Power. New York: Simon & Schuster, 1990.

			Yergin, Daniel. The Quest: Energy, Security, and the Remaking of the Modern World. London: Penguin, 2011.

			Zuckerman, Gregory. The Frackers: The Outrageous Inside Story of the New Billionaire Wildcatters. New York: Penguin, 2013.

			


Chapter 8

			Ammous, Saifedean. The Bitcoin Standard: The Decentralized Alternative to Central Banking. Hoboken, NJ: John Wiley & Sons, 2018.

			Ammous, Saifedean. The Fiat Standard: The Debt Slavery Alternative to Human Civilization. Self-published, 2021.

			Ammous, Saifedean. “Slowdown: Aviation and Modernity’s Lost Dynamism.” The Journal of Applied Business and Economics 20 (2018): 201–210.

			Arthur, W. Brian. The Nature of Technology: What It Is and How It Evolves. New York: Simon and Schuster, 2009.

			Bansal, Dhruv. “Bitcoin Data Science (Pt. 1): HODL Waves.” Unchained Capital, January 17, 2023. www.unchained-capital.com/blog/hodl-waves-1.

			Boyapati, Vijay. “The Bullish Case for Bitcoin.” Medium, March 2, 2018, www.medium.com/@vijayboyapati/the-bullish-case-forbitcoin-6ecc8bdecc1.

			Chaum, David. “Blind Signatures for Untraceable Cash.” Advances in Cryptology Proceedings 82, no. 3 (1983).

			Chauvin, K., D. Laibson, and J. Mollerstrom. “Asset Bubbles and the Cost of Economic Fluctuations.” Journal of Money, Credit and Banking 43 (Suppl. 1) (2011), 233-260.

			Dai, Wei. “B-Money.” 1998. www.weidai.com/bmoney.txt.

			Dwork, Cynthia, and Moni Noar. “Pricing via Processing or Combatting Junk Mail.” Annual International Cryptology Conference, edited by Ernest F. Brickell. Berlin: Springer, 1992.

			Haber, Stuart, and W. Scott Stornetta. “How to Time-Stamp a Digital Document.” Journal of Cryptography 3 (January 1991): 99–111. https://doi.org/10.1007/BF00196791.

			Hillegeist, Stephen A., James P. Kavourakis, and Matthew Pinnuck. “The Association Between Quarter Length, Forecast Errors, and Firms’ Voluntary Disclosures.” Accounting & Finance 63, no. 2 (2023): 1885–1918.

			Hobart, Byrne, and Tobias Huber. “Manias and Mimesis: Applying René Girard’s Mimetic Theory to Financial Bubbles.” SSRN (October 11, 2019). http://dx.doi.org/10.2139/ssrn.3469465.

			Huber, Tobias, and Didier Sornette. “Boom, Bust, and Bitcoin: Bitcoin Bubbles as Innovation Accelerators.” Journal of Economic Issues 56, no. 1 (2022): 113–136. 

			Jakobsson, Markus, and Ari Juels. “Proofs of Work and Bread Pudding Protocols.” CMS ’99: Proceedings of the IFIP TC6/TC11 Joint Working Conference on Secure Information Networks: Communications and Multimedia Security (1999): 258–272.

			Johansen, Anders, and Didier Sornette. “Shocks, Crashes and Bubbles in Financial Markets.” Brussels Economic Review 53, no. 2 (2010): 201–253.

			Kojève, Alexandre. Introduction to the Reading of Hegel: Lectures on the ‘Phenomenology of Spirit’, Ithaca, NY: Cornell University Press, 1980.

			Land, Nick. “Crypto-Current: Bitcoin and Philosophy.” October 31, 2018, https://etscrivner.github.io/cryptocurrent/.

			Moldbug, Mencius. 2013. “Bitcoin Is Money, Bitcoin Is a Bubble.” Unqualified Reservations, April 8, 2013. https://www.unqualified-reservations.org/2013/04/bitcoin-is-money-bitcoin-is-bubble/. 

			Nakamoto, Satoshi. “Bitcoin: A Peer-to-Peer Electronic Cash System.” United States Sentencing Commission, 2009. https://www.ussc.gov/sites/default/files/pdf/training/annual-national-training-seminar/2018/Emerging_Tech_Bitcoin_Crypto.pdf. 

			Nakamoto, Satoshi. “Bitcoin Open Source Implementation of P2P Currency.” Satoshi Nakamoto Institute, February 11, 2009. https://satoshi.nakamotoinstitute.org/posts/p2pfoundation/threads/1/. 

			Nakamoto, Satoshi. “Re: They Want to Delete the Wikipedia Article.” Bitcoin Talk, July 20, 2010. www.bitcointalk.org/index.php?topic=342.msg4508#msg4508.

			Narayanan, Arvind, and Jeremy Clark. “Bitcoin’s Academic Pedigree.” Communications of the ACM 60 (12) 2017: 36–45.

			Orléan, André. “Mimetic Contagion and Speculative Bubbles.” Theory and Decision 27 (1989): 63–92.

			Rochard, Pierre. “Bitcoin Governance.” Medium, July 19, 2018. https://pierre-rochard.medium.com/bitcoin-governance-37e86299470f. 

			Sornette, Didier. Why Stock Markets Crash: Critical Events in Complex Financial Systems. Princeton, NJ: Princeton University Press, 2017.

			Sornette, Didier, and Peter Cauwels. 2015. “Financial Bubbles: Mechanisms and Diagnostics.” Review of Behavioral Economics 2 (3) (2015): 279–305.

			Szabo, Nick. “Bit Gold,” Unenumerated, December 27, 2008. www.unenumerated.blogspot.com/2005/12/bit-gold.html.

			Thiel, Peter. “The End of the Future.” National Review, October 3, 2011. https://www.nationalreview.com/2011/10/end-future-peter-thiel/. 

			Thiel, Peter, and Blake Masters. Zero to One: Notes on Startups, or How to Build the Future. New York: Crown Business, 2014.

			Wheatley, Spencer, Didier Sornette, Max Reppen, Tobias Huber, and Robert Gantner. “Are Bitcoin Bubbles Predictable? Combining a Generalised Metcalfe’s Law and the LPPLS Model.” Royal Society Open Science 6, no. 6 (June 2019): 1–13.

			


Chapter 9

			Agamben, Giorgio. The Time That Remains: A Commentary on the Letter to the Romans. Redwood City, CA: Stanford University Press, 2005.

			Agamben, Giorgio. The Kingdom and the Glory: For a Theological Genealogy of Economy and Government. Redwood City, CA: Stanford University Press, 2011.

			Agamben, Giorgio. Where Are We Now?: The Epidemic as Politics. London: Eris, 2021.

			Bataille, Georges. The Accursed Share: An Essay on General Economy. New York: Zone Books, 1988.

			Carlyle, Thomas. On Heroes, Hero Worship, and the Heroic in History. London: Chapman and Hall, 2009, 64.

			CCRU. Writings 1997–2003. Falmouth: Urbanomic Media: 2017.

			Cullmann, Oscar. Christ and Time: The Primitive Christian Conception of Time and History. London: SCM Press, 1962. 

			Deleuze, Gilles and Félix Guattari. Anti-Oedipus: Capitalism and Schizophrenia. New York: Penguin, 2009.

			De Solla Price, Derek J. Little Science, Big Science. New York: Columbia University Press, 1963.

			Eliade, Mircea. Cosmos and History: The Myth of the Eternal Return. Princeton, NJ: Princeton University Press, 1954. 

			Ellul, Jacques. The Technological Society. New York City: Vintage, 2021.

			Gillespie, Michael. The Theological Origins of Modernity. Chicago: University of Chicago Press, 2008.

			Girard, René. “Innovation and Repetition.” SubStance 19, no. 2/3 (1990): 7–20. https://doi.org/10.2307/3684663.

			Girard, René. Things Hidden Since the Foundation of the World. Redwood City, CA: Stanford University Press, 1987.

			Girard, René. Violence and the Sacred. London: Bloomsbury Publishing, 2013.

			Heidegger, Martin. Being and Time. Albany: State University of New York Press, 1996.

			Heidegger, Martin. Discourse on Thinking. New York: Harper Torchbooks, 1966.

			Heidegger, Martin. “‘Only a God Can Save Us’: The Spiegel Interview.” In Heidegger: The Man and the Thinker, edited by Thomas Sheehan. Chicago: Precedent Publishing, 1981.

			Heidegger, Martin. The Question Concerning Technology. New York: Garland Publishing, 1977.

			Herbert, Frank. Dune. London: Hodder, 2015. 

			Hobart, Byrne. “Financial Bubbles Are the Gnostic Heresy: The Voegelin-Minsky Synthesis.” Medium, January 7, 2019. https://byrnehobart.medium.com/financial-bubbles-are-the-gnostic-heresy-the-voegelin-minsky-synthesis-835a5816cdb. 

			Jukic, Marko. “The Only Reason to Explore Space.” Palladium, August 2023.

			Kaczynski, Theodore J. Technological Slavery: The Collected Writings of Theodore J. Kaczynski, Aka “The Unabomber.” Port Townsend, Washington: Feral House, 2010.

			Kelly, Kevin. What Technology Wants. New York: Viking, 2010.

			Kelly, Kevin. “The Technium: A Conversation with Kevin Kelly.” Edge.org, February 3, 2014. https://www.edge.org/conversation/kevin_kelly-the-technium. 

			Kelly, Kevin. “The Techium and the 7th Kingdom of Life.” Edge.org, July 18, 2007. https://www.edge.org/conversation/kevin_kelly-the-technium-and-the-7th-kingdom-of-life.

			Koselleck, Reinhart. Futures Past: On the Semantics of Historical Time. New York City: Columbia University Press, 2004.

			Land, Nick. The Thirst for Annihilation: Georges Bataille and Virulent Nihilism. London: Routledge, 1992.

			Land, Nick. “Teleoplexy.” In #Accelerate: The Accelerationist Reader, edited by Robin Mackay and Armen Avanessian. Falmouth: Urbanomic, 2014.

			Lyotard, Jean-François. Libidinal Economy. Bloomington: Indiana University Press, 1993. 

			Neufeld, Michael J. Von Braun: Dreamer of Space, Engineer of War. New York: Alfred A. Knopf, 2007.

			Ratzinger, Joseph. Eschatology: Death and Eternal Life. Washington, DC: The Catholic University of America Press, 1988. 

			Ratzinger, Joseph. Introduction to Christianity. New York: Herder and Herder, 2004.

			Sornette, Didier. “Nurturing Breakthroughs: Lessons from Complexity Theory.” Journal of Economic Interaction and Coordination 3 (2) (2008): 165.

			Sornette, Didier. Why Stock Markets Crash: Critical Events in Complex Financial Systems. Princeton, NJ: Princeton University Press, 2017.

			Sornette, Didier, and Peter Cauwels. 2015. “Financial Bubbles: Mechanisms and Diagnostics.” Review of Behavioral Economics 2 (3) (2015): 279–305.

			Sullivan, John Edward. Prophets of the West: An Introduction to the Philosophy of History. New York: Holt, Rinehart and Winston, 1970.

			Thiel, Peter. “Peter Thiel at the Economic Club of New York.” March 16, 2018. https://www.youtube.com/watch?v=Tg446iBq638.

			Thiel, Peter, and Blake Masters. Zero to One: Notes on Startups, or How to Build the Future. New York: Crown Business, 2014.

			


Chapter 10

			Adamsky, Dmitry. Russian Nuclear Orthodoxy: Religion, Politics, and Strategy. Redwood City, CA: Stanford University Press, 2020.

			Ammous, Saifedean. The Fiat Standard: The Debt Slavery Alternative to Human Civilization. Self-published, 2021.

			Aristotle. Politics. Chicago: University of Chicago Press, 2013.

			Beattie, Darren. Martin Heidegger’s Mathematical Dialectic: Uncovering the Structure of Modernity. PhD dissertation, Duke University, 2016.

			Benedikt, Michael. Cyberspace: First Steps. Cambridge, MA: MIT Press, 1992. 

			Benz, Ernst. The Theology of Electricity: On the Encounter and Explanation of Theology and Science in the 17th and 18th Centuries. Allison Park, PA: Pickwick Publications, 1989.

			Bostrom, Nick. Superintelligence: Paths, Dangers, Strategies. Oxford: Oxford University Press, 2014.

			CCRU. Writings 1997–2003. Falmouth: Urbanomic Media: 2017.

			Chantre, Benoît. “The Steeple of Combray: From ‘Vertical’ to ‘Deviated’ Transcendence.” Religion & Literature 43, no. 3 (2011): 158–164.

			Crevier, Daniel. AI: The Tumultuous History of the Search for Artificial Intelligence. New York: Basic Books, 1993.

			Davis, Erik. TechGnosis: Myth, Magic, and Mysticism in the Age of Information. Berkeley, CA: North Atlantic Books, 2015.

			Doerr, John, “Salvation (and Profit) in Greentech,” Ted Talk, 2007, https://www.ted.com/talks/john_doerr_sees_salvation_and_profit_in_greentech.

			De Grey, Aubrey. “Escape Velocity: Why the Prospect of Extreme Human Life Extension Matters Now.” PLOS Biology 2, no. 6: 723–726. doi:10.1371/journal.pbio.0020187. 

			Gies, Frances, and Joseph Gies. Cathedral, Forge, and Waterwheel: Technology and Invention in the Middle Ages. New York: HarperCollins, 1994.

			Gillespie, Michael. Hegel, Heidegger, and the Ground of History. Chicago: University of Chicago Press, 1984.

			Gimpel, Jean. The Cathedral Builders. London: Pimlico, 1983.

			Gisler, Monika, Didier Sornette, and Ryan Woodard. “Innovation as a Social Bubble: The Example of the Human Genome Project.” Research Policy 40 (2011): 1412–1425.

			Guattari, Félix. “Remaking Social Practices,” in The Guattari Reader, edited by Gary Genosko. Cambridge, MA: Blackwell, 1996.

			Gumbrecht, Hans Ulrich. Our Broad Present: Time and Contemporary Culture. New York City: Columbia University Press, 2014.

			Hertzfeld, Andy. “Reality Distortion Field.” Folklore.org, February 1981. https://www.folklore.org/Reality_Distortion_Field.html. 

			Hölderlin, Friedrich. “Patmos.” In The Oxford Companion to German Literature, edited by Henry Garland and Mary Garland. Oxford: Oxford University Press, 1997.

			Holland, Tom. Dominion: The Making of the Western Mind. London: Hachette UK, 2019.

			Jaeger, C. Stephen. Enchantment: On Charisma and the Sublime in the Arts of the West. Philadelphia: University of Pennsylvania Press, 2012.

			Kurzweil, Ray. The Age of Spiritual Machines: When Computers Exceed Human Intelligence. New York: Penguin, 2000.

			Kurzweil, Ray. The Singularity Is Near: When Humans Transcend Biology. New York: Penguin, 2005.

			Land, Nick. “Hyperstition: An Introduction.” Interview by Delphi Carstens, Orphan Drift, 2009. https://www.orphandriftarchive.com/articles/hyperstition-an-introduction/.

			Löwith, Karl. Meaning in History. Chicago: University of Chicago Press, 1949.

			Marinetti, Filippo Tommaso, and Umbro Apollonio. “The Futurist Manifesto.” Le Figaro 20 (1909): 39–44.

			May, Timothy C. “The Crypto Anarchist Manifesto.” In High Noon on the Electronic Frontier: Conceptual Issues in Cyberspace, edited by Peter Ludlow. Cambridge, MA: MIT Press, 1992.

			McLuhan, Marshall. “The Playboy Interview: Marshall McLuhan.” Playboy, March 1969.

			McLuhan, Marshall. Letters of Marshall McLuhan, edited by Molinaro, Matie, Corinne McLuhan, and William Toye. Oxford: Oxford University Press, 1987.

			Moltmann, Jürgen. The Coming of God: Christian Eschatology. Minneapolis, MN: Fortress Press, 1996.

			Mumford, Lewis. “An Appraisal of Lewis Mumford’s ‘Technics and Civilization’ (1934).” Daedalus 88, no. 3 (1959): 527–536.

			Noble, David. The Religion of Technology: The Divinity of Man and the Spirit of Invention. New York: Knopf, 1997. 

			Noys, Benjamin. Malign Velocities: Accelerationism and Capitalism. Winchester, United Kingdom: John Hunt Publishing, 2014.

			Pannenberg, Wolfhart. Theology and the Kingdom of God. Philadelphia: The Westminster Press, 1977.

			Pieper, Josef. The End of Time: A Meditation on the Philosophy of History. San Francisco: Ignatius Press, 2011.

			Ratzinger, Joseph. Introduction to Christianity. San Francisco: Ignatius Press, 2004.

			Rennie, John. “The Immortal Ambitions of Ray Kurzweil: A Review of Transcendent Man.” Scientific American, February 15, 2011. https://www.scientificamerican.com/article/the-immortal-ambitions-of-ray-kurzweil/. 

			Schmitt, Carl. “Gespräch mit Eduard Spranger.” In Ex Captivitate Salus. Berlin: Duncker & Humblot, 2002.

			Sinsheimer, Robert L. The Strands of Life. Berkeley, University of California Press, 1994.

			Soros, George. The Alchemy of Finance: Reading the Mind of the Market. Hoboken, NJ: John Wiley and Sons, 1987.

			Soros, George. “Financial Markets.” Speech delivered at Central European University, October 27, 2009. Open Society Foundations. https://www.opensocietyfoundations.org/uploads/2b96bb8c-e2e1-4d88-9eea-badf16d0a2b8/george-soros-financial-markets-transcript.pdf. 

			Sowell, Thomas. A Conflict of Visions: Ideological Origins of Political Struggles. New York: Basic Books, 1987.

			Thiel, Peter, and Blake Masters. Zero to One: Notes on Startups, or How to Build the Future. New York: Crown Business, 2014.

			Tipler, Frank J. The Physics of Immortality: Modern Cosmology, God, and the Resurrection of the Dead. New York: Doubleday, 1994.

			Vinge, Vernor. “The Coming Technological Singularity: How to Survive in the Post-Human Era.” Article for the VISION-21 Symposium sponsored by NASA Lewis Research Center and the Ohio Aerospace Institute, March 30-31, 1993. https://edoras.sdsu.edu/~vinge/misc/singularity.html. 

			Max Weber. The Protestant Ethic and the “Spirit” of Capitalism and Other Writings. London: Routledge, 2005).

			Wertheim, Margaret. “The Medieval Return of Cyberspace.” In The Virtual Dimension: Architecture, Representation, and Crash Culture, edited by John Beckmann. New York: Princeton Architectural Press, 1998.

			Wertheim, Margaret. The Pearly Gates of Cyberspace: A History of Space from Dante to the Internet. New York: W. W. Norton, 1999


		
			Acknowledgments

		
		
			We would like to thank Michael Gibson, Tyler Cowen, Patrick Collison, Jeremy Welch, Justin Murphy, Jeff Huber, Judge Glock, Philo Davidson, Paul Millerd, David Perell, Rohit Krishnan, and Dwarkesh Patel for feedback on earlier versions of this book. Thanks also to Rebecca Hiscott, Tamara Winter, and everyone at Stripe Press for making this book happen. 

			We would also like to acknowledge Emergent Ventures for their generous support. 

			We dedicate this book to our respective Pamelas, without whom this book wouldn’t have been possible.


		
			About the authors

		
		
			Byrne Hobart is an investor, consultant, and writer. He is the author of The Diff, a daily newsletter covering inflection points in finance and technology.

			Tobias Huber is a writer and investor. He has a background in philosophy and holds a doctor of science degree from ETH Zurich.

			Together, they invest in founders and startups seeking to solve complex problems at the intersection of atoms and bits with the potential for civilizational-scale impact.


		
			About Boom

		
		
			From the Moon landing to the dawning of the atomic age, the decades prior to the 1970s were characterized by the routine invention of transformative technologies at breakneck speed. By comparison, ours is an age of stagnation—of slowing median wage growth, rising inequality, and decelerated scientific discovery. In Boom, Byrne Hobart and Tobias Huber take an inductive approach to this problem. They track some of the most significant breakthroughs of the past 100 years—from the Manhattan Project and the Apollo program to Moore’s law and Bitcoin—and reverse-engineer how transformative progress arises from the same dynamics that govern financial bubbles, bringing together small groups with a unified vision, vast funding, and surprisingly poor accountability. Bubbles, they conclude, aren’t all bad—in fact, they create the ideal conditions for transformative innovation. Integrating insights from economics, philosophy, and history, Boom provides a blueprint for accelerating innovation and a path to unleash a new era of global prosperity.

images/00008.jpeg
Stripe Press
Ideas for progress
South San Francisco, California
press.stripe.com





images/00011.jpeg
PERCENTAGE OF BITCOIN AGE

166 %

BITCOIN PRICE IN USD

90 $10,000
80

$1,000
70
60 $100
50

$10
40
38 $1
20

$0.1
18
0%

2009 2010 2011 2012 2013 2014 2015 2016 2017 2018 2019 2026

AGE BANDS
N . 5 8 2 B B B
<1 1-7 7-30 1-3 3-6 6-12 12-18 18-24 2-3 3-5 >5

| | 1 |1 I
DAYS MONTHS YEARS






images/00009.jpeg
BOOM

Bubbles and
the End of
Stagnation

Byrne Hobart
and Tobias Huber





images/00010.jpeg
INCREASING
NETWORK SECURITY

INCREASING ,_\ INCREASING

MINING PRICE

PROFITABILITY \
R INCREASING
INCREASING DEMAND
HASH POWER

~__ _*

INCREASING
ADOPTION





cover.jpeg
BOOM * Bubbles and the
*  End of Stagnation

Byrne Hobart
and Tobias Huber






images/00012.jpeg
RIVALROUS
COMPETITION

SOCTAL ’_\ THREAT OF
STABILITY VIOLENCE

SOCIAL
RESTORATION INSTABILITY
OF ORDER

SCAPEGOATING












