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 				Prologue

				The Burning Platform

				It was February 2011, and Nokia had a problem. Once an undisputed leader in mobile technology, the company no longer could keep up with its competitors. For over a decade, Nokia had been the world’s most successful handset manufacturer. But now it was losing ground. Fast.

				With Apple’s introduction of the iPhone in 2007 and Google’s unveiling of Android in 2008, the rules of the game had changed. These were hugely successful software platforms in what was once a hardware-centric industry, and Nokia was nowhere near that stage. Its legacy operating system, Symbian, was outdated and difficult to develop software for and its next-gen operating system, MeeGo, still wasn’t ready for prime time.

				How quickly things changed. Only a generation before, Nokia had been an ailing Finnish conglomerate with stakes in everything from lumber to tires. But in the late 1980s and early 1990s, the company executed what the American Management Association called one of the “50 Best Management Saves” in history—successfully shifting focus to the mobile communications industry. There was good reason for optimism that Nokia could pull off another miracle.

				In September 2010, the company hired former Microsoft executive Stephen Elop as CEO and charged him with turning its business around.

 				Elop faced an important choice right away. Should Nokia stick with trying to develop its next-gen operating system? Or should it abandon this approach in favor of hitching its wagon to an established competitor? In January 2011, Nokia’s management was still leaning toward the former until a critical meeting changed Elop’s mind. Jo Harlow, Nokia’s head of Symbian, told Elop that MeeGo “wasn’t mature enough” and that Symbian couldn’t hold Nokia over until the new operating system was ready. A partnership with Apple’s tightly controlled iOS was out of the question, so Nokia was left deciding whether to pin its hopes on the nascent Windows Phone or Android.1

				This shift in strategy, combined with the challenge of overcoming a sclerotic bureaucratic structure, convinced Elop that the company needed to change direction. On February 4, 2011, he issued to the company’s employees what came to be known as the Burning Platform memo.2 The memo, leaked to the public a couple of days later, compared the task Nokia faced to the story of an oilman standing on a burning oil platform.

				“As the fire approached him, the man had mere seconds to react,” Elop wrote. “He could stand on the platform, and inevitably be consumed by the burning flames. Or, he could plunge 30 meters in to the freezing waters. The man was standing upon a ‘burning platform,’ and he needed to make a choice.” In Elop’s tale, the man chose to dive into the water and, against the odds, managed to survive. But the experience radically changed his behavior. The metaphor for Nokia’s troubled situation was clear. “We too, [sic] are standing on a ‘burning platform,’” Elop wrote, “and we must decide how we are going to change our behavior.”

 				The memo went on to detail many of the challenges Nokia faced. “The first iPhone shipped in 2007, and we still don’t have a product that is close to their experience. Android came on the scene just over 2 years ago, and this week they took our leadership position in smartphone volume.” MeeGo was supposed to be Nokia’s answer to the competition, but “by the end of 2011, we might have only one MeeGo product in the market,” Elop wrote. At the same time, Nokia’s legacy operating system, Symbian, was “proving to be an increasingly difficult environment in which to develop” and “leading to slowness in product development.” Even worse, while Android and the iPhone were attacking from above at the high end of the market, Chinese manufacturers were starting to make inroads from below with cheaper options.

				These challenges were serious. But they were also all symptoms of Nokia’s single biggest failure, one that Elop implicitly recognized. Nokia had missed the transformative convergence of software and hardware. It was still acting like a product company. But now the smartphone industry wasn’t really about the product; it was about the platform.

				“We’re not even fighting with the right weapons,” Elop said. “We are still too often trying to approach each price range on a device-to-device basis. The battle of devices has now become a war of ecosystems [emphasis added].”

				Speaking to the Financial Times a month after the memo was leaked to the press, Nokia’s Harlow agreed. “Our ability to change from being device-led to being software-led as the industry changed hasn’t been fast enough,” she said. “We could have been in a different position if we had been able to make the transition more quickly.”3

				Nokia was used to competing on specs or features. But, as Elop said in his memo, “our competitors aren’t taking our market share with devices; they are taking our market share with an entire ecosystem.” Elop was right. Apple and Android had taken a platform approach, building unprecedented networks of consumers and developers by connecting the two sides en masse. These other platforms didn’t win because of superior features or technology. (At the time, several Nokia phones were highly reviewed.) They won because of their ability to create whole new markets and tap into new sources of value. Elop saw it coming, but not soon enough.

				Two days after the memo was released to the public, on February 11, 2011, Elop announced Nokia’s decision to switch to Windows Phone. Elop had spoken with Google about switching to Android, but he was wary of Nokia becoming just another hardware manufacturer in an already crowded Android device market.

				Unfortunately for Elop, this decision was another mistake. Neither Nokia nor Windows Phone fared well over the next several years.

 				On September 3, 2013, after a few years of desperate experimentation, Elop announced that Nokia was selling its Devices and Services division to Microsoft in a deal that would be worth $7.2 billion.4 The sale was a clear admission of failure by Nokia, which was jettisoning all of its manufacturing and supply-chain capabilities and in essence becoming a technology and IP licensing company.

				By the beginning of 2014, Nokia’s market capitalization had declined to $30 billion. This was a stunning fall from a decade earlier, when the company’s market cap topped $200 billion. Elop had been right that Nokia was on a “burning platform.” But unlike the man in Elop’s story, Nokia couldn’t survive.

				A Platform Awakens

				The release of Elop’s “burning platform” memo torpedoed Symbian. Despite being outdated and on the decline compared to iOS and Android, at the time Symbian still held the highest market share of any mobile phone operating system. Although Symbian was not likely to stand up against its new competitors for long, Elop’s memo hastened its decline.

				It’s generally not good form for a CEO to undermine his company’s signature product, especially when a replacement isn’t already lined up. The market reacted accordingly, and Nokia’s stock price declined precipitously. Elop later admitted that his memo hurt the company because it was made public. He was taken to task for this at a Nokia board meeting later in 2011. However, for anyone running a business today, viewing Nokia’s decline simply as a case of bad management would be missing the point.

				In truth, Nokia’s undoing was part of a much larger phenomenon, of which there are many other victims, present and future. It’s easy to think of the mobile phone industry as unlike most other businesses. It is, after all, a “tech” industry, which has an easily identifiable hub of activity in Silicon Valley, with an ethos and worldview all its own. That’s why many people think of technology as fundamentally separate from much of the economy. But the smartphone wars were not an anomaly. They were the canary in our corporate coal mine. If the pressures Nokia faced don’t sound familiar to you and your company now, they soon will. Entire areas of our economy already are being remade as technology has redefined the boundaries of the modern organization and shifted or even collapsed the traditional separation between industries.

 				From the time of Nokia’s peak to now, something fundamental has changed in the business landscape. We are in a historic period where even the largest companies can rise and fall within just a few years. Sixty years ago, the average life span of a company in the S&P 500 was over fifty years. Today it’s less than fifteen. This upheaval creates tremendous peril for existing businesses, but it also creates enormous opportunities. To take advantage of this change, you need to understand why it is happening. Then you need to know how to capitalize on it. Equipping you with this knowledge is the main purpose of this book.

				Elop was on the right track when he took over Nokia. Unfortunately, it was already too late. “How did we get to this point?” he asked in his memo. “Why did we fall behind when the world around us evolved?” Answer: Nokia had failed to see the radical social and economic transformation that had taken place over the decade leading up to its demise. This transformation has fundamentally changed how businesses need to operate. Get it wrong, like Nokia, and even the most successful business will soon find itself on its own burning platform. Get it right, and there are billions and billions of dollars on the table.

				These changes will rapidly expand the frontier of what is possible, just as the Industrial Revolution did. Many tasks that seemed insurmountable a decade ago seem routine today. The magnitude of change that this technological revolution has brought to our society and economy has largely gone unnoticed. 

				However, technology alone can’t change the world. This book also is the story about the changing ways people interact with companies, products, and each other. This process started with the rise of mobile in the early part of the twenty-first century. But even today, the shift is just beginning.

				You don’t need to look far to see the difference. What may have seemed like geek fads a decade ago—mobile connections, social media, and so on—are now at the core of many thriving businesses. As a result, a new business model will continue to challenge traditional organizational structures for years to come.

 				This new business model is the platform: a business that connects two or more mutually dependent groups in a way that benefits all sides. Platforms are a radical departure from traditional business operations, most of which grew out of a twentieth-century mind-set that couldn’t have imagined the level of connectedness we have today. In plain English, platforms allow consumers and producers to connect with each other and exchange goods, services, and information. By doing this, these businesses create new markets. Think of how eBay connected buyers and sellers or how iOS and Android connected consumers and developers. Uber did the same thing for passengers and drivers, and Airbnb did it for travelers and homeowners. All of these platforms created new markets and were able to grow their networks and businesses to a size that was impossible until very recently.

				The platform business model is now the key to some of the most successful companies on the planet. At the beginning of 2016, the two companies with the highest market capitalization in the United States were platform businesses: Apple and Google (now listed as Alphabet Inc.). Many people think of Apple as a hardware manufacturer and software developer, and it is. But the secret behind Apple’s stratospheric rise in recent years is its transition from a product company to a platform company. Apple no longer just makes hardware and software. Through iOS, iTunes, and the App Store, it also offers platforms that connect buyers and sellers of every kind of digital good you can imagine. As we explain in more detail later in this chapter, this platform was what enabled Apple to replace Nokia at the top of the mobile-phone market.

				Similarly, if you think of Google as just a software developer, you’ll miss the secret to its success. All of Google’s core services are platforms, including Google Search and Android. As Android showed, Google is singularly adept at using its core search platform to establish new platforms in other, seemingly unrelated markets. And its recent acquisitions suggest that the company’s platform ambitions don’t stop with mobile phones. It has already released platforms for wearable devices and health data as well as for the connected car, and it’s using Nest, a recent acquisition best known for its Internet-connected thermostat, as a beachhead for entering the connected home. There are even rumors that Google will try to create an Uber competitor. At the same time, Google also is experimenting with an online-shopping and local-delivery platform that would go toe-to-toe with Amazon.

 				As the success of the companies mentioned above suggests, platforms have quickly become a dominant part of our economy—and they are here to stay. In fact, platform businesses will continue to grow in influence in the years and decades ahead.

				Enabled by the technological innovations of the Industrial Revolution, Henry Ford’s famous assembly line changed the shape of both industry and society. By revolutionizing how we work, how we do business, and how connect with each other, platforms will do the same.

				This shift in the balance of power was part of what Elop was getting at when he identified the “war of ecosystems” that was under way. Platforms build ecosystems; products don’t. In the late 2000s both Apple and Google were becoming platform businesses, but Nokia was not.

				As a result, Nokia’s value tanked and its once-vaunted handset division was sold at a fraction of its peak value. Meanwhile, Apple and Google transformed themselves and experienced runaway success, so much so that they have launched a spree of acquisitions as both companies have expanded into other markets like the connected home, connected healthcare, and the connected car. Competitors in those industries should be ready for what’s coming. Because in today’s world, platforms win.

				Crisis in Motion

				Just as Nokia was having its burning platform moment, trouble was brewing in Waterloo, Canada. BlackBerry, then known as Research In Motion (RIM), was undergoing its own leadership crisis.

 				Faced with a plunging stock price and shrinking market share, RIM’s shareholders were calling for founders and longtime co-CEOs Mike Lazaridis and Jim Balsillie to step down. It was a stunning development for the company that had until very recently dominated the mobile market; in 2009, Fortune named RIM the world’s fastest-growing company.5 But in just a few years, its fortunes had greatly declined. To placate their angry shareholders, Lazaridis and Balsillie agreed to establish a committee of independent directors to review the company’s management structure. Soon after, the two founders stepped down from their positions. But new CEO Thorsten Heins, who was promoted from within the company’s ranks, did not provide enough of an organizational transformation. RIM continued its decline under his watch, and he was fired in November 2013.

				How did RIM’s decline happen? In the mid-2000s, the BlackBerry was synonymous with the smartphone. But within a few years, the company had become a punch line. As with Nokia, it is easy to blame RIM’s decline on bad management. Lazaridis and Balsillie certainly didn’t help their own case, making a number of public statements over the years about their industry that in hindsight were obviously wrong. For example, Lazaridis famously called QWERTY keyboards “the most exciting mobile trend” at the very moment when RIM’s new touchscreen competitors, the iPhone and Android, were starting to eat its lunch.6

				Conventional narratives about the decline of the BlackBerry are often based on this explanation. Lazaridis and Balsillie stuck around too long. The company stopped innovating. It was too slow to market with innovative products. Its bureaucratic structure was overwrought. This mismanagement is what allowed the iPhone to deeply wound the BlackBerry and Android to put the nail in the coffin—or so the analysts say.

				In truth, all of these factors contributed to BlackBerry’s decline. But we would propose a different, simpler theory: RIM was thinking like a product company in a platform world. BlackBerry was focused on the keyboard, but that never really mattered. The key to controlling the market was the operating system and a network of third-party app developers.

				“Those in Glass Houses . . .”

				RIM essentially invented the smartphone category when it first released the BlackBerry in 1999. As future CEO Heins would later say, the company had a very clear idea what its core product was all about.7 The BlackBerry was focused on battery life, ease of typing, security, and data compression. And on those counts it delivered. Its BlackBerry Messenger application also was a major hit, giving the phone its “killer app.”

 				Over the next half decade, the BlackBerry became the leading smartphone, famous for its reliability and security as well as its iconic QWERTY keyboard. For professionals, the BlackBerry was a must-have, and in popular culture, the phone seemed to be everywhere. Presidents, prime ministers, CEOs, and celebrities across the globe swore by their BlackBerries. There was even a term invented for the growing ranks of BlackBerry addicts—“Crackberry”—which inspired its own website.

				RIM had seemingly found the magic recipe for success. By the end of 2006, the BlackBerry had nearly 40 percent market share in the United States.

				But then, on January 9, 2007, Apple announced the iPhone.

				Despite the hype around Apple’s new smartphone, RIM’s leadership initially dismissed it as an inferior competitor. RIM co-CEOs saw the iPhone as an inferior product. And, by traditional criteria, it was. Compared to a BlackBerry, the iPhone had shorter battery life. It used too much data. It wasn’t secure. And, according to Lazaridis, users wouldn’t like the touch keyboard.

				“Not everyone can type on a piece of glass,” he said. “Every laptop and virtually every other phone has a tactile keyboard. I think our design gives us an advantage.”8

				RIM’s leadership truly believed that its superior hardware would win out. In particular, the company was confident that the iPhone would never be able to compete with the BlackBerry in its core market of email-addicted professionals. After all, the BlackBerry was the phone for businesses, and companies would never switch to an insecure device with a battery that couldn’t last a day on a single charge.

				So RIM, confident that the iPhone was just a novelty, decided to stick with what worked for its established audience. In truth, RIM couldn’t abandon its existing successful business model, and updating its aging operating system would be a long and difficult process, as Balsillie noted publicly. In a statement that could now win awards for prophetic irony, Balsillie told the New York Times in April 2011 that this type of change was “almost never done” because “this transition is where tech companies go to die.”9

 				However, RIM’s confident co-CEOs turned out to be disastrously wrong. The iPhone was an immediate hit. RIM was right on one count: Companies didn’t switch from the BlackBerry. But individuals did. They wanted iPhones. And so, before long, businesses were forced to create “bring your own device” (BYOD) policies that allowed employees to pick their own phones. Not surprisingly, employees increasingly asked their companies for iPhones.

				For RIM, the bad news didn’t stop there. The iPhone’s runaway success led to the entrance of another would-be competitor. On November 5, 2007, Google unveiled its Android operating system for smartphones. As Andy Rubin, Google’s director of mobile platforms, said in his announcement, Android was “the first truly open and comprehensive platform for mobile devices.”10 The operating system would be open source and available to anyone (as opposed to Apple’s closed universe), a value proposition that would help to drive Android’s stratospheric growth in the years ahead. On the same day, to support Android, Google launched the Open Handset Alliance (OHA), a consortium of over thirty companies that included leading hardware manufacturers, such as Motorola, Samsung, and HTC, as well as a group of mobile operators that included Sprint, Nextel, and T-Mobile. Google championed Android and the OHA as the foundation for an “open ecosystem” that would increase innovation and establish the industry standard for mobile operating systems—and Google would be giving it all away for free.

				The difference between Google and its competition was stark. Google’s approach was nearly the opposite of RIM’s. Research In Motion ran a tight ship based on maintaining a closed, proprietary system. Apple’s initial strategy was similar, maintaining tight control of its hardware and software. In response, Google assembled an armada—a much more radical plan than simply introducing another direct competitor to an already crowded market.

 				Additionally, Android was built for developers, while the BlackBerry was built for businesses. Lazaridis and Balsillie thought their core customer was the head IT guy at a large company who would never allow employees to use devices like the iPhone, which didn’t have the same level of security as the BlackBerry. But Google’s approach, which Apple would soon mimic with the release of its App Store, was all about building a platform that attracted developers and consumers. This platform strategy turned out to be a far more powerful lure in the marketplace, and it is where RIM went wrong. It never understood that its core customers weren’t businesses. Rather, they were lowly independent software developers who built apps for the new devices and salespeople at Staples who recommended phones to the masses.

				RIM, like Nokia, misread the market. It was used to fighting its competition by the old criteria of features and specs. But the new entrants from Silicon Valley changed the stakes and made the smartphone industry into a platform business they could dominate. Thanks to Google, RIM wasn’t competing with just another phone. It was competing with Android’s entire ecosystem of producers, which was growing exponentially.

				The trouble was immediate at RIM. The company missed its earnings estimate in the first and second quarters of 2008. But rather than change course, RIM’s response was to double down on its old strategy. It released the BlackBerry Bold, which featured better specs and the company’s usual QWERTY keyboard and trackball. Not surprisingly, the Bold failed to stem the tide. October 2008 was the first month where the iPhone outsold the BlackBerry, selling 6.9 million units to BlackBerry’s 6.1 million.11 And there was no looking back. Business at Apple was booming. “Apple just reported one of the best quarters in its history, with a spectacular performance by the iPhone,” CEO Steve Jobs said at the time. Jobs, who rarely skipped a chance to take a shot at the competition, proudly announced, “We sold more phones than RIM.”12

				Still, at the time RIM continued to hold a big lead in the overall smartphone market. In the two years since the iPhone was released, RIM had sold 23 million smartphones compared to Apple’s 13 million.13 So Lazaridis and Balsillie had reason to stay the course. But then Jobs upped the ante by releasing the iPhone 3G and, more important, opening the App Store on July 10, 2008.

 				The impact of the App Store on the iPhone’s success cannot be overstated. But a far less heralded innovation made the App Store possible. Historically, wireless carriers had dominated the mobile-phone industry, but the success of the iPod and iTunes gave Apple considerable leverage when it was negotiating with potential wireless carriers for the iPhone. In the end, AT&T wanted the iPhone badly enough that it was willing to cede some control to Apple in return for the right to be the iPhone’s exclusive carrier. The most significant of these concessions was that Apple—and not AT&T—would sell apps for the iPhone through what would eventually become the App Store. Previously, people bought the applications for their phones through their wireless carriers, and the carriers tightly controlled access to these application stores. Apple’s App Store was far more open by comparison. In addition, Apple took a 30 percent cut on all App Store purchases, a deal that was considerably more generous than what developers were used to getting from wireless carriers. This incentivized app developers to focus on the iPhone over the many other mobile operating systems.

				For Apple, the App Store was another instant success, with over 10 million app downloads in the first weekend that it launched.14 RIM thought it knew what its customers wanted from a phone, but the App Store didn’t even try to guess. Instead, it let them decide. The App Store’s success spawned Apple’s now-ubiquitous catch phrase, “There’s an app for that,” along with a series of ads showing off its platform’s seemingly boundless potential.

				The iPhone offered unprecedented flexibility. No matter what you wanted to do, there truly was an app for it. This was the power of the platform—the iPhone harnessed a massive community of software producers to create more and higher-quality apps than ever before.

				By the end of 2008, the App Store had seen 500 million downloads. The store featured more than 15,000 third-party applications, a number that has continued to grow at a staggering rate.15 As of the end of 2015, the App Store had more than 1.5 million applications and an even more mind-boggling 100 billion downloads.

				Not to be outdone, Google opened its App Store equivalent, the Android Market, in March 2009. Google’s app marketplace, now called the Google Play Store, has also seen success, with over 1.8 million apps and 50 billion downloads by the end of 2015.16

 				Compelled to respond, RIM released the BlackBerry Storm at the end of 2008. The Storm, RIM’s first touchscreen phone, was billed as the “iPhone killer.” However, it turned out to be anything but. For instance, one of the Storm’s supposedly key features was its SurePress touchscreen technology, which made the keyboard supposedly sound and feel like clicking a real button when it was pressed. Unfortunately, users accustomed to working on regular touchscreens didn’t find that feature very compelling. As a result, the Storm fizzled, with middling sales and mediocre reviews.

				RIM also introduced BlackBerry App World (now BlackBerry World) in April 2009. But by then it was the third option in a crowded development marketplace. To make matter worse, the BlackBerry’s operating system was notoriously difficult to develop for. So the BlackBerry app ecosystem struggled to gain traction.

				BlackBerry’s failure to develop a successful platform for its products is something that we witnessed firsthand. Using a few credit cards, Alex founded Applico from his college dorm room in 2009 as a BlackBerry app development company. We chose to focus on BlackBerry apps because most developers didn’t want to touch them, so we saw an opportunity to build a business. This approach enabled our company to develop partnerships with existing developers who were focused on competing in the more crowded iOS and Android markets, and it helped us gain a foothold in the software development business.

				All of this turned out to be good news for Applico, but not so for RIM. The BlackBerry’s unfriendliness to developers doomed RIM’s efforts to overcome the significant leads held by Apple and Google. Meanwhile, to app developers, the choice of whether to develop for BlackBerry came down to simple math. For most, creating BlackBerry apps was just too complex and costly for the size of the market.

				Where Companies Go to Die

				In November 2010, RIM co-CEO Jim Balsillie demonstrated that RIM still didn’t understand how the mobile-phone industry had changed when he spoke at that year’s Web 2.0 summit.

 				“There may be 300,000 apps for the iPhone and iPad, but the only app you really need is the browser. You don’t need an app for the web,” Balsillie said. “You don’t need to go through some kind of SDK [software development kit]. You can use your web tools . . . and you can publish your apps to the BlackBerry without writing any native code.”17 The problem was that Balsillie’s pitch wasn’t new. In fact, it was eerily similar to the one Steve Jobs had given to developers three years earlier. At Apple’s Worldwide Developers Conference (WWDC) 2007, just before the launch of the original iPhone, Jobs announced support for Web apps as Apple’s solution to the growing developer demand for a way to create applications for the iPhone. Developers were not enthused, with one popular tech blogger calling Jobs’s presentation a “shit sandwich.”18 Jobs changed his tune a year later with the announcement of an iPhone SDK and the App Store, but needless to say, when Balsillie made the same Web-app pitch, developers were not impressed.

				By the beginning of 2011, BlackBerry World had only about 25,000 apps, compared to 200,000 on the Android Market and more than 450,000 on the App Store. At the time, when we showed a friend who still owned a BlackBerry something our iPhone or Android phone could do, he would hold up his phone and joke, “There might be an app for that.” Not exactly a compelling slogan.

				RIM’s failure led to its own epistolary debacle. An anonymous senior RIM executive issued an open letter in June 2011 challenging the company’s leadership. At the time, the company was planning to launch its new QNX operating system in an effort to keep up with Apple and Google, but RIM was still fighting with the wrong tools.

				The exec was blunt about where RIM lagged behind. “BlackBerry smartphone apps suck,” he said, while comparing BlackBerry’s SDK and development platform to “a rundown 1990s Ford Explorer.” Driving the point home, he wrote, “technical superiority does not equal desire, and therefore sales.”19 Apple and Google understood this. RIM, like Nokia, did not. Both companies were still bringing a knife to a gunfight—or more accurately, a smartphone to a platform fight.

				Despite RIM’s additional failed efforts to promote its Playbook tablet and the BlackBerry 10, and the eventual renaming of the company Research In Motion as BlackBerry, the company never regained its swagger. By the end of 2011, the BlackBerry’s smartphone market share had slipped to under 15 percent. Its stock had lost nearly 75 percent of its value.

 				In the end, Steve Jobs’s diagnosis of RIM’s challenge was characteristically prophetic. Speaking on a conference call with analysts in October 2010, Jobs had words of advice for his competitor. “They must move beyond their comfort area into the unfamiliar territory in trying to become a software platform company,” Jobs said. “I think it’s going to be a challenge for them to create a competitive platform and to convince developers to create apps for yet a third platform after iOS and Android. With 300,000 apps on Apple’s App Store, RIM has a high mountain ahead of them to climb.”20 As Jobs knew, the war of platforms and ecosystems often was winner-take-all. Apple and Google built platforms and won. RIM and Nokia did not, so they lost.

				Nokia eventually recognized its weakness, but it chose the wrong partner in Microsoft. RIM tried to catch up with a new operating system, but by then it was too late. RIM was still acting like a product company, and it wasn’t able to make the transition that Jobs had suggested. In the end, Balsillie was right about one thing: This change is where many tech companies go to die. Unfortunately for him, the next company to try it was his own.

				Platform Innovation: The Purpose of This Book

				After Applico’s early success as a BlackBerry developer, we quickly left BlackBerry apps behind and moved to developing for iOS and Android. Over the next few years, we became one of the most successful app developers in the country. But as the mobile industry changed, Applico evolved along with it. While many of Applico’s competitors were acquired or went out of business, our company thrived by becoming the world’s first Platform Innovation company. Each day, we work with some of the world’s leading businesses and hottest startups to build and grow innovative platforms. Our clients include Fortune 100 companies like Google, HP, Intel, Disney, DirecTV, Philips, and Lockheed Martin, as well as startups backed by Google Ventures, Ray Kurzweil, and top venture capital firms. While we can’t list some of our startup clients due to confidentiality, startups whose platforms we’ve helped create, including Glamsquad and Auctionata, have raised hundreds of millions of dollars and achieved nine-figure exits. And since our entire business is focused around platform business models, we’ve studied them in greater depth than anyone else has. This includes creating in-depth frameworks for how to build and grow platform businesses.

 				That’s why we understand platforms better than anyone else today. We have lived at the heart of the technological changes of the last half decade and have had to put our money where our mouths are to succeed.

				We will share with you the lessons we have learned from working on the front lines with some of today’s most innovative businesses. We want to impart to you the insights that drove us to transform Applico from an app developer into a company focused entirely around platforms. The first part of this book, chapters 1–4, will explain what a platform business model is and share why platforms are reinventing the economy today. The rest of the book, chapters 5–8, will dig deeply into how platform business models work and share with you some of the same frameworks and insights we use to help our clients become modern monopolies.

				If you’re an entrepreneur, we will help you understand what makes today’s most successful businesses tick and how you can replicate their success. If you own or work at a traditional business, we will help you see the disruption on the horizon before it’s too late. After reading our book, you will have the tools to help your company avoid your own burning platform and thrive in this new era.

			

		

	
		
			
 				1

				Platforms Are Eating the World

				When you truly see networks, it changes the way you plan and strategize. You move differently.

				—Reid Hoffman, CEO and founder of LinkedIn

				Software is eating the world. That was the message from former Netscape founder and renowned venture capitalist Marc Andreessen in an op-ed he penned for the Wall Street Journal on August 20, 2011. In it, Andreessen made the case that software companies were about to become a cornerstone of the world economy. “We are in the middle of a dramatic and broad technological and economic shift in which software companies are poised to take over large swathes of the economy,” he wrote. In short, software was “eating” a larger piece of the economic pie every day.1

				Andreessen was right—software companies were already playing an enormous role in our economy. But classifying all of these new businesses simply as software companies would be like classifying every business in the Industrial Revolution as a hardware company. It doesn’t tell you much about what these companies do or how they work. And, more important, it doesn’t tell you much about how software is changing the way businesses succeed and grow.

 				Plenty of companies improved their margins and streamlined their supply chains by using software and connecting their businesses to the Internet. Andreessen named a few in his op-ed, including FedEx and Walmart. But he also named a litany of companies he saw as leading the charge of the new software economy. The list included Apple, Facebook, Twitter, LinkedIn, Google, Microsoft, Foursquare, Skype, Amazon, Flickr, Square, and PayPal. Yet Andreessen missed the opportunity to explain how different these companies were from the old-line businesses he named. Yes, each of these companies was built around the Internet. But more important, they are all platforms. Rather than merely squeezing a little more efficiency out of an existing business, these companies operate on a completely different model that truly capitalizes on the Internet’s potential. Even as Andreessen wrote his op-ed, many traditional businesses were already being overtaken by their platform competitors. In fact, Apple became the most valuable company in the United States, exactly one year to the day after Andreessen’s op-ed appeared.

				While software may have started this economic revolution, it’s platforms that are eating the world. Collectively, platforms dominate the Internet and our economy. Net neutrality proponents rightly focus on Internet service providers like Comcast, who provide and maintain the underlying technological infrastructure, as the biggest threat to a free and open Internet. And at an architectural level, the Internet is still a fairly level playing field. Anyone can start and build a business online. But as a practical matter, the open Internet is a myth. The Internet as we know it today is almost entirely dominated by platforms. For example, Facebook is responsible for nearly 25 percent of total visits on the Web.2 Google’s sphere of influence is even larger. When the company’s entire platform mysteriously went down for a few minutes in August 16, 2013, it took an estimated 40 percent of global Internet traffic with it.3 Search and social networking aren’t the only areas of dominance. Platforms now play a major role in just about every area of commerce imaginable. In the United States during 2015, every one of the top ten trafficked U.S. websites was a platform, as were twenty of the top twenty-five.4

 				The dominance of platform businesses isn’t restricted to the United States, either. Platforms are a truly global phenomenon. In fact, they play an even more prominent role in developing countries than they do in the United States. The economies of many of these countries were growing rapidly at the same time that Internet access became widespread. And because these countries didn’t have the existing commercial infrastructure that developed economies did, their industries have been molded around the Internet. China is a great example. Outside of state-sponsored industries, such as finance, construction, and oil production, many of the most valuable Chinese companies are platform businesses, like Tencent (owner of the WeChat and QQ messaging platforms) and Baidu (China’s answer to Google).

				China’s Internet also is dominated by platforms. Platform businesses hold each of the top eight spots in Chinese Web traffic rankings. And these companies play an even more dominant role in China’s economy than platforms do in the United States. Alibaba, which went public on the New York Stock Exchange in September 2014, controls 80 percent of China’s e-commerce market through its Taobao and Tmall platforms.5 Its Alipay platform is the largest payments platform in China. Alipay also allows users to put money into its Yu’e Bao Fund. At $94 billion as of January 2015, Yu’e Bao is one of the largest money market funds in the world.6

 				Whether you’re building a platform business or not, you can’t succeed in this economic environment without understanding how platforms work. Want to market your business direct to consumers online? Now you can, but you better rank well on Google. Want to get people to read your content? Well, your content better share well on Facebook. Want your app to get lots of downloads? You better rank well in the App Store (or get featured). Want to sell merchandise online? You’re probably going to do some selling through eBay and Amazon. Do you sell handmade goods? Then you’re probably on Etsy. If you’re in China, then you’re almost certainly on Alibaba’s Taobao and Tmall, and you probably process payments through Alipay or Tencent’s Tenpay. The list could go on and on. The Internet is allowing an unprecedented democratization of economic freedom. Anyone can start a business and succeed online. But it isn’t perfectly open. Someone has to orchestrate all of this economic activity. As a result, the Internet and our economy are dominated and run by platforms. They organize commerce and information and shape the world as we know it. If you want to understand how the Internet works today and how the economy will work for years to come, you need to start with understanding platforms.

				IPO, Please Don’t Go

				If you were one of the millions of U.S. TV viewers who tuned into the Super Bowl on January 30, 2000, you were treated to an unusual sight.

				No, we don’t mean the St. Louis Rams picking up the franchise’s lone Super Bowl victory. As always, the real show was the commercials. That year, they didn’t disappoint. During one commercial break, an ad opened with the sad face of a dog as it watched its owner pull out of the garage to drive to the pet store. Then a crooning sock puppet came into view. It belted out an off-key version of Chicago’s “If You Leave Me Now” for some 30 seconds, imploring you to buy pet food online. Why? So that you wouldn’t have to leave your heartbroken pet at home when you go to the store.

				The company, of course, was Pets.com, then at the pinnacle of its reign atop the dot-com pyramid. Following the football game, the USA Today’s Ad Meter ranked the sock puppet’s Super Bowl commercial number 1 in its list of Super Bowl ads. Pets.com was the most memorable company from what would come to be known as the dot-com Super Bowl. The commercial, which cost $1.2 million, was a runaway success, as was the company’s mascot. The sock puppet even made an appearance on ABC’s Good Morning America and gave a long interview on Live! with Regis & Kathie Lee. And just months earlier, it had appeared as a thirty-six-foot float in the Macy’s Thanksgiving Day Parade.

				Founded in August 1998, Pets.com launched with an aggressive marketing plan and the goal of getting big fast. This was the M.O. of many Internet companies at the time, for which scale was the business model. Pets.com went public less than two years later on February 9, 2000, shortly after its Super Bowl commercial aired. Its public offering raised $82.5 million and the stock began trading on the NASDAQ at $11 a share under the symbol IPETs.

 				Despite its mascot’s enormous popularity, Pets.com had a problem: Its business model was broken. Its assumption, one shared by many prominent venture capitalists who invested in Pets.com and similar companies, was that if the company got big enough fast enough, it would be able to turn a profit. First-mover advantage was everything, or so the theory went. This strategy gained currency as the then-vague idea of “network effects” caught on, popularized by a 1994 academic paper published by W. Brian Arthur.7 Arthur’s view of network effects suggested that whomever got big first would always win.

				But for Pets.com, the numbers just didn’t work. For one, at the time the market for people wanting to shop online only for pet food and related products was smaller than the company had estimated. Pets.com also invested in a large warehouse to store its products, meaning the company had high fixed costs. Even worse, Pets.com had to price low to compete with existing pet stores, even though many of these stores already had razor-thin margins on pet food. As a result, the company actually lost money on most of the sales it made. This combination of high costs and nonexistent margins was ultimately unsustainable. And it didn’t take long for the company and its investors to figure this out.

				On November 6, 2000, Pets.com declared bankruptcy—only nine months after its initial public offering. The company had burned through $300 million in investor money in less than two years. The day of the announcement, the company’s stock had declined from its opening price of $11 a share down to just $0.19. It’s now a perennial on “biggest investment bombs in history” lists.8

				But while Pets.com was undergoing its meteoric rise and equally rapid fall, another dot-com company was launching its own, very different story. On Labor Day weekend in 1995, a computer programmer sat down to write code for his new website. Called Auction Web, the website was designed to be a digital marketplace where people could buy and sell anything over the Internet. The creator wanted to create a “perfect market” that could be used by everyone.

				Apparently, other people wanted the same thing. A lot of other people. The company grew quickly. In 1996, Auction Web hosted 250,000 auctions. In January 1997 alone, the site hosted 2 million. Its revenue grew by 1,200 percent in its first year, from $350,000 to $4.3 million. That September, the company changed its name to eBay.9

 				Shortly thereafter, the site’s founder, Pierre Omidyar, decided it was time to look for a CEO. He hired Meg Whitman in March 1998. She took the company public six months later, on September 21. The stock debuted at $18 per share and rose as high as $53.50 in its first day. Omidyar became a billionaire overnight.

				A Very Short History of Business Models

				For many, Pets.com is the classic example of dot-com-era excess. Those people are not wrong. The company spent millions on marketing without having a sustainable business model or a proven target market. Since many investors at the time weren’t sure how to price Internet companies, lots of startups received valuations and investments that seem laughable in hindsight.

				Most of these failed companies made the same mistake. Like Pets.com, they took an old business model and slapped the Internet on top. The promised benefits of network effects and lower costs never materialized. But when the bubble popped and many dot-com darlings crashed and burned, eBay was still profitable and going strong. Over time, eBay grew into a company with a market cap of more than $66 billion. It was one of the few success stories of the dot-com era. And that’s no accident. The difference is the business model.

				Companies like Pets.com made the mistake of choosing a linear business model in the age of the platform.

				What is a linear business model? It’s the model that has dominated in various forms since the Industrial Revolution, when new technologies like steam power and railways gave rise to the large, vertically integrated organization. All of the titans of industry from the early twentieth century were linear businesses, including Standard Oil, General Motors (GM), U.S. Steel, General Electric, Walmart, Toyota, ExxonMobil, and on and on.

 				Each of these companies created a product or service and sold it to a customer. In all of these examples, value flowed linearly and in one direction through the company’s supply chain. Hence the term “linear business.” In this supply chain, to the left of the company was cost and to the right was revenue. Linear companies created value in the form of goods or services and then sold them to someone downstream in the supply chain. (See Figure 1.1.) Historically, there were two main types of linear businesses.
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				Figure 1.1. An example of how value flows in a linear business: The company creates a product and sells it to group B (a distributor), who then sells it to group A (the customer).

				The first is your classic product company. Think Lenovo in consumer electronics. Lenovo makes and sells physical things. It builds physical assets, such as factories and distribution centers, in order to make its products and get them to consumers. Almost all manufacturing has worked in this linear fashion over the last century. So have distributors and resellers, which are companies that build or lease physical assets or technologies in order to distribute and sell physical products. Examples include resellers like Walmart, Best Buy, and Target.

				Many of today’s software companies also fit in this group, including most software-as-a-service (SaaS) companies. Even though their products are digital, these companies still function linearly, with value flowing from the companies to their customers. The only difference is that software companies benefit from the low marginal cost of digital distribution.

 				The second type of linear business model is a services company. Examples range from Oracle to JP Morgan to Jiffy Lube. These companies hire employees who provide services to customers. Generally, services companies fall in one of two camps. The first kind makes and sells physical services. Your car mechanic and plumber both fall into this category. The second builds human capital or intangible assets, like intellectual property, and uses those assets to sell specialized services. This type of services company includes everyone from tax attorneys to investment bankers or management consultants.

				These models dominated the twentieth century for a good reason: They can be very efficient. Premised on top-down planning and hierarchical organizational models, these businesses create value and distribute it efficiently to their target customers. They achieved this efficiency via the supply chain, a highly structured system for organizing activities and resources that moved a product or service from the company to the customer.

				The supply chain is also linear, consisting of processes that are repeated over and over again to create value. Products move from the manufacturer downstream to distributors and then to customers. For example, a car manufacturer like GM buys parts from its suppliers, which in turn may have bought parts or raw materials from another supplier. GM then takes these parts and creates a finished product, in this case a car. From there, GM sells the car to a dealership, which finally sells the product to a consumer. In this chain, value flows linearly through the supplier to the manufacturer and eventually all the way down to the end consumer of the product. At each step in the supply chain, someone adds value to the product or service and then moves it on to the next link in the chain. Information in this process has a similarly linear flow, with top-down forecasting typically filtering down to eventual production. These linear flows of value and information are what make up a company’s supply chain. (See Figure 1.2.)
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				Figure 1.2. The linear flow of value and information in a supply chain.

				The supply chain was one of the major areas of competitive advantage throughout the twentieth century. The efficiency of a company’s supply chain could make or break a business. That’s why many of the great business innovations of the last century had to do with improving supply chains and making them more efficient.

 				Henry Ford’s assembly line is a classic example. By adopting a continuously moving assembly line, Ford cut the typical production time of a car from 12 hours to 90 minutes.10 This supply-chain innovation had an enormous impact on the industry. Because it enabled the mass production of cars for the first time, it drove down the price of a good that was once available only to the very wealthy and made it widely available to average consumers. More recently, Toyota’s lean manufacturing process disrupted the automobile industry with its just-in-time production and focus on eliminating waste. By creating a more adaptable and efficient supply chain, Toyota was able to leapfrog previous industry leaders, like Ford and GM.

				However, the efficiencies of the supply chain approach come at a cost. Linear businesses require large factories or investments in human capital and elaborate distributions channels in order to create products and move them to market.

				The Perfect Store

				In the twenty-first century, the supply chain is no longer the central aggregator of business value. Now networks connect businesses and individuals, enabling them to exchange value among themselves. This is the essence of how platform business models work.

 				Linear businesses focus on creating value internally and selling that value downstream to customers. Value flows from left to right, from the manufacturer down to the customer (as in Figure 1.2). In this world, the resources a business owns and controls internally are its most valuable assets. But value exchange in a network is multidirectional—it flows both left and right. (See Figure 1.3.) As a result, platform businesses work very differently from companies that run on traditional supply chains.
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				Figure 1.3. The platform business model.

				
					Platforms now have a symbol to call their own. In Figure 1.3, the interlocked chevrons represent a platform’s network. The connection between the consumers and producers is what creates the shape outlining the platform at the center. Just like a platform, this internal shape is defined by network that surrounds it. Without its consumers and producers, the platform at the center wouldn’t exist.

					You will see this symbol throughout the book whenever we take an in-depth look at a particular platform business. We will use it to introduce the platform and show you who its consumers and producers are so that you have more context as we discuss the company. As in this example, the left chevron will always represent the platform’s consumers while the right chevron will represent its producers, with the platform in the center. While some platforms have multiple transaction types, we will always show the platform’s original core transaction (a concept we’ll get to shortly).

				

				Networks are the new aggregator of business value. As we explore in more detail in chapter 2, when the world becomes more connected, what a company owns matters less than the resources it can connect to. Today’s most valuable businesses are those that can build and orchestrate large networks, not those that can aggregate and centralize large amounts of resources under one roof. In the old model, scale was a result of investing in and growing a business’s internal resources. But in a networked world, scale comes from cultivating an external network built on top of your business.

 				The dot-com bust was a crash course in this difference. The Internet was supposed to make dealing with customers cheaper and easier. But for businesses that didn’t grasp the larger transformation afoot, this dream never became a reality. These businesses got big fast and then failed even more quickly. The old models simply couldn’t support the scale that the Internet made possible. Unlike Pets.com, eBay didn’t have any expensive warehouses or high shipping costs to deal with. That’s because eBay didn’t sell products from a centralized source. Omidyar wanted to make a different kind of business. “I wanted to do something different,” he said. “To give the individual the power to be a producer as well as a consumer.”11 Rather than taking possession of goods itself, eBay connected individuals to other individuals so that anyone could buy from or sell to anyone else. Rather than building inventory and resources, eBay provided the digital infrastructure for this marketplace to exist and helped build the community around it. The idea was to create the “perfect market.” The company would make money by charging a nominal fee to the sellers.

 				At the time, most people didn’t “get” eBay. What was the big deal about a digital flea market selling knickknacks and other bizarre items? What did eBay even do, since it didn’t really own anything other than a website? But that novelty was the whole point. As eBay’s former president and first employee, Jeffrey Skoll, said, eBay was “a lot bigger than just a simple website.”12 Its marketplace was a boon for both buyers and sellers. For the first time, anyone could buy unique and hard-to-find goods from all over the world while also accessing an unprecedented level of information about them. One of the first events that made eBay famous was the Beanie Babies craze, yet these collectible items were only one small slice of what you could find there. At the height of their popularity, Beanie Babies were still only about 6 percent of eBay’s total sales volume. Other major categories included computer-related items and antiques as well as coins, stamps, baseball cards, and all kinds of other collectibles.

				For sellers, eBay was a gold mine. It allowed them access to customers from all over the world. Businesses that had been parochial and geographically limited could suddenly have global distribution at almost no cost. An antiques seller in Nebraska could find a buyer in New York or even London. You could sell anywhere you could ship. eBay’s Omiydar knew his idea was a hit when he sold a broken laser pointer for $14. He followed up with the buyer to make sure the man knew what he was getting. It turned out he was a collector of broken laser pointers. As a famous New Yorker cartoon at the time read “On the Internet, nobody knows you’re a dog.” It didn’t matter where you lived or what you looked like; all that mattered is that you had something to sell and someone was willing to buy it.
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				eBay—product marketplace platform

 				Some old-school sellers struggled, as the arbitrage they’d been enjoying from buying goods in one country and selling them in another dried up. But countless more were able to turn hobbies or side businesses into a living. According to the company, millions of people worldwide make a living selling on eBay.13 As an economist would say, this outcome was socially efficient. eBay became a kind of stock market for everyday goods. By efficiently moving goods from sellers to those who value them most, eBay created enormous value for all of its users. Objects that might have languished in obscurity could now find their way to someone for whom they would be a prized possession. eBay indeed became the “perfect store” that Omiydar set out to make.

				Most tellingly, eBay was profitable from its first month all the way through to its successful IPO in 1998, and it enjoyed gross profit margins of more than 80 percent.14 Both of these stats were almost unheard of in the spendthrift days of the dot-com era, which is why eBay left e-commerce competitors like Pets.com in the dust. More than almost any other company at the time, eBay fully harnessed the potential of the Internet.

				eBay was, of course, a platform—the common thread among virtually all of the biggest Internet successes from the dot-com era, including Amazon, Angie’s List, Monster.com, Microsoft, Shutterfly, and Yahoo. As would become even clearer in the years ahead, the platform was the definitive business model of the Internet.

				The Platform: A Definition and Some Examples

				Platforms have only continued to grow in influence and economic impact since eBay’s meteoric rise. eBay’s success wasn’t a fluke. It was a harbinger of the next wave of economic innovation and change.

				What exactly is a platform? A platform is a business model that facilitates the exchange of value between two or more user groups, a consumer and a producer (see Figure 1.3). In order to make these exchanges happen, platforms harness and create large, scalable networks of users and resources that can be accessed on demand. Platforms create communities and markets that allow users to interact and transact.

				The list of platforms has swelled in recent years, as processing power and Internet access have become more widespread. Each of these businesses simply connects producers and consumers to each other and allows them to exchange value. Think about what Uber does for taxis, what Airbnb does for vacation rentals, what Apple does for apps, and what YouTube does for videos. None of these companies is a traditional, linear business. They are all platforms.

 				Like eBay, these businesses don’t directly create and control inventory via a supply chain the way linear businesses do. Platforms don’t, to use a common phrase, own the means of production—instead, they create the means of connection.

				The two most successful platforms to date are Google and Apple, whose rise to the top in mobile we discussed in the prologue. But they are only the tip of the iceberg. The number of platforms at the top of our economy is growing fast. In 2015, the top three members of Forbes’s list of most valuable brands were platform companies, as were eleven of the top twenty.15 All of the companies at the heart of the social media boom were also platforms, including Facebook, Twitter, and LinkedIn. In fact, most of today’s biggest IPOs and acquisitions are platforms, as are almost all of the most successful startups. The list includes Apple, Google, Microsoft, Facebook, Twitter, Amazon, eBay, Instagram, YouTube, Twitch, Snapchat, WhatsApp, Waze, Uber, Lyft, Handy, Airbnb, Pinterest, Square, Social Finance, Kickstarter, and more. (See Figure 1.4 for examples of platform startups and their latest valuations.) The growth of platforms isn’t isolated to the United States either; platform companies such as Alibaba, Tencent, Baidu, and Rakuten have taken over China and much of Asia.
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				Figure 1.4. Platform companies and recent valuations, January 2016.

 				However, not all of these businesses will be around ten years from now. In the wake of the dot-com crash, even some of the mainstays of the modern economy, like Amazon, nearly failed. The size and durability of the opportunity for any one of these businesses depends on many factors, including the state of its industry and how quickly technology evolves in that sector. But when these companies do fail, it will be because they have been replaced by newer and better platforms. This has already been the case for years. When Apple became the most valuable company in the United States, guess who it dethroned? Microsoft, whose Windows platform was supplanted by Apple’s iOS when the mobile Internet outgrew its desktop predecessor.

				As always, the cast of characters will change as technology evolves. But platforms are here to stay.

				Why? Because platform business models enable companies to expand at a pace unprecedented in human history. When a linear business gains a new customer, it adds only one new relationship—one buyer of products or services. When a platform adds a new user, that person doesn’t add just a single relationship but rather a potential relationship with all of the platform’s users. In other words, platforms grow exponentially rather than linearly. As a result, platform business models are far more cost-effective and higher scale than the old, linear models they are replacing.

				Not Just a Tool

				To be clear, when we use the word “platform,” we’re talking about a business model. Think of a business model as a way to visualize and understand how a company creates value for customers and how money then flows back into a company. It also includes a company’s cost structures and key activities, as well as where a company needs other companies or partners to implement its business. When we talk about platform business models in this book, this is what we mean: a holistic description of the way a company creates, delivers, and captures value, not just a piece of technology.

 				But confusingly, in the tech world, “platform” has recently become a buzzword. Just about every startup these days claims that it’s building a platform. As a tactic to get funding or attention, this trick seems to meet with relative success. But very few of these businesses actually understand the model they are trying to emulate.

				For example, countless companies have popped up claiming to be the new “Uber for X,” by which they simply mean taking a product or service and making it available “on demand.” (The definition of on demand also is quite pliable—very few “on-demand” companies offer services that will arrive within minutes the way Uber does.) These businesses may get the on-demand part to work, but without the essential business model, they won’t be able to grow as quickly or successfully as Uber has. In effect, they’re making the same mistake that dot-com busts like Pets.com did by locking themselves into the cost structures and resource-heavy approach of a linear business.

				Not surprisingly, almost none of these Uber imitators has made it very far. And the ones from the on-demand economy that have—including not just Uber and Airbnb, but also fast risers like Instacart and Handy—are all platforms.

				In most other cases, businesses that use the term “platform” incorrectly are using it to refer to a piece of technology rather than a business model. Here are a few examples:

				
						Computing platform: Underlying computer system on which application programs can run (e.g., Symbian)

						Product platforms: Common design, formula, or versatile product, upon which a family or line of products is built (e.g., a car chassis used across many different models)

						Industry platform: Products, services or technologies that serve as foundations upon which complementary products, services, or technologies can be built (e.g., Intel)

						Platform as a service: Category of cloud computing services that provides computing platform and solution stack as an online service (e.g., Amazon Web Services)

				

				Each of these instances of the word “platform” refers to an underlying product or technology that allows modular components to be built on top of it. Platform business models often use this kind of modular modification, which is why the terms frequently are conflated.

 				Finally, probably the most common misuse of the term “platform” is when it’s used to describe an integrated suite of software products. This is especially common among SaaS companies, which love to claim they have a complete “platform” for X. In such cases, the word “platform” really is just being used as a marketing term. As with all of the preceding examples, these SaaS companies are still linear businesses. They’re products, not networks, and as such, they don’t have the cost structure and underlying economics that make platform business models so successful today. We explore this distinction further in chapter 3, but for now, just remember: platform ≠ technology.

				Open Source, No Longer a Pain in the Ass

				Linus Torvalds is a nerd hero. If you’re at all involved with technology, you’ve heard of him. And if you haven’t heard of him, your daily life has almost certainly been influenced by his work. Torvalds is best known as the creator of Linux, the open-source operating system that is the dominant operating system for Web servers and supercomputers. It’s the operating system of choice for everything from cloud computing and IBM’s Watson supercomputer to the New York Stock Exchange and your TiVo. Google’s Android operating system is even adapted from a part of Linux.

 				Torvalds’s creation is responsible for tens of billions of dollars in economic value. But he gives it all away for nothing. Linux is free, both free as in speech and free as in beer. You can use it without paying a dime (which is why it’s so popular with big companies running lots of servers, such as IBM and Google), and you can modify it and redistribute it as you wish. Others have gotten rich off building Linux “distributions,” essentially premium versions of Linux with extra features. Red Hat, a company that as of January 2016 had a market cap of over $14.5 billion, built its business by selling its Linux distribution and related services.16 Most big platform companies today use Linux somewhere in their technology stack. Facebook is one major example—its original front-end servers were built using a LAMP configuration, in which the L stands for Linux. So while Linux may not make money directly, it’s still big business. However, Linux wasn’t Torvalds’s only major contribution to the software development community.

				Back in Linux’s early years in the late 1990s, Torvalds struggled to incorporate all of the open-source community contributions to the operating system. In software development, the process of managing all of these different contributions and figuring out how to incorporate them into one system is called “version control.” At the time, most version control systems worked off a central repository of all the code and files that were part of a project. When a developer made changes, they would be directly changing the code in the central repository of that system.

				This type of version-control system set Torvalds up as the centralized gatekeeper of Linux. If someone fixed a bug, they would have to email him the changes and hope he read the email. Needless to say, as Linux increased in popularity and its development community grew, this wasn’t a great way to manage the project. Large amounts of code containing potential improvements would never see the light of day. So in 2005, Torvalds did exactly what you’d expect a leader of the open-source community to do: He developed a piece of open-source software to solve his problem. The program he created was called Git. (Yes, it was named after the British slang for “unpleasant person.”) It created a more decentralized version-control system that significantly streamlined the process of creating and submitting changes to Linux.

				Using Git, you could download and tinker with your own version of Linux or any other project available and submit those changes to the project’s owner or anyone else with the push of a button. Git made it easy for project managers to manage any new contributions or changes to a repository without having to worry about overwriting that project.

				This system made it significantly easier to manage a large open-source project like Linux. But that wasn’t its only benefit. Git also allowed you to easily create what’s called a fork of Linux, essentially a separate version based off the original program’s code. Using Git, you could easily create and maintain your own version of Linux, which is exactly what Red Hat and other companies did. You also could use Git to track changes in any kind of software project, which made it very useful for large companies managing big software projects or for developers who worked together over long distances.

 				However, Git did have one problem: It was a pain in the ass to use. It was a command-line tool (think MS-DOS) that required you to know a series of complex commands. For some programmers this might not be a huge barrier, but it limits the program’s usability and appeal, especially for a generation raised on graphical user interfaces (GUIs). Additionally, while the distributed nature of Git (there’s no central server) made it easy to work on your own projects, it still wasn’t easy to discover projects you might want to work on. That’s why by 2007, Git was still largely unknown outside of the Linux community.
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				Github—content platform

				Enter GitHub. It’s Facebook for nerds, Wikipedia for programmers, or Twitter for code, depending on whom you ask. In reality, it’s a little bit of all three: It’s a combination of a social networking platform for programmers and a Wiki-like content platform that lets you edit files and track who changes what. Anyone can comment on your code or add to it and improve it. You can follow particular pieces of code, organized in “repositories,” and get notified when any changes are made, in the same way you might follow someone on Twitter and get notified when they tweet.

				GitHub also made Git easier to use by adding a GUI, which is the way most people are used to interacting with a computer (through graphical items like windows, icons, and menus). And GitHub added many additional bells and whistles, such as messaging and other social features that make it easy to coordinate and maintain projects at a distance. As GitHub cofounder and former CEO Tom Preston-Warner says, Git made collaboration possible, but it didn’t make it easy. GitHub significantly simplified the process. The company’s first slogan was “Git hosting: No longer a pain in the ass.”17

 				By default, projects on GitHub are public, meaning anyone can view your code and copy it. Companies that host large public GitHub repositories include Google, Facebook, Twitter, and Microsoft. Applico also has a number of open-source projects on its GitHub page.18 GitHub has become the place to host and find open-source code. But you can also pay to create private code repositories with gated access. The fee can range anywhere from a few dollars a month for individual developers to hundreds of thousands of dollars a year for huge companies managing multiple large, complex projects. With private repositories, major companies also use GitHub to manage some of their internal projects.

				Today, projects on GitHub are written in almost every programming language out there. A handful of nonsoftware projects also use GitHub, including books, in order to manage collaborative projects. One book, called ProGit, which aptly enough is about Git, has been translated into a number of other languages on GitHub. There’s also a repository that has the entire French legal code dating back to Napoleon. If French law changes, you can track the alterations on GitHub.

				Platforms and Pain-in-the-Ass Costs

				In 2012, GitHub raised $100 million in funding from venture capital firm Andreessen Horowitz, then the largest investment in the firm’s history. Three years later, GitHub raised an additional $250 million at a valuation of $2 billion.19 Today GitHub has about 9 million registered users and is visited each month by about 20 million unregistered users.20 What is it that makes GitHub so valuable and attractive to users?

				First, as we described earlier, the platform makes it easier for developers to manage software projects. And if you’re looking for other projects, GitHub makes it easy to find them. In economic terms, GitHub significantly reduces transaction costs for people collaborating on software projects. The term “transaction cost,” coined by the economist Ronald Coase, refers to any cost incurred in making an exchange. Another term for it is a “coordination cost.” In essence, a transaction or coordination cost is the cost of participating in an interaction. Transaction costs arise because markets and communities in the real world aren’t like the perfect markets you learn about in Economics 101. For one thing, they lack the perfect information that these perfect-market models assume to exist. Transaction costs arise out of this and other imperfections or deviations from the ideal market scenario.

 				Transaction costs aren’t limited to monetary costs alone. In fact, they can be entirely nonmonetary in nature. For example, even if you don’t spend any money on GitHub, you would incur costs in terms of time, attention, and effort when you look for a specific project. The same applies when you “push” an update to an existing project or manage updates from other contributors. A nonmonetary cost is associated with each of these actions.

				Transaction costs fall broadly into three main categories. First is search and information costs, which include the cost of finding a particular good. On GitHub, this would be the time and effort it takes to find a particular project. The second category of transaction costs is bargaining costs—the costs associated with making an agreement with another party. For example, when you push an update to a code repository on GitHub, the project manager has to decide whether to accept your changes or not. GitHub has standardized this process and has significantly reduced the time and effort it takes to manage code changes. Finally, the last category is enforcement costs—the costs associated with making sure everyone involved in an exchange of value acts appropriately. Like most platforms, GitHub monitors its community to weed out bad actors and to encourage good behavior.

				GitHub significantly reduces all of these costs, providing a major value to users. As the company itself put it, GitHub removes the pain-in-the-ass cost of Git hosting. You can think of transaction costs broadly as pain-in-the-ass costs. All platforms reduce these costs in some way. For example, Google reduces the pain-in-the-ass cost of finding a website. Uber reduces the pain-in-the-ass cost of hailing a cab. Airbnb reduces the pain-in-the-ass cost of finding and booking a short-term rental. Facebook reduces the pain-in-the-ass cost of staying up-to-date and interacting with friends. PayPal reduces the pain-in-the-ass costs of sending digital payments. And so on.

				In fact, if you’re building a platform and trying to figure out what your core value proposition is, here’s a good formula. Figure out what the main activity is you’re trying to change and then put it in to this sentence: “X, no longer a pain the ass.” You should probably tweak the messaging a bit (after all, GitHub didn’t keep its original slogan for long), but this will get you started.

				There’s an App for That

 				In addition to reducing transaction costs, another key part of GitHub’s value proposition is that it provides an environment to manage and edit code. The platform is designed to encourage users to create, not just to transact. This is the second key aspect of what platforms do: They provide infrastructure that enables innovation in complementary products or services. On GitHub, these complements are code repositories. The more repositories that users create, the more valuable GitHub will be as a platform. So GitHub provides the basic infrastructure that makes it easy for software developers to host and manage open-source projects, including version tracking, editing, and communication. These tools are designed to help people create and edit code, because ultimately GitHub’s fundamental value lies in how it facilitates the creation and editing of code repositories.
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				Apple’s iOS—development platform

				Apple’s iOS platform is very similar. Just as GitHub needs to attract developers who will create repositories, iOS has to attract developers who will make apps. To encourage this, Apple provides a cheap software development kit and many developer application program interfaces (APIs) that allow developers to tap into the core functionality provided by the device. A big part of the value that iOS provides to developers is that it allows them to easily access and combine the phone’s many capabilities to create new experiences, from Candy Crush to Snapchat to Tinder. The developers of all of these apps used iOS as a platform to create something new. Remember Apple’s old slogan: “There’s an app for that.” Apple knew early on that a large part of the value of the iPhone wasn’t just in the phone itself but rather in the new experiences that it enabled developers to build for users. The GitHub equivalent would be “There’s a repository for that.” If you’re looking for any kind of software project, chances are you’ll find it on GitHub.

				In a nutshell, all platforms do two things: reduce transaction costs and enable complementary innovation. Combined, these two value propositions can have a profound impact. They can disrupt existing industries, as Uber with taxis, or they can create entirely new ones, as Apple did with mobile apps. Before GitHub, there was no market for paid Git hosting. By building a platform, GitHub created that market.

 				The Anatomy of a Platform

				A platform ultimately enables this value creation by facilitating transactions. While a linear business creates value by manufacturing products or services, platforms create value by building connections and “manufacturing” transactions. If you think of General Motors as a manufacturer that produces cars, then in a simplistic sense, Uber is a manufacturer that produces transactions between drivers and riders. Uber doesn’t actually deliver the ride, but it facilitates the connection and exchange of value between drivers and passengers. The transaction that is at the heart of the platform is called the core transaction (see Figure 1.5). The core transaction is the platform’s “factory”—the way it manufactures value for its users. It is the process that turns potential connections into transactions. Getting the core transaction right is the most important piece of platform design, as the platform will need its users to repeat this process over and over to generate and exchange value.
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				Figure 1.5 The core transaction.

 				However, although a platform enables the core transaction, it doesn’t directly control its users’ behaviors. The challenge is a unique one: how to get potentially millions of people to behave the way you want them to. First you must attract users to join, then you aid them by matching them together, providing the technology to facilitate the transaction and establishing the rules that govern the network in order to build trust and maintain quality. These are the four core functions of a platform (see Figure 1.6):

				
						Audience building

						Matchmaking

						Providing core tools and services

						Setting rules and standards
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				Figure 1.6 The four functions of a platform.

 				If a platform handles these four functions well enough, it will be able to facilitate its core transaction (and, hopefully, a lot of it). We take a look at the core transaction in much more detail in chapter 5, and, in chapter 6, we dive into the four core functions. For now, this summary is enough for you to understand how platforms build and maintain their networks and then turn those potential connections into transactions.

				Exchange versus Maker: The Basic Platform Split

				Compare a platform like Alibaba to one like iOS, and you’ll notice that their core values are different. Some platforms are more focused on reducing transaction costs, like Alibaba, while others actually provide the underlying infrastructure that enables their users to create. Examples of the latter include development platforms like iOS and Android as well as content platforms like Medium (a platform where anyone can post articles or blog posts) and YouTube. GitHub is another example. Each of these platforms provides the tools and infrastructure for producers to create software, written content, videos, or code, respectively. Contrast these platforms with platforms like Alibaba, Uber, and Airbnb, which are much more focused on facilitating a direct exchange, and you’ll see the difference.

				The key difference is between platforms that provide value primarily by optimizing exchanges directly between a consumer and a producer and platforms that generate value by enabling producers to create complementary products and broadcast or distribute them to a large audience. We call this first category exchange platforms. And we call the second category maker platforms. Although both categories share the same underlying platform business model, there are very basic differences in how exchange and maker platforms function.

				Matching Intention: 1:1 versus 1:Many

				One of the key differences has to do with a concept called matching intention. The matching intention is the maximum number of units of an item that a producer can exchange at a given time.

 				Let’s look at a product marketplace, such as eBay. A seller is trying to sell one item. Once that auction ends, the item can’t then be bought by another buyer. A seller may have multiple copies of an item (e.g., they might be selling five copies of the same T-shirt), but the matching intention for each unit of inventory still is 1. For an Uber driver, the matching intention is similar: He wants to give a ride to one passenger at a given time. He might be able to give multiple rides over the course of an hour. But when he is looking for a rider at a given moment, he is looking to be matched with one passenger or group of passengers. Once a single passenger books a driver, that driver is no longer available on the platform at that time. So the matching intention for a driver is 1.

				The value of a producer’s matching intention can vary depending on the type of interaction involved. But for exchange platforms, that matching intention always has a limited, discrete value. Expressed as a ratio, a producer’s matching intention on an exchange platform is 1:1 or at most 1:few. A three-way Skype conversation is an example where the matching intention of the person making a call would be 1:2. However, the matching intention of a person making a Skype call still is limited by the number of people he or she feasibly can communicate with at a given time.

				Maker platforms don’t have this same limitation. The matching intention for a producer on a maker platform is, theoretically, infinite. Any number of people can consume the same YouTube video, download and use the same app, or read the same article on Medium. The producer publishes an app or a piece of content and broadcasts it to an audience. In these cases, the matching intention is 1:∞, or at least 1:Many. Contrast a live stream on Twitch (a content platform where you can watch other users play video games) with the Skype example. The person broadcasting to an audience on Twitch doesn’t communicate in a 1:1 manner with every person watching the stream. Rather the person is broadcasting out to a large group of people who are viewing the stream.

 				Another way to think about this dynamic is that exchange platforms have limited inventory—only a certain number of people can consume the platform’s available inventory at a given time—while maker platforms do not. For example, as noted previously, any number of people can consume the same piece of content on YouTube at the same time. Assuming YouTube’s servers could handle it, every person on Earth could watch the same YouTube video at the same time. But only so many people can take a specific ride using Uber or rent out a single apartment at a given time on Airbnb.

				Platform Types

				Within exchange and maker, we’ve broken down platforms into distinct types (see Figure 1.7). Each type has a core transaction built around a particular type of value being exchanged. Platforms within each type often operate very similarly—even across industries, a trend that became obvious when we were building in our database of platform companies.21

				[image: figure1_7.eps]

				Figure 1.7. Platform types, with examples for each type.

				The nine platform types are listed next along with the type of value that defines their core transaction:

				Exchange:

 				
						Services marketplace: a service

						Product marketplace: a physical product

						Payments platform: monetary payment

						Investment platform: an investment (i.e., money exchanged for a financial instrument, be it equity or a loan, etc.)

						Social networking platform: a double-opt-in (friending) mode of social interaction

						Communication platform: 1:1 direct social communication (e.g., messaging)

						Social gaming platform: a gaming interaction involving multiple users, either competing or cooperating

				

				Maker:

				
						Content platform: a piece of content (a text article, photo, video, etc.)

						Development platform: a software program

				

				Each platform type exists along a commoditization spectrum that defines how it should be built and designed. The level of commoditization is a reflection of the amount of complexity inherent in the core transaction. To put it another way, you can think of commoditization as a reflection of the transaction costs incurred by consumers and producers to complete a transaction. More commoditized platforms operate in industries with naturally lower transaction costs.

				For example, within services marketplaces, platforms vary depending on how commoditized the service offering is. What makes a service “commoditized” in this context? Simply put, the service has only a limited number of relevant characteristics that consumers care about. Therefore, the complexity of the core transaction should be low. Consider a job like fixing a toilet or delivering a meal. In both cases, the consumer simply wants the job done well and in a timely manner. As long as the platform can guarantee a certain level of quality at the right price, all that matters to the consumer is that there is someone available to fulfill a request.

 				As a result, platforms that offer these commoditized services should focus on matching consumers with available producers as seamlessly as possible. And the best ones do exactly that. For example, Uber’s automatic matching and even its controversial surge pricing are all about facilitating the most transactions. Compare Uber’s commoditized services to a noncommoditized service, such as renting an apartment on Airbnb. In this example, many additional characteristics matter to consumers, such as where the apartment is located, how large it is, what different amenities it offers, if the host will be there, if it’s a full apartment or just a couch, if the apartment allows dogs, or smokers, and on and on. Here, there are simply too many relevant characteristics for automatic matching to work well. That’s why Airbnb focuses on facilitating easy search and discovery for its users rather than automatic matching. For noncommoditized services platforms, that’s the right way to go.

				Matching a platform’s design to its type is essential to its success. Platforms that don’t get this right tend to get left behind by the competition. Within services marketplaces, TaskRabbit is a good example. TaskRabbit was one of the first big services marketplaces in the United States. It allows you to hire a “tasker” to do odd jobs, such as cleaning or home repair. However, TaskRabbit acts like a noncommoditized services platform in a commoditized industry. It initially built itself around an auction model, in which users would post tasks to the platform and contractors would seek out and bid on tasks they wanted to complete. If this sounds like an onerous process, you’re right. It was. The company eventually realized it had gotten the core transaction wrong, and in July 2014, it replaced its auction model with more simple and transparent pricing. In the new model, a consumer is offered a choice of three different producers with a listing of their hourly prices and experience levels and is able to order services on demand, rather than having to wait for bids to come in. This change was a step in the right direction for TaskRabbit. But the update didn’t get everything right, as it still lacked control over pricing. Commoditized services marketplaces should be responsible for setting prices to ensure its users receive the optimal price. If you look at other commoditized services platforms, such as Handy, Lyft, and Glamsquad (an Applico client), consistent and transparent pricing is a core part of their ability to deliver seamless matching. Because TaskRabbit did a poor job at facilitating its core transaction, the platform has been surpassed by upstart competitors, such as Handy. Not surprisingly, Handy puts much more structure around pricing and requesting services than TaskRabbit has. The result is a better user experience and a more seamless transaction model that has helped propel the platform to its position as the leading marketplace for in-home services in the United States.

 				To be clear, that a platform’s core transaction is more commoditized doesn’t mean that its business is at a disadvantage. (What we’re talking about is different from the business becoming commoditized, which would be a concern.) Instead, understanding a platform’s commoditization level shapes how its business model should be designed in order to optimize its core transaction. The hard part is determining how commoditized or noncommoditized a platform really is in the context of its industry and platform type. It seems obvious in retrospect for Handy to set the prices for its commoditized services, but plenty of competitors like TaskRabbit still get it wrong.

				For other platform types, commoditization level plays a similar role. For example, the level of commoditization in investment platforms also dictates whether you’re able to set the price and how you handle the matchmaking experience. More commoditized investment platforms like Lending Club (peer-to-peer lending) are able to set prices algorithmically. In fact, Lending Club started by letting lenders set their own interest rates before moving to setting rates itself. The platform rightly saw the opportunity to remove unnecessary friction from the transaction. However, other investment platforms such as AngelList (startup investing) require a more noncommoditized approach.

				The same framework also fits social networks. On more commoditized platforms, such as Tinder, users only have a simple profile with photos and a short text description. The platform also matches you automatically with other nearby users. However, on less commoditized platforms like LinkedIn, users have much more in-depth profiles. There, connection is more about search and discovery than automatic matching. Commoditization plays a similar role in content platforms. More commoditized content platforms, such as Twitter or Instagram, typically have a large overlap between their consumers and producers, as producing content is quick and easy. However, less commoditized content platforms like YouTube have strongly differentiated producer and consumer user groups. These platforms tend to follow more of a power-law dynamic, where a small percentage of their users produce the vast majority of their content, and need to be designed accordingly.

				Platform Design

 				The exchange versus maker split in platforms is not just a semantic difference. Although all platforms are focused on connecting consumers and producers, which category your platform falls under fundamentally alters the core value you will try to deliver. As we show in chapters 5 and 6, this choice translates into very different core transaction paradigms and dictates how you design your platform.

				The core transaction is just one example of why the exchange/maker distinction matters for platform design. Your platform’s category also influences how you design and deliver on its four core functions. For example, each core transaction paradigm requires radically different matchmaking strategies or rules and standards. Which category your platform falls under also influences your audience-building strategy. Exchange platforms, such as Uber and Alibaba, need to focus on building liquid marketplaces that have sufficient overlap of supply and demand. Maker platforms, such as Android and YouTube, are more focused on organically building “stars” who, because of their high matching intention, can act as powerful nodes in these networks. Many maker platforms want existing celebrities to join and bring their fans with them; however, when the platform can create its own celebrities due to the network effects within its network, you know it’s reached critical mass. YouTube’s PewDiePie, Instagram’s Dan Bilzerian, and Vine’s Nash Grier are all examples of normal producers who rose to fame by building huge organic followings on their respective platforms.

				As you can see, understanding whether a platform is a maker or exchange platform has a big impact on how you design its core transaction and four functions. Figuring out which platform type a business fits into should always be one of the first steps in designing a platform.
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				Hayek versus the Machine, or Why Everything You Think You Know about the Twentieth Century Is Wrong

				Every now and then a trigger has to be pulled. Or not pulled. It’s hard to know which in your pajamas.

				—James Bond, Skyfall

				Technology is a funny thing. On one hand, the advances in the past twenty years or so are miraculous—few people a decade ago could ever have imagined what we do routinely today. Yet technology is also strangely easy to take for granted. Many people view a computer or a smartphone as simply a means to an end, as tools that allow them to do the things they want to do—call a loved one, play Candy Crush, order a pizza. But describing technology as just a tool belies the impact it has on the world we live in. Technology is never just a means to an end. It shapes our reality—and our economy—in profound ways.

 				Consider the creation of the steam locomotive in 1804. This new mode of transportation enabled people and products to travel farther and faster than ever before. It expanded the definition of “local,” and the world suddenly appeared smaller. The automobile continued this trend. Each of these new technologies gave rise to new kinds of communities and social structures. And, of course, new kinds of businesses.

				This sort of societal change happens all the time. As the saying goes, change is the only constant. But it’s easy to miss the role that technology plays in this process, partly because technological change is gradual. We think of and talk about the Industrial Revolution as a singular event, but in reality, it spanned decades. It wasn’t really a revolution but a gradual evolution with revolutionary implications.

				It often takes a long time for these implications to play out. In the early stages of the Industrial Revolution, the economy was powered by steam and water. As a result, factories had to be built near rivers. The mass availability of electricity did away with that need. But nevertheless, decades later, companies still built their factories next to water. The full potential of electricity had not yet sunk in.1

				The idea that technology is simply a tool is especially common in the world of business strategy. Although the body of thought behind how and why businesses succeed has changed some over the years, for much of the twentieth century, the core ideas behind business strategy were treated as immutable laws.

 				Today many organizations carry on with business as usual, even though the world has changed around them. And it is changing, quickly. Take the way that the Internet and smartphones have changed the relationship between companies and consumers. Consumers today have more power than ever before. For example, the rise of “showrooming”—the practice of visiting a store to examine a product before buying it online at a lower price—allows consumers to identify better, cheaper products. Consumers can also recommend products to thousands of “friends” and publicly express their dissatisfaction when something goes wrong. As a result, consumers add value to the purchasing process in ways that were impossible before. Consumers are no longer limited to the products and information that local stores put in front of them. Information no longer flows in one direction. This simple change has huge ramifications for how businesses operate. And technology is the primary reason this change has occurred. Whenever a “tool” wields that kind of power, it warrants special attention.

				We live in a unique period in history when a new business model—the platform—is rapidly eclipsing the old. The full potential of the Internet era has not yet sunk in. We’re just starting to scratch the surface. After all, only in the last decade or so have platforms have started to take over our economy.

				Many people believe that platform businesses are only tech companies, but this is a myth. The business model itself is not new nor, historically, has it been limited to the tech industry. In truth, platforms are as old as human society itself. Examples include a Roman marketplace, an ancient auction house, a bazaar, or, more recently, the Yellow Pages, classified ads, or a shopping mall. However, the reason that platforms matter today has everything to do with technology.

				To be clear, we’re not advocating technological determinism, which assumes that technology determines the development of social structures, economic activities, and cultural values. This idea is the essence of Marshall McLuhan’s famous phrase, “The medium is the message”—that the technology used to achieve something has more meaning than what you do with it. Although this notion certainly carries a grain of truth, it ignores the role that human actions and desires play in shaping how technologies develop and are used. Technology is not just a neutral tool. While technology shapes our perception of reality, we in turn influence its development.

				The rise of platforms invites us to carefully examine the intricate interaction among technology, the economy, and society, particularly how assumptions about technology underpin some of what are usually thought of as basic laws of economics and business strategy. What we’ve seen over the last half century is that changes in technology—and just as important, changes in how people use technology—can fundamentally alter the basic tenets of economic reality.

 				In this chapter, we examine the technological changes and impacts that have led to the shift from the linear businesses of the twentieth century to the platform businesses of today. Along the way, we challenge fundamental ideas about how our economic system works and invalidate some of the allegedly immutable laws of twentieth-century business strategy.

				Central Planning and the Man in the Pajamas

				Our story starts with an age-old problem: What’s the best way to organize an economy? Should economies be centrally organized, or decentralized and orchestrated through market activity? In many ways, the twentieth century was a giant war over this question. Governments and businesses alike fought to validate their view of economic and social reality. The collapse of the Soviet Union in the 1990s appeared to deliver the decisive blow in the argument, but for a long time the answer was not so clear.

				The core argument in favor of markets was always that they were more efficient than central planning. In the United States, we take that as gospel, but is it actually true? Under the right conditions, markets can be perfectly efficient in organizing economic activity. However, economists also had to make a number of major assumptions for the argument to work. Chief among these assumptions was the idea of “perfect information.” This notion assumed that every participant had complete knowledge of all relevant factors in the market at all times. Producers understood all of the same production techniques as other producers, and both buyers and sellers knew all the prices being charged by other sellers. There could be no “information asymmetries” wherein one individual possessed market information that others did not.

 				If this idea doesn’t sound remotely realistic, that’s because it isn’t. In the real economy, imperfect information is the norm. More surprisingly, it turns out that under the conditions of perfect information, there is no difference between the efficiency of markets and of central planning. In fact, in 1975, Soviet professor Leonid Kantorovich was awarded the Nobel Prize in Economic Sciences in part because his work, The Best Use of Resources, proved the functional equivalency of perfect markets and perfect planning.2 In an economy with perfect information, a central planner can allocate resources just as efficiently as a market can. Intuitively, this makes sense: If you know everything about an economy, you can figure out how to allocate resources efficiently. An omniscient central planner would just have to take into account all existing information and determine how to allocate resources in the best way possible—exactly what many economists argued that only markets could do.

				Kantorovich wasn’t the first person to notice something wrong with the idea of perfect information. Austrian economist Friedrich Hayek posed this same question decades earlier. Hayek was most influential in the mid-twentieth century, but he remains popular today with many political libertarians and conservatives. He is best known for his 1944 book The Road to Serfdom, which warned of the dangers of government control of economic decision making through central planning.

				As you would expect, Hayek was a strong proponent of free markets. However, he also recognized that the conventional argument for “perfect markets” was flawed. In his essay titled “The Meaning of Competition,” he lampooned the idea of perfect competition that was championed by most economists at the time. He understood that the argument for perfect markets was essentially a tautology. As Hayek put it, the problem was that the idea of perfect competition “confines itself to defining conditions in which its conclusions are already implicitly contained and which may conceivably exist but of which it does not tell us how they can ever be brought about.”3 In other words, the theory of perfect competition assumed the conditions under which markets would be perfectly efficient and then used this framework to prove that markets were perfectly efficient and worked better than central planning. Hayek knew that this was not a very convincing or logical argument. It left unanswered the question of how to best coordinate economic activity in the real world. In his essay “The Use of Knowledge in Society,” Hayek emphasized this fallacy. “This view disregards the fact that the method by which such knowledge can be made as widely available as possible is precisely the problem to which we have to find an answer,” he said.4 The perfect markets argument assumes away the very problem it alleges that markets can solve.

 				However, in this same essay, Hayek made an alternative case for why markets are a better economic system than central planning. In reality, it was impossible for a centralized authority to coordinate the activities of a decentralized economy effectively. The problem, as Hayek identified it, was precisely that we don’t live in a world of perfect information. An individual couldn’t collect all the information necessary to effectively coordinate an economy. Hayek explained, “The knowledge of the circumstances of which we must make use never exists in concentrated or integrated form but solely as the dispersed bits of incomplete and frequently contradictory knowledge which all the separate individuals possess.” Rather than operating under perfect information, we live in a world of highly fragmented and decentralized information. This concept is called “local knowledge,” or, as Hayek puts it, “the knowledge of the particular circumstances of time and place.”

				For Hayek, the implications of this insight were profound. Since a central planner couldn’t have knowledge of the particular circumstances at a given time and place, “the central planner will have to find some way or other in which the decisions depending on them can be left to the ‘man on the spot.’” Additionally, even if one person could know all of the necessary information to coordinate an economy, he wouldn’t be able to process all of it to direct an economy because circumstances constantly change. In essence, what was needed was some form of decentralization so that local knowledge could be “promptly used” in economic activity.

				This philosophy is shared by superspy James Bond. In the film Skyfall, when Bond first meets Q (Bond’s technology guru), Q jokes that he could “do more damage on my laptop sitting in my pajamas before my first cup of Earl Grey than you can do in a year in the field.”

				“Oh, so why do you need me?” Bond asks. “Every now and then a trigger has to be pulled,” Q says. “Or not pulled. It’s hard to know which in your pajamas,” Bond says. Bond, the consummate individualist, knows that you need knowledge of the time and circumstances on the ground in order to make a good decision.5 For both Bond and Hayek, central planning didn’t work because you couldn’t get accurate and timely information if you’re not actually in the field.

 				So, Hayek argued that centralized coordination of large-scale economic activity wasn’t practical. What was needed instead was a mechanism for decentralization that could effectively aggregate and react to all of the local knowledge that each individual in the economy possessed. Hayek’s solution was the price system, which he described as “a kind of machinery for registering change.” This machine “enables individual producers to watch merely the movement of a few pointers” in order to understand what is happening in the economy at large. In essence, Hayek suggested that the price system was a primitive calculator of information and that prices were a metric, or key performance indicator, that producers could use to understand economic activity, even far away from where they lived. Since every individual acted on his own local knowledge, the market would aggregate all of this information and adjust to it in real time. This argument actually accounted for reality: Information isn’t perfect and freely available. Markets solve this problem by exposing the sum total of everyone’s private information in the form of prices.

				History has largely proved Hayek right. Centralized coordination eventually lost out to decentralized markets, and market economies based on the price system have since become the default of most modern societies.

				The Theory of the Firm

 				Though Hayek was able to make a persuasive case for markets over central planning, there are other important objections to the efficient markets theory to consider. This brings us to another influential economist, Ronald Coase, whom we encountered briefly in chapter 1. Coase recognized another big hole in the concept of efficient markets. If markets could coordinate economic activity efficiently, why did companies exist? What value did companies add if markets themselves were perfectly efficient? This was a problem for pro-market economists, because, as Coase noted in his Nobel Prize acceptance speech, “most resources in a modern economic system are employed within firms, with how these resources are used dependent on administrative decisions and not directly on the operation of a market. Consequently, the efficiency of the economic system depends to a very considerable extent on how these organizations conduct their affairs, particularly, of course, the modern corporation.”6 If companies played such a big role in our economy, why couldn’t the dominant economic theory explain their existence? Coase resolved this dilemma by suggesting that there were actually costs to participating in market activity, which he called transaction costs. We covered this concept briefly in chapter 1.

				Coase’s theory suggested that it was too complicated or costly for a company to search for and find the right worker at the right time for any given task or to search for supplies and negotiate prices. Each of these costs of completing a transaction in the marketplace was a kind of transaction cost. If there were no such costs, any individual could contract any good he or she needed from the market immediately. There would be no reason to form traditional organizations to produce goods or services. Using this idea of transaction costs, Coase created a “theory of the firm” that described how transaction costs shaped the boundaries of organizations in market economies. According to this theory, organizations came into existence in order to minimize the transaction costs and informational deficiencies that resulted from coordinating economic activity through decentralized market exchanges. A company would internalize activities that it could organize more efficiently than the market and externalize those it could not. A company was, in effect, a small, centrally planned economy that operated within a larger market system (see Figure 2.1).
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				Figure 2.1. The three different theories for how economic activity is organized.

				Coase’s theory had important implications for business strategy. It suggested that as an organization grew, it would be able to minimize information and transaction costs by internalizing actions it could handle more efficiently and by externalizing those it could not. This dynamic led to tremendous economies of scale, a concept made famous by Boston Consulting Group founder Bruce Henderson. Henderson took an idea from military strategy—concentrating mass to overwhelm the enemy—and applied it to business. His observation was fairly simple: The more of something you produce, the better you get at it. But Henderson’s idea of economies of scale and the “experience curve” enabled managers to conceptualize the relationship between size and efficiency (see Figure 2.2).
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				Figure 2.2. Bruce Henderson’s scale curves.

 				According to Henderson, a company’s efficiency per unit produced increased by as much as 25 percent every time it doubled its production volume.7 Henderson applied this logic as a way for businesses to achieve a competitive advantage. His concept suggests that the company with the largest market share would also have a big cost advantage compared to its competitors.

 				A few years later, Harvard professor Michael Porter added another important idea to Henderson’s observations—the notion of the value chain. Porter basically agreed with Henderson’s ideas, but he qualified them by noting that businesses were not monolithic entities. An organization was made up of multiple components, and it was advantaged in some areas and disadvantaged in others. The combination of these different components created what Porter called the value chain. Introduced in his book Competitive Advantage, the value chain was a tool intended to be used for competitive analysis. The value chain enabled a business to systematically break its organization down into a set of core activities and to understand how they fit together into one coherent system that took inputs and created more valuable outputs (see Figure 2.3). This idea fit nicely into Coase’s theory of how businesses work. The purpose of value chain analysis was to design the optimal combination of links in the value chain so that you got the most value for the least cost. Ultimately, transaction costs were what held together the entire value chain. Businesses combined the different activities in the value chain because the transaction costs of handling them externally meant that it was more efficient to integrate these activities internally. By creating the optimal combination of activities, you would create a coherent system—a value chain—that would allow you to create and sustain a competitive advantage against your industry rivals.
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				Figure 2.3. Value chains defined how a business was organized.

 				Porter’s value chain and Henderson’s economies of scale have been the core tenets of business strategy for the last thirty years. Together, they became the strategic foundation of the large, vertically integrated organizations of the late twentieth century.

				However, even in these large organizations, Hayek’s local knowledge problem reared its head. The coordination problems related to local knowledge that Hayek described are a primary reason why Henderson’s economies-of-scale graph is U-shaped (see Figure 2.4). Because of rising coordination costs, once an organization reaches a certain size and continues to grow, it starts to experience diseconomies of scale, where information and transactions costs rise rather than decline when the business produces more.
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				Figure 2.4. The classic U-shaped economies-of-scale curve for linear businesses.

 				As a result, most large companies facing competitive pressures (i.e., those that were not granted government-sponsored monopolies) cap out at a size well below total control of their respective markets. Beyond a certain point, growth costs more than it’s worth. This fact fits neatly into Hayek’s concept of why markets were effective. On a small scale, you could coordinate economic activity effectively. But if a company grew too big, it wouldn’t be able to collect and react to all the information it needed to make accurate decisions. As a result, costs would rise, and the company would not be able to expand further in a competitive market. The U-shaped economy-of-scale curve that businesses experienced was a demonstration in microcosm of why central planning didn’t work for an entire economy.

				Much like Henderson’s economies of scale, Porter’s value chain was also limited and defined by transaction costs. As Coase’s theory suggested, the goal of minimizing transaction costs was what held each component of the value chain together and made them into one coherent whole. If transaction costs changed significantly, value chains could break up or be reorganized in radically different ways.

 				For a long time, the large organizations built on the bedrock of twentieth-century business strategy ruled the economy. Large, linear companies like GM, Ford, ExxonMobil, U.S. Steel, and General Electric sat at the top of the Fortune 500 for decades. However, as new technologies emerged, the bonds that held together the traditional organization started to fray.

				The Computer and the Market

				In 1965, the little-known Polish economist Oskar Lange penned a rejoinder to Hayek’s essay. Titled “The Computer and the Market,” Lange’s essay suggested that while Hayek’s problem may have held true in 1945, times had changed. The advent of computers meant that there now were devices that could quickly solve complex, simultaneous equations. Remember that Hayek himself had imagined the price system as a kind of decentralized calculating mechanism that replaced the impossible work of a central planner. Lange used a similar metaphor, calling markets “a computing device of the pre-electronic age.”8 But Lange didn’t mean it as a compliment. He saw the market mechanism as “old fashioned” and claimed that Hayek’s price system could be replaced in its coordinating capacity by a series of calculations run on a computer.

				The computer had “the undoubted advantage of much greater speed,” Lange said, while the market was “cumbersome and slow working.” If Lange was correct, the trade-off between centralization and decentralization that Hayek suggested was not an immutable economic law. Rather, it was an artifact of the state of technology. As technology changed, so too would the shape of the economy. Lange’s essay suggested that computers could lead to the creation of a much more centralized, but no less efficient, economy.

				There were two remaining challenges to Lange’s thesis in 1965. Most obviously, the primitive computers of the day weren’t up to the task. They usually took up entire rooms and were able to perform only limited calculations. However, in the same year that Lange wrote his essay, Gordon Moore, one of the founders of Intel, formulated what has come to be known as Moore’s Law: that the computing power per chip size would double approximately every eighteen months. Put another way, every eighteen months, you can get same the processing power that your computer had before but from a chip that was half the size. For the last fifty years, this “law” has held remarkably constant.

 				Over time, these incremental but constant improvements in processing power had a big impact on computing technology. Exponential growth starts slow, but as it compounds, it starts to increase rapidly. Over a few decades, computer chips became very small and very fast compared to their predecessors in 1965. These chips also got much cheaper to produce. To put this in context, your smartphone today is about 1 million times cheaper, 1,000 times more powerful, and about 100,000 times smaller than the one computer at MIT in 1965.

				Why were these changes so important? Information processing and storage costs are important parts of transaction costs. When these costs decline, the potential size of organizations increases. Intuitively this makes sense. With faster information processing and more information storage, you can manage a larger amount of information. But when processing costs fall, transaction costs also decline. Remember that transaction costs were the glue that held together a company’s value chain and determined what activities an organization internalized. As processing speeds radically increased and transaction costs fell at the end of the twentieth century, some value chains began to break up. With lower transaction costs, there was less need for vertically integrated organizations. Smaller, more agile competitors started to outmaneuver their larger, older rivals. A smaller competitor could attack one piece of an incumbent company’s value chain and disintermediate it or provide the same quality offering at a much lower price (see Figure 2.5).
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				Figure 2.5. As transaction costs fell, value chains broke up, and smaller competitors could attack one component of your business.

				This is exactly what happened to the encyclopedia industry. In the days of large, leather-bound books, the encyclopedia business was dependent on large sales forces in order to sell its product. A big chunk of the price of an encyclopedia went to paying the salesman’s commission. When personal computers became widespread, new technologies made it much easier and cheaper to hold all of that information in one place. You no longer needed a large sales force to go door-to-door lugging around and selling large sets of books. You could just send your customer a CD in the mail. This meant that Microsoft could sell its Encyclopedia Encarta on CD-ROM for $50, while Britannica’s big set of books cost between $1,500 and $2,000.9 Britannica eventually introduced its own CD-ROM, but its large sales force, once an essential asset and a core part of the company’s value chain, was suddenly a massive liability.

 				Dot-com Disappointment

				However, even with all of this processing power, computers alone still couldn’t deliver on Lange’s promise of a more centralized economy. Although computers had the potential to solve one of the problems Hayek posed—storing and processing large amounts of information simultaneously—they still didn’t address the issue of how to gather and transmit all the necessary data in the first place.

				The Internet started to change all of this. In the 1990s, the Internet and the World Wide Web ushered in a new era of connectivity and networked, decentralized communication. This was a fundamental shift from the informational paradigm of the rest of the twentieth century, which was dominated by centralized, hierarchical, and top-down institutions with similarly centralized, hierarchical, and top-down flows of information. The decentralized Web gave individuals unprecedented access to information and ushered in a new wave of businesses inspired by what seemed like limitless opportunity.

 				However, this new informational paradigm required a new business model, which many entrepreneurs and investors didn’t understand at the time. The business environment after the arrival of the Internet was fundamentally different from anything that came before. Yet many of these new businesses simply used traditional business models and set up a website as the distribution mechanism, with the expectation that the Internet would make business models work at scale because of “network effects”—even though it wasn’t clear what those network effects were or how they would help improve the business’s cost structure. Pets.com, which we talked about in chapter 1, is the most infamous example. But others, including Kozmo.com, Webvan, and Garden.com, eventually went under for similar reasons. The tremendous crash that followed the initial rush of enthusiasm was a testament to this failure of thinking.

				Timing also was an issue. Although enthusiasm for the Internet was high, Internet use during the dot-com era wasn’t as widespread as the hype suggested. Many took these early, high-profile failures as a sign that the Internet was overhyped and destined to fall short of its world-changing expectations. For example, in 1998 Nobel Prize winner and New York Times columnist Paul Krugman famously suggested that the Internet would have no bigger impact on the economy than the fax machine did. “The growth of the Internet will slow drastically,” Krugman wrote, as it “becomes apparent [that] most people have nothing to say to each other! By 2005 or so, it will become clear that the Internet’s impact on the economy has been no greater than the fax machine’s.”10 Given the spectacular economic crash that followed Krugman’s prediction, his skepticism at the time was warranted. But despite the sudden and dispiriting end to the dot-com euphoria, the seeds had been planted for an economic and social revolution.

				The Connected Revolution

				It was only a few years later that the Internet really made the leap into mainstream culture. By the mid-2000s, the Internet was ubiquitous, as omnipresent as air (or advertising). The spread of broadband from the workplace to the home got the ball rolling, but the real driving force behind this shift was the mobile Internet.

 				Mobile phones put the Internet directly into everyone’s pocket. Back in the dot-com era, the Internet consisted of only about 30 million people connecting via a dial-up modem. Despite its huge impact, the Web of the 1990s was small and slow relative to the Internet of today. Mobile tech acted like rocket fuel for the Internet. In just five years, the number of people with Internet access exploded from millions to billions (see Figure 2.6). In the United States, the Internet went from a novelty to a fully integrated part of everyday life.
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				Figure 2.6. Market size is for real this time. Source: Andreessen Horowitz, “Mobile: It Changes Everything,” http://a16z.com/2015/06/19/mobile-it-changes-everything/.

				As the mobile Internet exploded in the late 2000s, four key changes flipped the world of business strategy on its head: the democratization of processing power, the declining cost of communication, the rise of ubiquitous connectivity and sensors, and growing returns to scale on data analysis. Together, these four changes have created a Connected Revolution, an economic and social transformation wherein the dynamics that drove the organizations of the twentieth century no longer apply. Let’s take a closer look at why.

				The Democratization of Processing Power and Computer Storage

 				Advances in technology have made computing a commodity. Computers are now cheap and widely available. Members of previous generations could have counted the number of computing devices they owned on one hand, but by the time today’s kids reach adulthood, they won’t be able to keep track. From factories to toys or food, computers are fast becoming essential to almost everything we do, make, and consume. Technological progress has even led to what’s being called the Race to Zero in cloud computing, where technological advances and increasing competition are driving down cloud processing and storage prices at an unprecedented rate.

				The Declining Cost of Communication

				The cost of transmitting and storing information has tumbled. As a result, barriers to entry in business have fallen, and the one-way broadcast paradigm exhibited by TV and radio companies of the Industrial Revolution has given way to networked communication. Discovering and transmitting information became frictionless and cheap. Activities that typically happened within the bounds of one organization can now take place in a decentralized manner through networks.

				The Rise of Ubiquitous Connectivity and Sensors

				With the advent of the smartphone, almost everyone now carries over half a dozen tiny sensors wherever they go. The result has been the ability to collect more and more kinds of data than ever before. Most of that new data is collected by these sensors and transmitted by connected technology. The ease with which this information is collected and distributed would have been unthinkable only a decade ago. And the rate at which we’re producing this new data is only increasing each year.

				The Growing Returns to Scale on Data Analysis

				With breakthroughs in data analytics—so-called big data—this new wealth of information has led to huge returns to scale on data analysis. It’s now possible to make sense of and act on previously unimaginably large amounts of data, all in real time.

 				* * *

				Let’s take a second to unpack why all of these changes have been so important. First, thanks to the rapid advances in computer processing, individuals now have access to processing power and technologies that were once available only to large organizations. The result has been widespread access to cheap, easy-to-use professional tools. This change has empowered individuals to become producers of value on a whole new scale.

				Second, the declining cost of communication has made it much easier to share all of that value with other people. The falling cost and rising speed of data transmission have meant that individuals who have never met before can now cost-effectively communicate with each other well enough to accomplish complex tasks. They also can develop the trust needed to collaborate or facilitate exchanges.

				Contrary to what Krugman suggested during the dot-com era, it turned out that, given the opportunity, people wanted to talk to each other—a lot. Connected technology quickly migrated from the enterprise to the home, and the Internet became a central part of how we experience the world and communicate with each other. At the same time, growth exploded for YouTube, Facebook, and Twitter, which led to the rise of social media and user-generated content. TIME magazine even named “You” the person of the year in 2006, a reference to all of the people who created content on social networking and content platforms online. Mobile tech accelerated these trends even further by moving the Internet from an isolated activity that happened at home to something you brought with you and engaged with everywhere.

 				Suddenly, there was a big shift in where value was made in our economy. Businesses were no longer the sole source of value creation. Consumers were creating value and sharing it with each other. The quintessential example of this change was Wikipedia. Remember the earlier example of how increases in processing power enabled the shift from the hard-copy Encyclopaedia Britannica to the cheaper, more efficient CD-ROMs? This change happened because as processing power increased and storage prices declined, the costs of distribution greatly decreased. The Internet continued this trend, making distribution even cheaper. However, Wikipedia took this shift one step further. Rather than just lowering the cost of distribution, Wikipedia also substituted user-generated content for professionally created content and radically changed the cost of production. It turned out that, given access to new tools and the ability to communicate effectively, a community of individuals could do just as good of a job (with some qualifications about the benefits of breadth versus depth) as a vertically oriented business could at creating an encyclopedia. And they could do it at a much lower cost.
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				Wikipedia—content platform

				As Wikipedia showed, loosely organized communities of individuals could substitute for entire businesses. After 244 years, the Encyclopaedia Britannica finally ended its print edition in 2012, while Microsoft closed Encarta completely in 2009. Decentralized networks of autonomous individuals who existed outside the bounds of any single organization have taken over many productive activities that used to occur within a single, hierarchically organized company. In effect, individuals became competitors to many large linear businesses rather than just their customers. For example, YouTube and other online video-streaming platforms that depended on user-generated content started to compete for advertising dollars with professionally created content broadcast by television networks and cable companies.

				This shift had a profound effect on business strategy. Transactions costs were now low enough that the bonds holding many traditional organizations together started to disintegrate. Economies of scale in many traditional businesses, such as the newspaper and encyclopedia industries, collapsed completely. Value chains didn’t just break up into separate components, as they did during the early computer era. Pieces of the value chain actually started to fragment or fall apart (see Figure 2.7). Individuals acting in decentralized networks could now substitute for entire organizations.
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				Figure 2.7. The value chain becomes fragmented as individuals take over for organizations.

 				In the past, companies were effective because they vastly improved how we organized work. This idea is the crux of Coase’s theory of the firm. Companies could coordinate the usage of employees and materials to create products and services more efficiently than the market could. In certain industries, such as the production of heavy machinery, these assumptions still hold true (though this could change quickly with the consumerization of new technologies, such as three-dimensional, or 3D, printing). But in many industries today, the most important resources often are not the ones that reside within any one organization but rather those that exist outside of it.

 				In this new environment, Henderson’s and Porter’s theories no longer apply. The aggregator and creator of business value is no longer a company’s supply chain or value chain but rather a network’s ecosystem. Value has moved from creating products and services to facilitating connections between external producers and consumers. The firm has collapsed as a center of production and instead has become the center of exchange. The areas where businesses could create and add economic value have shifted away from production and toward the curation and management of networks. That’s where platform businesses come in.

				As it turns out, these decentralized networks don’t form and grow all by themselves. It usually takes an organization acting as the primary node in that network to grow and coordinate all of that activity on a large scale. These platform businesses don’t operate the way traditional organizations did. Rather than investing in internal resources—such as employees, factories, or warehouses—platforms create value by coordinating these large external networks of consumers and producers. As we explain further in chapters 5 and 6, the core activities of platform businesses all focus on growing and managing these networks.

				Platforms combine characteristics of traditional organizations and markets. A platform is essentially a synthesis of Coase’s firm and Hayek’s market. The firm no longer invests in production but rather in building the infrastructure and tools to support and grow a networked marketplace or community. What these platforms are creating are, in essence, centrally planned markets. That many would think of this as a contradiction is mostly a result of historical ideology rather than present-day fact. For example, consider the product marketplaces created by eBay or a company like Alibaba, or the content networks created by Facebook, Twitter, and YouTube, or the information and software marketplaces created by Google and Apple. All of these networks enable millions of individuals and companies to interact, but they are built and coordinated by a central entity.

 				The simultaneous rise of big data and ubiquitous connectivity and sensors, our third and fourth changes, come in here. Hayek lived in a world of siloed information. The cost of communication and processing power limited the amount of information that could be collected and distributed over long distances. It simply wasn’t possible to collect enough information to coordinate a large economy effectively, certainly not with any useful speed. In Hayek’s world, his “man on the ground” was an information island unto himself, separated from and unable to relay his local knowledge to any central planner. Besides, even if he could transmit such knowledge, there wasn’t enough processing power available to make sense of it all. But today you can easily collect and distribute an almost limitless amount and variety of information all over the world. Your smartphone is a data-creating and-transmitting machine. That’s basically all that your phone is (plus a battery that lets it run for a while without having to be plugged in). These sensors are what enable you to track your runs, find directions on a map, take photos, or scan your fingerprint. The result has been a proverbial flood of information. The magnitude of this change can’t be overstated. IBM estimated in 2013 that 90 percent of the world’s information was less than two years old.11 Most of this information was created and consumed online. Contrary to how people lived throughout most of human history, today siloed information has become the exception rather than the norm. However, the change is only just beginning. Market research firm IDC estimates that the world’s data will grow by as much as forty times its 2015 level by 2020.12

				But now, thanks to so-called big data analysis, businesses can start to make sense of all of this new information. In the past, data was something you had to go out and gather. You had to create distinct processes to measure and collect information on a business. In each case, typically you’d have a population that was well defined and a straightforward question you were trying to answer, and the data you collected would fit nicely into a spreadsheet. Today, data is no longer something you go out and get. “Data is collected automatically as a by-product of the business itself,” according to Alibaba’s chief strategy officer, Ming Zeng.13 With this change has come the shift from the simple, structured data of the industrial age to an abundance of more complex unstructured data in the Internet era. Spreadsheets are no longer enough. Big data analysis allows businesses to make sense of large, chaotic data sets in real time. Businesses also can understand entirely new types of data, including audio files, photos, and videos, as well as unstructured data such as text documents, behavioral patterns, and natural language.

 				This ability to organize and make sense of large amounts of data in real time has dissolved Hayek’s final objections to centralization. In the long run, Oskar Lange was right. Algorithms run on computers and trained on previously unmanageable amounts of data can now coordinate large amounts of economic activity, just as Lange predicted. The ability to coordinate economic activity efficiently has scaled beyond the boundaries of the traditional firm. Remember, price itself was a data point used to coordinate economic activity—it just happened to be the easiest data point to collect. Today, technology enables businesses to collect and track much more granular data about far more kinds of activity than ever before. As a result, platforms can now create and manage networks that facilitate entirely new categories of economic and social activities. For instance, on August 27, 2015, Facebook served an unprecedented 1 billion users in a single day.14 Similarly, between March 2014 and March 2015, Alibaba’s marketplaces facilitated a previously unfathomable amount of economic activity in China by coordinating 350 million consumers and nearly 10 million merchants.15 Only recently did these kinds of businesses become economically and technologically feasible.

				Lenin Loves Google

				The Connected Revolution has blown apart the key assumptions underlying Bruce Henderson’s concept economies of scale and Michael Porter’s value chain. Beyond the realm of business strategy, these changes also have fundamentally altered the way our economy works. Taken together, they have invalidated Hayek’s assertion that a central planner can’t organize large-scale economic activity. Today, that’s precisely what’s happening to increasingly large sections of our economy. The only difference is that the central planner is not a government bureaucrat. Rather it’s a set of algorithms and software tools operated by a platform in order to manage and grow a decentralized network.

				In truth, the core ideas underlying how we thought about business strategy and the economy were based on deeply embedded assumptions about transaction costs and the state of technology. As technology has changed, so too has the economy, in ways that most people don’t yet realize. Rather than being immutable laws, the concepts that were the foundation of twentieth-century business strategy and economic theory turned out to be (like most economic “laws”) a loose set of theories built on assumptions that became outdated as technology changed.

 				One reason this shift hasn’t garnered more attention is that these new companies don’t match our perception of how businesses create value. When looking at traditional companies, we usually measure the hard assets and things that the business can more or less directly control. These factors won’t measure the true value of platforms. With Uber, for example, practically all of the value it creates comes from transactions it facilitates between people who exist outside the company. Its network is what makes the company valuable. The same is true for all platforms. By creating and orchestrating these large networks, platforms are unlocking new, untapped economic and social value. These markets and communities wouldn’t exist or spring into existence in a vacuum—the platform had to build and manage them. In essence, platforms are correcting for market failures. This isn’t a new phenomenon. In the financial sector, economic exchanges, such as the New York Stock Exchange, have served in this capacity for centuries. What’s new is that platforms are now extending into more and more areas of our existence, and at a scale that was previously unthinkable.

				As a result, today’s most valuable businesses have become what Hayek once deemed impossible: centralized organizations that can understand and react in real time to what’s happening throughout a large, decentralized economy. Local knowledge is local no more. What is Google Search, for instance, but an enormous, centrally planned economy of content and information? In a manner of speaking, Google is now creating the socialist utopia that all the might of Soviet Russia could not. That you don’t think of Google in this way is basically just a matter of marketing and ideology. Google makes you feel empowered, even though it’s telling you what you want. Uber makes you happy, even though its selects your car for you and picks the route your driver should take to your destination. All of this economic activity is being centrally planned and orchestrated by computers running algorithms—and it seems to bother no one. Nor should it. It turns out that people don’t have any problem with central planning in principle—they just don’t like bad central planning. Today’s technology enables platform businesses to step in and create these centrally orchestrated markets where the “free market” failed to do so. As a result, they create entirely new markets or greatly expand old ones.

 				Now, Google isn’t perfect by any means—what it “recommends” isn’t always right—nor does it encompass the whole economy. Lange’s vision of a perfectly centralized economy isn’t yet a reality. But the pendulum has swung significantly from decentralization toward large organizations—platforms—that create what are, in effect, large, centrally planned markets. As this trend continues, we will see more and more of the economy orchestrated through decentralized, but centrally created and managed, networks.

				Capitalism ≠ Competition

				Today, the success of these platforms proves that capitalism is, in fact, compatible with centralization. Yet few people realize this. The resistance is largely a relic of Cold War–era thinking and outdated ideologies. PayPal founder and former CEO Peter Thiel describes the phenomenon in his 2014 book, Zero to One: Notes on Startups, or How to Build the Future. “Americans mythologize competition and credit it with saving us from socialist breadlines,” Thiel said. “More than anything else, competition is an ideology—the ideology—that pervades our society and distorts our thinking.”16 In reality, he said, “capitalism and competition are opposites.” The companies that are driving our economy today and that will be in the future are the kind of “monopolies” that Thiel described in his book. In fact, most of the companies he described—including Google, Twitter, and PayPal—are platform companies. These monopolies “give customers more choices by adding entirely new categories of abundance to the world,” Thiel said.

				This is precisely what platforms do. Linear businesses can still create value, but today platforms create more. They create entirely new networks of economic and social activity where it wouldn’t exist otherwise. As a result, they centrally orchestrate large amounts of new economic activity. Social networks existed informally before Facebook came along. But Facebook centralized all of these networks into one platform in order to facilitate more connections and interactions between people. In essence, Facebook built a marketplace for social interaction. As a result, billions of people today are connected who wouldn’t be otherwise. Although some people may not like how Facebook handles its users’ data, the company undoubtedly has created an enormous amount of economic and social value beyond what it earns as profit.

 				The impact of platform companies will be felt even more strongly in countries with less established economic infrastructure. For example, Alibaba has helped create a significant amount of China’s growing digital economy. By one estimate, its marketplaces are responsible for as much as 70 percent of the shipping activity within China. Additionally, Alibaba’s payments platform, Alipay, is responsible for half of all online transactions in China. It processes more than $500 billion in transactions annually, which is twenty times more than the amount handled by China UnionPay, the state-owned company with a government-granted monopoly over China’s bank-card authorization system.17 Alibaba e-commerce marketplaces and payments platform have allowed shoppers, even in China’s most remote regions, to gain access to goods long before stores can build chains of brick-and-mortar outlets.

				The way we think about businesses and the economy today is outdated. Much of the twentieth-century wisdom is no longer relevant. Concepts like the value chain and economies of scale provided incremental improvements on the old, linear model. But the shift from linear businesses to platforms that we’re seeing today is not incremental. Rather, it’s massive and immediate.

				Despite all the controversy around Uber and the so-called sharing economy, the magnitude of change that platforms have brought to our society has gone largely unnoticed. In fact, this shift is much larger than the sharing economy, as platforms encompass many more areas of economic activity. And it will only continue in the future when connected technology is adopted by more and more industries. The rest of this book will help you understand how and why these businesses work and, just as important, when they won’t. Because if you want to understand the economy today and in the future, you have to start with platforms.
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				The Zero-Marginal-Cost Company

				Software alone is a commodity.

				—Fred Wilson, venture capitalist and founder of Union Square Ventures

				Fred Wilson, founder of Union Square Ventures (USV), is a renowned investor and venture capitalist. His firm has invested in many platform companies, including Twitter, Etsy, Lending Club, Tumblr, Foursquare, SoundCloud, and Kickstarter. To explain his company’s investment thesis, he has told what he called the “dentist office software story.” The story, “a modern day fable about defensibility in the software business,”1 begins with an entrepreneur who’s tired of having long waits at the dentist’s office. So, in typical entrepreneur fashion, this person decides to build management software for dentists’ offices. He brings it to market and sells it at a price of $25,000 per year for each office. Even though the software is expensive, “dentists realize significant cost savings after deploying the system. The company, Dentasoft, grows quickly into a $10mm annual revenue business, goes public, and trades up to a billion dollar valuation.”2

 				But the story doesn’t end there. Next, two young entrepreneurs go to startup accelerator Y Combinator and create a low-cost version of Dentasoft. Their product, Dent.io, includes more modern software and a mobile app that allow dentists to manage their offices remotely. Dent.io gets to market quickly at a price point of $5,000 per year. Many dentists switch to the newer, cheaper entrant. Dentasoft misses its quarterly forecast, and its stock crashes. Meanwhile, “Dent.io does a growth round from Sequoia and hires a CEO.” Next, an open-source software project called DentOps springs to life. A hosted version of this project called DentHub becomes popular. Dentasoft files for bankruptcy. Dent.io struggles, and the company fires its CEO.

				The point of this story, Wilson explained, is that “software alone is a commodity. There is nothing stopping anyone from copying the feature set, making it better, cheaper, and faster.” This is where USV’s investment thesis comes in. USV realized it did not want to invest in commodity software, so Wilson and his partners asked, “What will provide defensibility?” The answer: “Networks of users, transactions, or data,” Wilson explained. “That led us to social media, to Delicious, Tumblr, and Twitter. And marketplaces like Etsy, Lending Club, and Kickstarter.”

				One of USV’s partners, Albert Wenger, has created an alternative ending for this story. In his version, a dentist named Hoff Reidman “decides that he wants to network with other dentists.” He creates a site called Dentistry.com. He hustles to get initial traction, and the site takes off. USV does a small seed round of $1 million. The founder creates a product roadmap that “allows patients to have profiles on Dentistry.com where they can keep their dental records, book appointments, and keep track of their dental health. It also includes mobile apps for patients to remind them to floss and brush at least twice a day.” The platform is free to use for anyone and monetizes through a combination of advertising and taking a cut of the transactions it facilitates. As a result, “Dentistry.com ultimately grows into a $1bn revenue company and goes public [and] trades at a market cap of $7.5bn. Wall Street analysts love the company citing its market power and defensible network effects.”

				The Evolution of Enterprise Software

 				Although Fred’s story is fictional, it actually tracks pretty well with the broader history of the enterprise IT and software industries. Customer relationship management software is a great example. Oracle and SAP built their businesses selling large, expensive enterprise software installations to companies. Yet years later, in the early 2000s, along came Salesforce.com, which undercut these companies by distributing its software over the Internet. At the time, Salesforce CEO Marc Benioff called this “the end of software.” What he really meant was that it was the end of traditional, expensive software and the beginning of software as a service (SaaS)—essentially cloud software that can be accessed cheaply over the Internet. But over time, Salesforce’s larger competitors started to create SaaS offerings, and Salesforce needed to continue to differentiate itself. What was Benioff’s answer? Build a development platform. Salesforce created its Force.com development platform and AppExchange app store, which it launched in 2006. The company heavily invested in creating a third-party software ecosystem around its core applications. Today, its app store has millions of app downloads and is an important part of Salesforce’s value proposition. Other cloud software industries have evolved in a similar manner, such as cloud data storage and so-called infrastructure-as-a-service (IaaS) companies. Both Google App Engine and Amazon Web Services have robust development platforms with thousands of available apps and integrations.

 				Healthcare software is another great example of this trend. The first wave of new healthcare software came during the dot-com era. Like Wilson’s Dentasoft and most enterprise software at the time, these products were sold for large, up-front fees. Companies that emerged at this time included Epic Systems Corp., athenahealth, and eClinicalWorks. As eClinicalWorks cofounder and CEO Girish Navani said in a 2014 interview, “Healthcare in 1999 was not automated. It was archaic.”3 These backend software companies sold systems that started to digitize much of the communication and paperwork that went through a doctor’s office, such as medical records. One of the enterprise software products that eClincalWorks sold to doctors was an electronic medical record (EMR) system. “If you eliminate paper from any industry, the efficiency has to improve,” Navani said. But at the time, that’s as far as this digitization went. Patients were still left out of the loop. As the technology and industry grew, the next generation of this software moved to the cloud. The software become cheaper and more accessible. Today the industry has matured significantly—about five major players dominate the market while market penetration for EMR systems is approaching 80 percent.4 Most doctors’ offices now run backend software systems for tracking medical records and many other office processes. The next step in this evolution was to bring the patient into the loop.

				Signs of this shift toward consumer-facing platforms are everywhere. The most prominent category is telemedicine, which has gotten nearly $500 million in venture capital funding in recent years and is still expanding.5 Leading platforms in this space as of the end of 2015 include American Well ($128 million raised), Doctor on Demand ($87 million), Teladoc ($249 million), and MDLIVE ($73 million). Google has even experimented with telemedicine.6 “Companies that are focusing on using cloud and this idea of tying consumers to suppliers and suppliers to other suppliers and breaking the mold of this traditional payer-based system of healthcare will create a big, dynamic difference,” according to Navani. These companies aren’t just connecting doctors with patients but also doctors with other doctors. They’re making routine healthcare more available, efficient, and affordable for patients. However, telemedicine is just the low-hanging fruit for healthcare platforms. Expect to see even more changes in the years ahead as digital technology becomes a fixture of modern healthcare. Does this mean healthcare is poised to undergo an Uber-like transformation? “It’ll happen a little bit slower than it happened in the cab industry because there were fewer regulations,” Navani said. “But I think it’ll happen in two or three years.”

				You’re Going to Need a Bigger Moat

				It seems Wilson was correct that software alone is a commodity. In the language of legendary investor Warren Buffet, pure software companies don’t have an effective “moat” to defend their business; it’s easy for competitors to storm the barricades and overwhelm them. Since most software industries have relatively low barriers to entry—especially today, when startup costs are lower than ever—it’s practically guaranteed that a competitor will come along and offer customers similar software that’s either better or cheaper. That’s where network effects come in.

 				Put very simply, a network effect is present when the behavior of one user has a direct impact on the value that other users will get out of the same service. Network effects make a platform more useful and more valuable as more people use it. We discuss network effects in more detail in chapter 4, but their presence means that when competing with a successful platform, you aren’t competing simply on the strength of your product and its features. You also are competing with the platform’s ability to support an entire community of consumers and producers as well as all the value they exchange. This community is a core part of a platform’s value that isolated products don’t provide.

				Networks are much harder to duplicate than features are. As we saw when Nokia and BlackBerry lost out to Apple and Google, any features that their phones could offer were far less valuable than the value a consumer received from a large community of app developers. Network effects are “the strongest economic moat of all,” Bill Gurley, of venture capital firm Benchmark, has said.7 Talking heads have been speculating about Facebook’s decline for years, especially with the rise of new social media companies like Twitter and Snapchat and the shift on smartphones from social networks to messaging platforms. Yet as of this writing, Facebook has beaten Wall Street projections in eleven of the last twelve quarters, and its Facebook Messenger platform has taken off, acquiring more than 500 million users within a couple years’ time. Its big acquisitions, WhatsApp and Instagram, have also continued to grow significantly since joining Facebook.8 Apparently having a network with 1.5 billion active users is a hell of a moat.

				Investors Love Platforms

				As Fred Wilson’s story suggests, investors love platforms. Successful platforms have strong moats in the form of their networks and operate at a scale that positions them to dominate their industries.

 				It’s no wonder, then, that platforms are worth more than linear businesses. According to our research, investors value platforms more highly than their linear equivalents. Looking at the S&P 500, pure platform businesses or businesses for which a platform is a significant part of their business have an average revenue multiple of 8.9. In contrast, linear businesses are valued between two to four times revenue on average, depending on their business model.9 Other research has found a similar valuation gap between platforms and linear businesses.10

				This gap is actually widening over time, and there’s a good reason. Platforms perform better over both the short and the long term along key financial dimensions. For example, they deliver faster growth, better return on capital, and larger profit margins. As a result, since the early 2000s, platforms have quickly overtaken other business models at the top of the economy. According to current trends, platforms will make up about 5 percent of the overall S&P 500 by 2020. They’re also on track to make up the majority of the top valuations in the S&P 500 within the next five to ten years.

 				Potential public platform companies that could join the S&P 500 over the next few years include LinkedIn, Twitter, Zillow, and GrubHub. Additionally, Uber, Snapchat, Airbnb, Dropbox, and Pinterest could be future candidates once they go public, as their current valuations already exceed S&P 500 market cap requirements. (See Figure 3.1.) Many existing enterprises also will build or acquire platforms in order to incorporate platform business models and network effects into certain parts of their value chains. Finally, platforms have created an outsize share of income generated by the S&P 500. Projections more than a few years out are always a little fuzzy, but if current trends continue, platforms could make up 50 percent of the S&P 500’s net income within twenty-five years.11 (See Figure 3.2.)
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				Figure 3.1. Platform businesses in the S&P 500 over the last forty years.
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				Figure 3.2. In twenty-five years, 50 percent of the S&P 500’s net income will come from platforms.

				These projections may seem outlandish, but they reflect the actual growth we’ve seen over the past decade. S&P 500 platform businesses have improved their net earnings on average by 330 percent in the past ten years compared to 16 percent for the overall S&P 500 (though from a much smaller base). As more platforms join the S&P, their contribution to the index’s net earnings will grow very quickly.

				Planet Unicorn

				Once you take a look at what’s happening in the startup economy, these projections make even more sense. The next wave of large public companies is made up of far more platforms than in the past. Of the 126 “unicorn” billion-dollar private companies as of July 2015, 73 are platforms—or about 58 percent. (In tech-speak, a unicorn company is a company valued at more than $1 billion.) If you look internationally, the numbers are even more surprising. In Asia, 31 of 36 unicorns are platforms, or about 86 percent. This includes China, where 81 percent of 21 unicorns are platforms, and India, where 8 of 9 are platforms (see Figure 3.3).12
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				Figure 3.3. “Unicorn” company data, July 2015.

 				As this data shows, platforms are a truly global phenomenon. China is a great example of this shift. The infrastructure of commerce in China is digital, to an extent that wasn’t possible in the United States, where there was already a well-established in-store commercial retail sector. As a result, the companies that have best captured the new potential brought by rapid growth are the platforms creating and growing new digital markets. These Chinese platform companies include Alibaba and Tencent as well as more recent entrants, such as Xiaomi, which built the most successful Android platform in China and is now the third largest smartphone distributor in the world behind Samsung and Apple.13

				Investors Value Platform Startups More

 				Platforms also receive higher valuations than linear startups. The average valuation for platform unicorns was $4.51 billion compared to $2.49 billion for linear unicorn companies. In other words, the average linear unicorn is valued at a little more than half of comparable platform companies. Not surprisingly, platforms also have most of the funding raised by these unicorn startups. Billion-dollar platforms have received more than twice as much funding as their linear competitors, with $46.24 billion in funding for platform unicorns compared to $21.96 billion for linear companies. To top it off, platforms also got more favorable terms from investors. Platform unicorns were valued about 12 percent higher relative to the funding they received when compared to linear platforms, indicating that investors are more confident in the upside of their platform investments.

				Obviously, not all of these unicorn companies will survive. But the trends in both public and private markets show that platform businesses are quickly overtaking linear companies. In particular, the huge shift toward platforms among unicorn startups suggests that the next wave of large public companies worldwide will be mostly platforms.

				The Zero-Marginal-Cost Company

				Network effects are only a part of why platform business models are so powerful today. To see the whole picture, we need to take a deeper look at the cost and profit structures that underlie the platform business model.

				Let’s start with the economics of information goods, such as apps, music, or ebooks. If you create an app, it might cost $250,000 to produce the original version. But creating a copy of that app will cost next to nothing. In the language of economics, the app has close to zero marginal cost. Thanks to the Internet and connected technology, information goods today have a near-zero marginal cost of distribution. The cost to serve one additional customer is basically zero. But as we saw in chapter 2, even with this shift toward zero-marginal-cost information goods, a linear business like the Encyclopaedia Britannica is still constrained in terms of how large it can scale because of the high fixed costs of production. It costs a lot to gather all of that information and have it professionally written and curated into an encyclopedia.

 				Some of the first companies to capitalize on this shift toward the low cost of distribution over the Internet were SaaS companies. Rather than building and maintaining a physical server that the customer would have to pay for in order to host the software system, SaaS companies just distribute their software over the Internet at zero marginal cost. Still, the cost of creating the initial application is high, and if the company wants to expand its business, it needs to create additional modules to sell in order to create more inventory. In other words, it has to incur more large, up-front costs.

				Platforms take this dynamic one step further. They remove the high fixed cost of creation and extend zero marginal costs to the supply side of the business. To add more entries to Wikipedia or to improve existing ones, the company doesn’t hire another researcher. It just needs a user to create a page or make an edit. Although there still is an up-front cost involved in building the software product, the platform has a much more efficient business model as it grows. In fact, it becomes exponentially more efficient the larger it becomes.

				The implications of this change are enormous. In the twentieth century, successfully scaling a business depended on finding channels that drastically lowered the cost of creating demand and lowering the cost of supply. The Internet itself alleviated some of the high fixed costs to launch a business as reaching large audiences became much easier and cheaper. But linear business models still face the marginal cost challenge, forcing them to economize on the cost of supply in order to compete. As we discussed in chapter 2, the whole concept of Michael Porter’s value chain is built around the idea of combining activities to create the most value for the smallest cost—in other words, reducing the cost of production. This constraint was the inspiration for many of the most important business innovations of the twentieth century, including the assembly line, which improved the efficiency of production. Also included are less-heralded innovations, such as chain stores, which created economies of scale and reduced costs, and franchising, which externalized much of the up-front cost of creating a new store. The more recently created process of just-in-time production also focused on reducing waste and the dead-weight cost of holding inventory. In short, all of these innovations were focused on reducing the cost of production for linear businesses.

				Linear businesses generally grow by adding staff or physical assets, or both. Because these tactics create value by controlling production, linear companies have to invest significant resources in expanding their capacity in order to sell more inventory. But physical assets and employees don’t scale well. Networks do.

 				Platforms require much less capital expenditure to be successful at scale. They also require far fewer internal resources than linear businesses do. For example, platform companies require relatively few employees to be successful. Uber, Airbnb, and LinkedIn each run their global operations with fewer than 8,000 employees. Similarly, Alibaba had fewer than 35,000 employees at the beginning of 2015. In contrast, Walmart, which has a total sales volume similar to Alibaba, has over 2 million employees.

				Platforms eliminate the marginal cost of production by just focusing on facilitating connections. The network handles production. Uber doesn’t own and operate a fleet of taxis, Alibaba doesn’t own factories that produce the goods it makes available online, Google doesn’t create the Web pages it indexes, and YouTube doesn’t create the millions of videos it hosts. Platforms are the natural business model of the Internet: They are pure zero-marginal-cost information businesses. They use data to facilitate transactions and enable networked production. The low marginal cost of production means that expenses don’t grow as fast as revenue does.

				These changes have major implications for linear companies. Platforms can scale cheaply and easily and will increasingly leave behind their linear counterparts.

				Look at Hyatt, for example. Hyatt can sell room reservations online through its website and online travel sites. However, to create more inventory beyond its current capacity, the company needs to build a new hotel—no small cost. When Airbnb wants to add more rooms, it just needs someone to create a new listing on its website. This costs the platform next to nothing. Because the platform doesn’t own production, it doesn’t need all the resources that go into creating inventory. This networked production radically changes the cost structure of a business and alters the amount of internal resources it needs in order to create value. As a result, the marginal cost of supply drops to zero and its potential market size explodes (see Figure 3.4).
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				Figure 3.4. Platform business models have lower marginal costs.

 				This cost structure means that platforms are capital light and provide high return on investment compared to linear businesses.14 Thus, platforms don’t require a large capital base in order to get started, and, relative to linear businesses, they require even less to expand once they’ve established their networks. Additionally, the zero marginal cost of supply means platforms can grow to a much larger size than linear businesses can. The costs of a linear business will always continue to rise as it grows, while the costs of a platform costs tend to level off logarithmically (see Figure 3.5).
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				Figure 3.5. The average cost curves for linear and platform business.

				The unit economics make it theoretically possible for a platform company to expand to the total size of the market—unlike linear businesses, which, as we explained in chapter 2, typically capped out well below the total market size. Being able to grow and manage a large network has become more important than having a large capital base to invest in scaling internal resources.

 				So why isn’t everyone building a platform? Well, networked production creates unique challenges. As mentioned, Airbnb doesn’t have direct control over inventory and doesn’t own its most valuable assets: its users. The risks for a platform are substantial, especially when it’s first starting to build its network. In order to be useful to consumers, Airbnb needed to convince external producers to make their inventory available on its platform. This issue was a particularly difficult challenge when the platform had few users. Even though members of each group of users (consumers and hosts) would benefit from being on the platform, they wouldn’t join Airbnb unless enough members of the other group join as well. Platforms overcome this chicken-and-egg problem when the value to new users of participating in the platform exceeds the cost of participation. The point when this occurs is called critical mass. Once a platform scales past critical mass, network effects are accretive and help the business gain a majority market share. We explore the chicken-and-egg problem in more detail in chapter 8. For now, know that growing a network is often a much more difficult problem to solve than the linear approach of scaling and improving the efficiency of a process that you own and control internally. It’s much easier and simpler to tweak a supply chain than it is to orchestrate a decentralized network. However, assuming you can overcome this challenge, the potential scale for a platform business is much greater, since it’s no longer cost constrained on the supply side after it reaches critical mass.

				Better Margins at Scale

 				Although linear businesses can start generating revenue right away, platforms usually can’t, owing to the chicken-and-egg problem. When a platform has few users, it doesn’t deliver enough value or facilitate enough transactions to generate a lot of revenue. But as a platform’s network grows, revenue begins to grow much more rapidly than costs. As this happens, the cost of user acquisition declines and the value the platform creates starts to reach the bottom line. This was the experience of OpenTable, a platform for booking restaurant reservations, as it grew its network of restaurants and diners. “The more supply you had, the easier it was to add diners,” OpenTable CEO Matthew Roberts said. “And the more diners you had, the easier it was to add restaurants.” As a result, “All of our cost structure goes down as we get more mature in every market,” Roberts said.15

				The ultimate impact of the network effect is that it enables more transactions. With Uber, a larger network allows the company to lower prices and wait times. Drivers can earn a similar amount of money even though prices are lower since demand from consumers is higher. With more drivers, consumers can get picked up faster and are more likely to use the platform. The end result is more transactions and more revenue.

				Networked Value: How Handy Outlasted the Competition
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				Handy—services marketplace platform

				Handy is an on-demand home cleaning and services platform that has a presence in thirty-five cities across the United States, United Kingdom, and Canada as of the beginning of 2016. The platform connects consumers with screened professionals who provide household services, such as home cleaning, painting, moving, and the like. Handy manages bookings and payments and offers money-back guarantees to the thousands of customers who use its site every week.

				Early on, Handy set a goal of building network effects to give itself a competitive advantage. “The strategy was to continuously raise the bar for consumer expectations,” according to Handy founder and CEO Oisin Hanrahan. “If your competitors are known for providing services in two days, you stand to earn a competitive advantage by reducing that lag to one day or even same day if possible. You’re creating a new type of value for consumers, which will help growth and retention. But you’re also pressuring the competition.”

 				However, there was a reason none of Handy’s competition had been able to accomplish this task. “When we first started, we would be able to fulfill a request within five days’ time. In order to decrease that time, each regional market needed to scale and hit bigger levels of critical mass,” Oisin says. In each city it entered, the company had to create a network of home service professionals who could quickly respond to consumer demand. Building a large network with strong, positive network effects is no easy task. Handy had to figure out how it could grow both supply and demand at the same time in order to reduce wait times.

				Part of overcoming this difficulty was picking the right markets. The company was meticulous about choosing which cities it would enter first. The market had to have enough producers to fill consumer demand quickly in order to make Handy’s business model work. However, producer quality was just as important as quantity. There was no point in investing in serving customers quickly if they weren’t going to have a good experience. “Our business model revolves around recurring purchases and we’ve been able to do that better than anyone else so far. Eighty percent of our over 1 million bookings have been recurring,” Oisin says. When Handy successfully scaled its marketplace, it was able to bring down wait times and delight its customers. “Now that we have hit 10,000 independent pros across all our markets [in early 2015], we can usually start to fill next-day orders.” By virtue of the network effect, this increased consumer demand also attracted more quality professionals.

				As a result, Handy’s rivals have been struggling to keep up. Its largest competitor, Homejoy, abruptly shut down in July 2015. According to sources inside the company, Homejoy wasn’t able to create enough repeat business to justify its economic model. To keep up with competitors, Homejoy heavily subsidized user acquisition, so consumers were happy to book a cheap first cleaning. Many users who were drawn to the platform because of its first-time discounts had little reason to return to hiked prices. Homejoy had a classic “leaky bucket” problem that it never fixed—it had to keep bringing new users in to fill demand because its existing customers kept leaving. Its growth strategy focused on short-term goals (user acquisition, expansion) and ignored long-term issues (user retention, diminishing funds), so its gains were nothing but short-lived. Vanity growth metrics, such as revenue growth, didn’t reflect the real health of the business. Homejoy was burning through money and falling behind its competition.

 				In contrast, Handy has done a much better job of driving repeat business and building a strong network effect between quality service professionals and consumers. Forbes reported that only about 15 to 20 percent of Homejoy customers booked again within a month, according to former employees.16 Meanwhile, Handy says more than 35 percent of its customers book again within a month, with that number rising to 45 percent in some of its larger and more liquid markets. “In markets where we have hit critical mass, the key to improving quality while growing the ecosystem is maintaining that high level of satisfaction of pros and customers through the platform and continuing to exceed expectations for both sides of the equation,” according to Oisin.

 				This type of improvement over time is the result of the network value that platforms create. Products or services have inherent value, where users derive value by consuming what they’ve purchased. The consumption value of a product can be significant, but it’s static. It doesn’t change much over time. Platforms add network value to this—the value that users derive from other people’s use of the platform. As a result, value to each individual user grows naturally as the network expands. Platforms monetize by capturing a portion of the value they create, so as value grows, so too does revenue. (See Figure 3.6.) But because platforms can expand at near-zero marginal cost, their costs don’t grow significantly as they expand. Therefore, profit margins improve drastically as a platform grows to dominate a market—not because a platform is raising prices or gouging suppliers the way a traditional monopoly might, but because the overall value the platform creates grows significantly.
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				Figure 3.6. Average cost declines while value to each user increases. As a result, a platform’s profit margin significantly increases as its network grows.

				Go Big or Go Home

				Since a platform doesn’t own production directly, it may generate less profit than a linear business would until the platform scales well beyond the potential reach of its linear competitors. This dynamic means that there’s often little point in building a small platform business. In many cases, linear businesses can serve small markets better than platforms can. The real benefits of a platform business are at very large scale.

				Market size was one of the main reasons many investors were concerned over homemade goods marketplace Etsy’s growth prospects when the company went public. Just how big is the market for handmade goods? Over the last few years, the platform’s growth has been slowing down on the producer side, which is not a good sign for its long-term growth prospects. If Etsy’s market isn’t big enough, the company may not be able to build a sustainable business long term. And it may end up getting pushed out of its niche market by Amazon, which launched its Etsy competitor, Amazon Homemade, near the end of 2015.17 Not every business will work just because it’s a platform.

				Picking the right market is even more important for platforms than it is for linear businesses. You usually need a large market for the business model to be sustainable. However, if you can dominate a large enough market, building a platform business is well worth the risk. At scale, platforms generate far better margins than linear businesses and, as Fred Wilson and Bill Gurley suggested, are much more defensible thanks to their networks and market power.

 				Platform or Perish

				It’s not just that platforms can grow larger than linear businesses; they must. Platform businesses have to harness massive scale. Most platforms either make it big or don’t succeed at all. This growth imperative for platforms is bad news for linear businesses, because as a platform reaches maturity and starts to take over the whole market, its profits both eclipse and squeeze the profits of the linear competitors still remaining in the industry.

				As platforms become more common and disrupt more and more industries, platform dominance will mean that many nonplatform businesses will be left fighting for a smaller and smaller piece of the market. A nonplatform business still can succeed by capturing a slice of another platform’s ecosystem (think Samsung with Android), but controlling the platform is the most sustainable—and most lucrative—way to go.
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				Modern Monopolies

				Platform Capitalism and the Winner-Take-All Economy

				Exchange achieves what the medieval alchemists couldn’t: it creates something from nothing. It serves the proverbial free lunch. Swapping goods among people creates value.

				—David S. Evans, author of Invisible Engines and professor at the Law School at the University of Chicago

				Because platforms’ margins increase as their networks grow, only one or two platforms will dominate an industry as the market matures. As a result, there often are fierce battles among platforms competing for dominance. “There’s no openness between two competing platforms,” according to Ming Zeng, who has been the chief strategy officer for Alibaba since 2002. He compared interplatform competition to a fight between warring nations.1 Zeng is no stranger to interplatform wars. He has been a core part of Alibaba’s team through the company’s battle with eBay in the early 2000s and its fight with Baidu, the largest Chinese search engine, at the end of the decade.

 				Shortly after Alibaba launched Taobao in 2003, eBay entered the market with “an unstoppable determination to be number one in China,” according to then-eBay CEO Meg Whitman.2 eBay invested hundreds of millions in EachNet, which at the time was China’s leading online auctions site. This acquisition made eBay the dominant e-commerce platform in China. But eBay-EachNet made the mistake of introducing transaction fees for sellers right away. In an effort to generate the increased profits that Wall Street investors were demanding, eBay wanted to replicate in China its fee-based model from the United States. Alibaba CEO Jack Ma decided to go all in on the company’s efforts to defeat eBay. As Ma famously said, “eBay may be a shark in the ocean, but I am a crocodile in the Yangtze River. If we fight in the ocean, we lose—but if we fight in the river, we win.”3 Alibaba promised to keep Taobao free for its first three years of operation. By allowing users to transact for free, Taobao gained a big edge in the price-sensitive Chinese market. Additionally, thanks to its free-to-transact model, Alibaba was able to build much stronger network effects in China than eBay could.

				Because eBay charged a percentage fee for each completed transaction, it couldn’t allow buyers and sellers on EachNet to communicate before completing a transaction. Otherwise, they might complete their transaction outside of the platform. Alibaba had no such problem. Taobao introduced its hugely successful Wangwang chat service to allow buyers and sellers to communicate before completing a transaction. In fact, on many listings, you could immediately click through to the seller and initiate a live chat.4 This feature was a big hit in China, where users often haggle over price before agreeing to a sale. Additionally, product quality in China is more variable than it is in developed countries, so facilitating that communication between buyer and seller was a key advantage for Alibaba over eBay in China. This disparity was also why Alibaba introduced more nuanced reputation ratings; buyers could rate sellers on many more variables than they could on eBay. The Chinese company clearly understood its market better, a fact that was reflected in Taobao’s superior user satisfaction scores and rapidly growing market share.

 				The finishing blow came when Alibaba introduced its own payments system, Alipay, in January 2005. Alipay acted as an escrow system that held the money until buyers verified that they received the products they’d ordered in satisfactory condition. Because consumer usage of credit cards is much less common in China, Alipay proved an extremely effective way to get skeptical Chinese consumers to transact online.

				By the end of 2006, eBay had admitted defeat. The U.S. company all but pulled out of China and shut down its Chinese site, handing over local operations to Chinese startup TOM Online. “The competition is over,” Jack Ma said. “It’s time to claim the battlefield.”5

				Round Two: Free Is Not a Business Model
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				Alibaba’s Taobao—product marketplace

				Beating eBay left Taobao as the dominant e-commerce marketplace in China. “When eBay withdrew from the China market, it left only Alibaba Group (and its Taobao marketplace) as the lone e-commerce giant in the market,” Porter Erisman says. Erisman, a former Alibaba VP, is the author of the book Alibaba’s World and creator of the award-winning documentary Crocodile in the Yangtze, which details Alibaba’s early rise in China as well as its battle with eBay.

				Now Taobao needed to make money. However, given Alibaba’s promise to keep Taobao free, the company needed a different type of business model than eBay had. As Alibaba’s many critics at the time said, “Free is not a business model.” The strategy Alibaba used to defeat eBay backed the Chinese company into a corner—it needed to find a way to monetize without charging transaction fees. Ultimately, Alibaba decided on a revenue model that looks more similar to Google Adwords than it does Amazon’s or eBay’s e-commerce marketplaces. Instead of depending on a percentage fee from each sale, Alibaba makes most of its profit through its advertising model. Because product search is one of the most lucrative segments of search advertising, Alibaba recognized that this model had huge revenue potential.

 				In order to build a business model based on product advertising, Alibaba first had to deal with a serious competitive threat. Baidu, often called the Google of China, was the dominant Chinese search platform. Baidu’s Web crawlers would archive Alibaba’s inventory and Web pages and connect its users to Alibaba’s product pages when they searched for products on Baidu. According to our sources, a double-digit percentage of Alibaba’s website traffic came from Baidu at the time.

				Jack Ma decided that Alibaba needed to become a leading player in China’s search market when he gained operational control of Yahoo China as part of Yahoo’s 2005 investment in a fledging Alibaba. But as a stand-alone search engine, Yahoo/Alibaba wasn’t able to compete with Baidu. Baidu also responded to the potential threat by creating Youa (an eBay-like marketplace) to compete with Alibaba’s Taobao marketplace.

				Alibaba decided that it needed to be the go-to website for product searches in China, not Baidu. Alibaba initially marketed its decision to block Baidu (and Google) as a way to prevent fraud from merchants who were manipulating paid search results on external sites. The hope was that consumers would find more value going to Alibaba than to Baidu. But the decision was ultimately a strategic one. If Alibaba let Baidu crawl its marketplace websites, Baidu could act as the middleman between consumers and Alibaba. Instead, Ma wanted consumers to go to Alibaba first.

				To understand the magnitude of this decision, imagine if Amazon had shut out Google ten years ago. Would you still start a search on Google when you wanted to buy something? Would Amazon have been nearly as successful as it is now? It’s hard to say how such a move would have worked out in the U.S. market, but it was indisputably key to Alibaba’s success in China. Alibaba needed to change user behavior for shopping searches so that consumers would start their e-commerce shopping on Alibaba’s site, not Baidu’s.

 				The bet has clearly paid off. After Alibaba blocked external search engines, its marketplace became the dominant destination for shopping in China’s e-commerce market. It became the go-to platform for product search in China, a feat that neither Amazon nor eBay could achieve in the United States, where Google is usually the first go-to destination for shoppers. “One can imagine that, had Alibaba allowed Baidu to index Taobao’s pages, shoppers would have gradually migrated to Baidu to begin their product searches,” Porter Erisman says. “Rather than let that happen, Alibaba sealed a wall around Taobao by blocking Baidu. It was a once-in-a-company’s-lifetime opportunity that changed e-commerce history in China.”

				Platform Capitalism: Winner Take All

				As Alibaba’s story suggests, platform battles are often winner-take-all. Alibaba fought fiercely with eBay and then Baidu and beat out its rivals both times. As a result, Alibaba has controlled as much as 90 percent of the Chinese e-commerce market through its Taobao and Tmall platforms. (Alibaba launched Tmall, short for Taobao Mall, in 2008 as a marketplace where global brands could sell to Chinese consumers.) When eBay lost, it didn’t just settle for the second position; it pulled out of China entirely. And although Baidu has still built a valuable business around its search engine, its failure to dominate product search is a big reason why it’s a much less successful business than either Alibaba or Google, Baidu’s U.S. doppelgänger.

				Such fierce battles between competing networks have become a hallmark of platform capitalism, and they continue today. In 2013, Alibaba suspended the use of WeChat, a megapopular communications platform owned by rival company Tencent, on all of its marketplaces. In response, Tencent blocked Alibaba’s payments platform, Alipay, from WeChat. More recently, Tencent has banned Uber’s accounts on WeChat as the U.S.-based company goes up against Chinese competitor Didi Kuaidi, which has received significant investment from Tencent.

				The result of most of these fights is a strong winner-take-all dynamic. One example of this phenomenon is smartphone operating systems, where Android and iOS own more than 90 percent of the market. Their closest competitor, Windows Phone, has less than 3 percent market share. In Web search, Google has a similarly dominant share of the market, with 65 percent in the United States and more than 90 percent in Europe. Despite years of heavy investment, Microsoft’s Bing search engine is still at about 20 percent of U.S. search traffic, and its gains have mostly come at the expense of perennial second-banana Yahoo rather than Google.

 				The winner-take-all nature of platform competition does have some exceptions. When users can participate in more than one platform’s network at the same time, the strength of network effects on any one platform will be weaker. An industry where users can switch easily between networks often can support more platforms, even as the industry matures.

				However, the best platforms tend to decrease the incentive for users to switch between competing networks by creating additional value through software tools that make transacting easier and through the use of data and personalization. An example is the reputation scores that sellers and hosts accrue on eBay, Taobao, and Airbnb. Building your reputation is an investment in a platform that increases over time with repeated use. Numerous studies have shown that higher reputation scores help producers earn more money in marketplaces, either by selling more or by being able to charge higher prices. On the consumer side, the personalization aspect of platforms, such as Amazon’s recommendations feature, tends to be a key part of creating additional value. This value strengthens network effects and creates a situation where a platform becomes even more valuable the more that you engage with it. This property isn’t exclusive to platforms—linear businesses like Netflix make use of data as well. But combined with the network effects of established platforms, this additional value creates the kind of lock-in that makes competing with a successful platform extremely difficult.

				The New Titans of Industry

				As platforms have taken over more of our economic life, they’ve naturally attracted comparisons to the monopolies of old—businesses like U.S. Steel and Standard Oil. Google is the most recent platform company to attract scrutiny related to its market power, especially in the European Union. The association is obviously not a flattering one. However, other than size and market dominance, today’s titans of industry have little in common with the monopolies of the nineteenth and twentieth centuries. The difference between how these old monopolies and today’s platforms established their market position is illustrative.

 				Let’s start with Standard Oil. Like most linear monopolies, it created its dominant market position by acquiring large amounts of assets, effectively buying up large portions of the productive capacity in its industry. For example, at one point Standard Oil owned more than 90 percent of the production of oil in the United States—nearly all of the country’s oil refineries.6 In other words, at Standard Oil’s peak, no one else could even make a competitive product, let alone sell it.

				This method of establishing market dominance contrasts starkly with how platforms operate today. Platform businesses grow not by acquiring more factories but by connecting more and more users within their networks. In other words, platforms become dominant not because of what they own but rather because of the value they create by connecting their users. They don’t own the means of production, as industrial monopolies did. Instead, they own the means of connection. This fact helps explain why old monopolies were largely despised while today’s platforms are not. Although every business has some detractors (we all have that one friend who refuses to use Facebook), consumers love Facebook, Alibaba, and Google.

				Additionally, while these platform companies do have significant market power in their industries, they don’t control their users in the same way that Standard Oil controlled its sources of production. Alibaba can’t just flip a switch and change the output of its sellers. It controls its market, but it does so only indirectly by providing value to its merchants and consumers. Platform monopolies dominate an industry, but they aren’t as entrenched as the industrial-era monopolies were because today’s platforms succeed based on participation, not ownership. “You can’t cull out something called a platform from the ecosystem itself,” Alibaba CSO Ming Zeng said.7 Today’s platforms are dominant because users chose them, not because they were able to buy up all available sources of supply. It was we, collectively, who created these modern monopolies. Their dominance is the result of widespread participation and usage, not narrowly managed ownership and control.

 				Nowhere has this difference been clearer than in Uber’s battles with lawmakers and regulators. Uber’s users have been its biggest asset in these fights. The most recent example was the company’s fight with New York City mayor Bill de Blasio during the summer of 2015. De Blasio wanted to introduce a temporary cap on the number of Uber drivers on the road, citing traffic complaints from the taxi industry. The goal was to hit pause on Uber’s growth so the city could study the impact that platforms like Uber had on congestion. But Uber, which planned to add 10,000 new drivers during the proposed time period, wasn’t about to give up easily. In response, Uber introduced a “de Blasio mode” for users located within the city. The feature showed riders the lengthy projected wait times that they could expect if de Blasio’s legislation passed. The view also invited users to email the mayor and city council to demand they vote “no” on the bill. The mayor received emails from 40,000 people and Twitter messages from 20,000 as a result, according to the Wall Street Journal.8 Shortly thereafter, the mayor backed down, agreeing instead to a four-month study of congestion with no cap on Uber’s growth.

				To be sure, Uber also employed traditional public relations tools in its political battle, such as TV ads, celebrity endorsements and lobbyists. But as a New York Times editorial suggested in the wake of de Blasio’s concession, “the company uses its customers to do much of its political heavy lifting.”9 Uber’s defeat of de Blasio wasn’t the first time it had enlisted the mass support of its users either. It’s been part of the company’s DNA from the beginning. One of its earliest regulatory battles was in the nation’s political capital, Washington, D.C. Three years earlier, during the summer of 2012, Uber was readying to launch its UberX service in the D.C. market. But days before the service was supposed to launch, the D.C. city council passed an amendment to a taxi regulation bill designed to keep Uber from operating in the city. (The amendment was literally called the “Uber Amendment.”) As Uber CEO Travis Kalanick tells it, the council crammed the bill through, submitting it at 4 p.m. on a Monday and voting on it the next day at 11 a.m. Uber responded by enlisting its users to fight back. “In 18 hours, 50,000 emails were sent by riders to city council along with 37,000 tweets,” Kalanick said.10 Around noon the next day, the city council pulled the amendment.

 				It’s hard to imagine similar popular support for old-school monopolies like Standard Oil or even for more recent monopolies such as Comcast or Time Warner Cable. Like Uber, most platforms enjoy widespread support from their users. These are not your traditional, top-down monopolies of the past. Rather they are monopolies of the willing, built from the bottom up. Uber’s growth is the result of more and more users finding the platform valuable. The same can be said of Facebook, Google, Alibaba, and Airbnb. Without the support of their users, these platforms would never be able to sustain their success and take over their respective markets.

				Net Gain: Platforms Expand Markets

				Another reason platforms differ from old-school monopolies is that network effects operate differently from the economies of scale that drove previous generations of monopoly businesses. Linear businesses became monopolies largely because they built economies of scale on the supply side. This allowed them to decrease their costs as they grew. Platforms dominate markets because as their networks grow, they deliver more value to their users. 

				Monopolies are typically viewed as a result of market forces breaking down—the forces of supply and demand aren’t able to keep a company’s market power in check, and it finds a way to capture an unusually large share of the market. However, this view doesn’t hold for networks, where greater size brings more value, more efficiency and greater convenience for users. Platform monopolies aren’t the result of market forces breaking down. They’re the result of markets working correctly, a phenomenon that economists call a “natural monopoly.”

				Because of this fact, the belief that more competition is always better doesn’t hold in platform markets. As the Alibaba story shows, interplatform competition can create mutually exclusive networks until a clear winner emerges. For consumers, this fragmentation is often an inefficient outcome. In fragmented markets, the potential value that could have been created through network effects goes unrealized. A perpetual war among multiple platforms can have the same effect as the lack of trade between warring nations: less economic activity and less value. In fact, having more platform competition actually can be worse for consumers, creating both higher prices and fewer transactions.11 The cost of excess fragmentation in platforms can be much higher than the cost of letting one or two platforms capture the market.

 				Additionally, by building networks and marketplaces that wouldn’t have existed otherwise, platforms have an expansionary effect on economic activity, as opposed to typical monopolies, which often profit by using their dominant positions to squeeze value from an industry without stimulating new economic activity. For example, Uber has created a multibillion-dollar business not by cutting itself a large slice of the existing economic pie, as many of its critics claim, but by growing the size of the pie several times over. Whatever you feel about the company, Uber has unquestionably expanded the taxi market in many cities. It’s been able to do this by leveraging the network effect between drivers and passengers. The platform has attracted more than 1 million drivers worldwide—most of whom have never driven for money before—along with millions of passengers, many of whom probably took taxis very rarely before.12

				This kind of economic growth is typical of platform industries—platforms succeed by significantly growing their industries. In software development, Apple suggests that the app economy it built around its iOS platform has helped create more than 600,000 developer jobs. Airbnb has had a similarly expansive effect on economic activity. In fact, a recent study has even suggested that Airbnb’s success has had a minimal impact on hotel bookings, even though Airbnb has created a marketplace with more than a million listed properties.13 Airbnb hasn’t grown at the expense of hotels but rather by creating entirely new sources of economic activity.

				Although Alibaba did not invent the first e-commerce marketplace in China, it succeeded by creating the infrastructure that supported the vast majority of the world’s fastest growing e-commerce market. Today Alibaba’s marketplaces have nearly 10 million active sellers. As part of an annual promotion (“Singles Day”), in 2015 it facilitated $14.3 billion in transactions in one day.14 The company has even inspired a phenomenon in China—so-called Taobao villages—where hundreds of towns that were once farming villages now orient their economic activity around selling products through Alibaba’s Taobao marketplace.15

 				As Peter Thiel suggests in his book Zero to One, platforms “give customers more choices by adding entirely new categories of abundance to the world.” In other words, platforms perform a kind of economic magic, doing what the medieval alchemists could not. By facilitating exchanges, they create something from nothing. They create the proverbial free lunch. This economic phenomenon, which economists call gains from trade, has been known for centuries. Rarely, though, has this concept been applicable to individual businesses. But it definitely is today, when platform markets can be bigger than the gross domestic product of most countries.16

				Today’s Monopolies Are Competitive

				Although monopolies get a bad rap, they’re not always a bad thing. In the short term, modern monopolies are often a boon to consumers. They bring valuable new inventions to market, and, in the case of platforms, they build new communities and markets that would not exist otherwise. The downside comes much later, as the monopolist ages and starts to crowd out potential new competitors without delivering new value. As renowned legal expert and author Tim Wu said, monopolies “tend to be good-to-great in the short term and bad-to-terrible in the long term.”17

				However, unlike the monopolies of old, platforms today are highly competitive. This difference results from the different mechanics of platform markets compared to traditional ones. Platforms don’t compete based on their assets but rather based on their networks of users. Users today can migrate much quicker than productive capacity could in the nineteenth and twentieth centuries, as they are locked in by the value the platform delivers, not the assets it owns. As a result, a platform that dominates one industry is still vulnerable to attack from platforms that have similar user bases. This process of platforms competing across industries is surprisingly common. For example, Amazon effectively created the ebook industry in the United States. Yet after Amazon proved out the market, both Google and Apple have moved from adjacent industries and become competitors. And, as noted earlier, Alibaba used its rapidly growing product marketplace to attack Baidu’s dominance in product search.

 				Additionally, the speed of technological change today means that, absent government enforcement, modern monopolies aren’t likely to last nearly as long as their predecessors. Barriers to entry in most industries are far lower than they were a century ago, while the boundaries between industries also are much more fluid than they have been in the past. Although networks today do create the strongest and most defensible moats, they don’t create the same barriers to entry as past monopolies that required vast investment in physical infrastructure in order to succeed. AT&T’s domination of the telephone industry lasted from the beginning of the twentieth century until its 1984 breakup. Not surprisingly, in its later years, the company delayed or killed many important innovations in an effort to keep new entrants out of the market. Yet no platform today is likely to dominate an industry for anywhere near that long. Start-up costs are at an all-time low (thanks, it should be said, in no small part to the effects of many platform businesses). And new businesses today are able to grow faster than ever before. These changes mean that even if an industry is consolidated around a single dominant platform at any given time, there is always a looming threat of entry by a new firm or displacement by another successful platform. Because of the low cost of entry, this threat is constant and credible in a way it was not a hundred years ago.

				This competition between established platforms and new entrants is exactly what befell Microsoft. For much of the last two decades, there was even more worry about Microsoft as a monopoly than there is about Google today. In the early 2000s, most industry experts expected a major competition between Microsoft and Nokia over who would own the dominant smartphone operating system. Google’s move to create Android was actually a response to its fear of Microsoft’s dominance in mobile.18 Today Microsoft is still the dominant platform in PC operating systems. However, it turned out that the kingdom it built was much smaller than everyone thought it would be. The dynamism of platform competition accomplished what the U.S. government’s antitrust case in the late 1990s could not. Less than a decade later, Microsoft became a bit player in the mobile-phone market. Apple and Google eclipsed its dominance as new technologies evolved and expanded the market in unexpected ways.

 				More recently, Google has attracted increasing scrutiny from antitrust regulators due to its dominance in Web search, especially in Europe. But in just a few years’ time, Google’s dominance in search may seem much less important than it does today. There are signs that this shift is already happening. Although Google has long dominated digital advertising, it’s increasingly competing with platforms like Facebook, Twitter, and Pinterest for advertisers’ money. This competitive danger is especially strong on mobile, since the vast majority of Google’s revenue comes from desktop search. Google’s creation of Android as a mobile operating system was designed primarily as a defensive move to protect its search business, but the company still hasn’t figured out a great business model for the mobile Web, where search doesn’t monetize as well as it does on the desktop. Many analysts attribute the slowing growth of Google’s search-advertising revenue to this shift from desktop to mobile. Clicks on smartphones just aren’t as profitable as those on personal computers. Additionally, new entrants from China who are building on top of open-source Android could threaten Google’s dominance of Android in the near future. Meanwhile, Facebook has built an enormous presence on mobile, and Google is in danger of being eclipsed by the next round of dominant platforms. If it isn’t able to expand its revenue engine to mobile—where the potential advertising market ultimately will be much larger than desktop search is—it too could be relegated to secondary status within a decade. Google could always try to buy out new competitors, as Facebook did with Instagram and WhatsApp. But repeated, large acquisitions will only incentivize the creation of even more startups that will become future competitors. Google’s market position may seem insurmountable today, but this very well could change as the mobile Internet expands and mobile ad revenue eclipses that of the desktop Web.

				How should governments react to the rising dominance of platform monopolies? Historical perspective is important here. Enduring monopolies like Standard Oil and AT&T are what gave the term its negative reputation. However, absent government protection, no business is likely to enjoy such a prolonged period of dominance today. As we saw with Microsoft in the 2000s and may potentially see with Google in the next decade, a modern monopoly’s dominance in any one industry belies the competitive threat it faces from adjacent competitors and a constant onslaught of new entrants. Governments should worry about the long term later. As the famous economist John Maynard Keynes said, “In the long run we’re all dead.” The right answer usually is to let consumers reap the windfall of social and economic gains that new platforms are creating today. Most of these modern monopolies won’t be dominant for long enough for the downside to materialize.

 				To be clear, this lack of longevity does not mean that governments and regulators shouldn’t worry about platform monopolies. In some areas, the incentives of users as a whole diverge from those of a platform. For example, the ways that many platforms handle users’ personal data and address individual privacy concerns are areas that merit attention. However, these concerns are not unique to platforms but apply to Internet businesses as a whole, as well as any business that collects personally identifiable information on behalf of third parties. Many linear businesses have not handled user privacy any better than Facebook or Google have. Meanwhile, some platforms, such as Apple and WhatsApp, have proven themselves to be much stronger advocates for their users’ privacy. The answer here is not to limit the market power of these platform businesses—a move that would likely diminish overall consumer welfare—but rather to address the behavior of these businesses in specific areas of concern.
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				Designing a Billion-Dollar Company

				How the Core Transaction Explains Tinder’s Success

				The trick isn’t adding stuff. It’s taking away.

				—Mark Zuckerberg, founder and CEO of Facebook

				Now that you understand what makes a platform tick, it’s time to look at how to build one.

 				When it comes to business model design, linear businesses have it easy. Not only is the design process much simpler, but there are established frameworks you can work within. Some entrepreneurs have found ways to shoehorn tools aimed at linear businesses into working for platforms. For example, Airbnb used storyboards to help it understand how to balance the needs of consumers and producers. “We storyboard like crazy,” Airbnb founder and chief product officer Joe Gebbia said. “We embarked on an ambitious project to map the entire guest and host terrain of Airbnb, and we did it through illustration. We looked at key emotional moments of the journey and we drew them. We visualized them. It’s allowed our entire company to achieve a whole new level of empathy with our customers.”1 This type of process is important. It helps you identify your consumers and producers and understand both what they value individually and how they interact with each other. This interdependency is key to figuring out how you can create value for both groups by bringing them together.

				However, this process is just the start. Because most frameworks were designed with linear businesses in mind, they don’t help you structure and design the processes that drive repeated transactions for platforms. Essentially, platform entrepreneurs need a whole new toolkit for business model design.

				For instance, a key tool for understanding linear businesses is the value chain that we mentioned in chapter 2. Michael Porter created the value chain as way to visualize and understand how linear businesses created value (see Figure 5.1).
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				Figure 5.1. The value chain as designed by Michael Porter.

 				The value chain was the set of activities that a company performed in order to deliver a valuable product or service to its customers. Porter broke these actions down into two categories, which he called primary activities and support activities. Primary activities were related to the actual creation and distribution of value, while support activities were the actions required to enable the primary functions. Taken together, these sets of activities comprised a chain that determined how a business acquired inputs and transformed them into its outputs, as well as how it delivered those outputs to consumers.

				However, a platform business does not have simple inputs or outputs. A linear business’s primary inputs are internal—it acquires resources and turns those inputs into outputs. But a platform’s biggest resource is its network. A platform doesn’t directly create much of the value that gets consumed. Rather, it facilitates a two-way exchange of value among its users. As a result, platforms don’t have value chains in the traditional sense. And a “chain,” which made sense as a visual metaphor for how value flows in a linear business, isn’t a great representation of how value flows in a distributed network. So what’s the platform equivalent?

				Just like linear businesses, a platform has a set of primary activities that directly create value for its users as well as a set of secondary activities that serve to support that value creation. Combined, these activities form a value ecosystem (see Figure 5.2).
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				Figure 5.2. The value ecosystem.

 				The primary activity in this ecosystem is the core transaction. The core transaction is the process that facilitates the exchange of value among its users. The support activities are the four core functions mentioned briefly in chapter 1. We cover those four core functions in more detail in chapter 6. The rest of this chapter focuses on the design of the core transaction.

				The Means of Connection

				For the last couple of centuries, linear businesses created value by owning the means of production. They focused on creating value from the capital base of the company, whether it was factories, human capital, or intellectual property. They aggregated internal resources and designed processes to turn their capital base into valuable products and services for their customers. This was a linear process in which the business acquired inputs and turned them into more valuable outputs, whether that product was a Ford truck, investment advice, or tax software.

				For a linear business, the means of production were the primary activity in Porter’s value chain. In other words, the primary activity governed the way a linear business manufactured its product. This process started with gathering the raw material (inbound logistics), converting it into more valuable outputs (operations), and then getting it in the hands of customers (outbound logistics, sales and marketing, and services).

				In contrast, a platform creates and manages large networks and facilitates the exchange of value among its users. Unlike Ford, Uber doesn’t own any of the value that is being produced and consumed. Instead, Uber owns the way its users connect—not the means of production but the means of connection.

				Linear businesses create value by manufacturing products or services; platforms create value by creating connections and using them to “manufacture” transactions. The core transaction is how platforms make this happen. It’s how a platform takes the potential energy of its network and converts those connections into the kinetic energy of transactions. Without a core transaction, even a large network won’t be able to create value. That’s why getting the core transaction right is the most essential aspect of platform design. To generate and exchange value, a platform needs its users to repeat this process over and over.

 				What is the core transaction? The core transaction is the set of actions consumers and producers must complete in order to exchange value. Every platform has a core transaction. On Uber, drivers make themselves available and consumers submit requests for rides. On YouTube, producers upload videos and consumers watch, rate, and share them. On Lending Club people or small businesses request loans and others fund them. These examples of the core transaction highlight its purpose: to construct a set of simple, repeatable actions that producers and consumers take to create and consume value through a platform.

				At a high level, the core transaction on every platform includes the same basic set of four actions. These actions are:

				
						Create: A producer creates value or makes it available to be consumed through the platform.

						Connect: In every transaction, one user takes an action that sparks the exchange by connecting with the other party.

						Consume: Once consumers find the right match, they can consume the value created by the producer.

						Compensate: Consumers create value for the producer in exchange for what they consumed.

				

				All four actions are necessary for a platform to facilitate transactions successfully. This process is the platform’s “factory,” the way it repeatedly manufactures value for its customers. However, as mentioned earlier, unlike a factory, a platform doesn’t create value based on what the company owns. Its most valuable assets—the people in its network—are external to the company.

				Facilitating the core transaction is the way that platforms create value. The multisided nature of this transaction means that value doesn’t just flow in one direction, from the producer to the consumer. Both producers and consumers create value on a platform, as we show in a moment. This ability to create value on both sides of the transaction is what incentivizes continued participation from both sets of users.

				The Core Transaction

				Create

 				Platforms don’t create their own inventory, so they need to incentivize external producers to do it for them. What producers create is the platform’s inventory, the atomic unit of value in a platform. Although inventory is just one of the outputs of the production process of a linear business, it’s the starting point for a platform. For Airbnb, for example, a host listing is the initial “raw material” that the platform converts into transactions. If hosts don’t create listings on Airbnb and input their availability, travelers won’t be able to book reservations. Similarly, if merchants don’t list their inventory on Taobao or the Amazon Marketplace, there will be nothing for consumers to buy. And if producers don’t upload videos to YouTube, there will be nothing for other users to watch.

				If producers stop creating, the platform won’t have any raw material to convert into completed transactions, just as a microchip factory without silicon won’t be able to make its product.

				Connect

				You need one user to take an action that acts as a catalyst for the exchange. Which user group starts the transaction will vary depending on the platform. But each platform has one side that typically acts as the catalyst. On Kickstarter, a project’s creators market their projects to consumers in order to bring attention (and contributions) to their campaigns. And on Skype and Snapchat, the producer is the one who initiates communication.

				In other platforms, the consumer is the one who acts as the catalyst. On Uber, for example, the consumer enters in location information to initiate a ride request. On Amazon, shoppers search for products. And on Tinder, consumers swipe through profiles of potential matches. In each case, one user is the spark that sets the exchange in motion.

				Consume

 				Once consumers have connected to a platform’s inventory, they can extract value from the platform. This step takes on different forms depending on what the platform’s inventory is. If the inventory is digital, then consumers usually can consume it directly through the platform. For example, on YouTube, this means watching a video. On Instagram and Snapchat, it’s viewing a photo. On Lending Club, it’s making a loan. But for platforms that include physical products or services, fulfillment happens outside the platform.

				On Uber, the platform doesn’t give you a ride, and on Airbnb, the platform doesn’t host you in its own apartments. In the context of these marketplaces, “consumption” refers to the listings within the platform, not the product or service itself. On Etsy and Alibaba’s Taobao, users consume a product listing by clicking the buy button. On Airbnb and Uber, they consume the listing by submitting a vacation or ride request.

				The platform always optimizes first for the consumption of inventory within its system. As we show in chapter 6, platforms that have a physical product or service component that occurs outside them will also build tools and services to support the delivery of a product or the fulfillment of that service, but they don’t handle that part of the interaction directly. That’s why this external fulfillment is not part of the core transaction.

				Compensate

				Last, consumers create value for the producer to complete the exchange. The most obvious type of value is monetary payment. On Uber, you pay a driver for your ride. Or on Amazon, you pay when you purchase an item. But that’s not the only way consumers can compensate a producer. On both Uber and Amazon, you can also rate and review the service or product. On YouTube, you can comment on a video and give it a thumbs up or thumbs down. Whether the feedback is positive or not, it is still valuable information for the producer and the platform. Additionally, the mere act of watching a video provides the uploader with a reward—a view on YouTube. As in this example, compensation can be a frictionless byproduct of consumption.

 				This type of nonmonetary value is an important part of how you reward and retain quality producers over time. In the context of a platform, monetary value is transitory—it passes through and out of the platform quickly. In contrast, reviews, ratings, likes, shares, comments, follows, and other types of compensation create value that’s stored in the platform and can increase the producer’s ability to get value out of it in the future. This stored value makes it less likely that producers will stop using the platform as it gives them the opportunity to grow their reputations and their businesses through the platform.

				These nonmonetary rewards help close the loop on the transaction in order to maintain quality within the network and also serve as a way to collect data to spark subsequent transactions. As mentioned previously, many studies have shown that sellers with lots of reviews on eBay do better than those with only a few. The same is true on Airbnb. And Uber’s matching algorithm favors drivers with lots of positive reviews. On other platforms, such as Handy, the number of positive reviews can affect the level of compensation that a producer is paid by the platform.

				On content platforms like YouTube and Medium, likes and comments improve how content is ranked in search listings, recommendations, and leaderboards. Similarly, shares expose that content to new consumers. And a follow enables the producer to expose future content to users directly. As you can see, there are many different ways to compensate producers, and for the platform, direct monetary payment isn’t always the most valuable.

				The Transaction Factory

				Create. Connect. Consume. Compensate. These are the four steps that make up the core transaction. If a platform is thought of as a transaction factory, these four steps are its assembly line. They are how a platform takes potential connections in its network and turns them into transactions. Platforms design the process of turning these potential connections into transactions and then repeat this process over and over. One of the first steps in building any platform is to design this process, the same way you would build a factory only after first designing the manufacturing process.

				However, a platform’s “assembly line” doesn’t function quite like its linear counterpart. A platform is constantly changing and evolving, while an assembly line is a fairly static process. Also, the four steps of the core transaction don’t necessarily occur one after the other as the steps in an assembly line do—often they occur asynchronously. If I upload a YouTube video today, it still can be consumed a year from now.

 				Yet, if any one of the steps in the core transaction is not functioning well, the flow of transactions breaks down—just as if one process in an assembly line stopped working, production would grind to a halt.

				A factory is focused on how well it translates inputs into outputs. Its owners want to make this flow from raw material to product as efficient as possible. Any stoppages in this process will reduce the factory’s ability to create products. Similarly, a platform aims to maximize the efficiency of its core transaction. This task isn’t quite as simple as optimization of a linear business, since a platform is fine-tuning the actions of external users rather than internal resources that are fully under its control. If a platform business wants to increase its output (total completed transactions), it can’t simply choose how much additional inventory it needs to create and specify the different types of products it will make. Platforms are entirely dependent on external producers for their inventory. A platform can incentivize its producers to create more inventory, or specific kinds of inventory, but it can’t control these processes the way that a linear business can.

				Additionally, a platform can’t just optimize each step in the process by tweaking each step separately. Remember, a platform’s two user groups are interdependent because of the network effect between them. What happens within one user group influences the experience of the other group. So if you change something to optimize the producer side of the business, it often has unintended effects on consumers. For example, improving efficiency in creation could lower quality in consumption. Trade-offs and knock-on effects must be considered with every change you make.

				Still, the ultimate goal is the same for both linear and platform businesses: to design a repeatable process that will create value. This process also needs to encourage efficient, high-quality throughput at every step. For example, on a platform, if producers don’t create the right kind of inventory—that is, if the inventory is of low quality—then you waste potential connections on bad transactions. On the other side, if you aren’t connecting consumers with the right inventory, some of the value created by your producers goes to waste. The same goes for consuming and compensating. The better job that a platform does at facilitating each step of the core transaction, the more successful it will be.

 				The Core Transaction: Maker versus Exchange

				The details of the core transaction differ in important ways between exchange platforms and maker platforms, (which we covered in chapter 1). At a high level, the four steps of the core transaction remain the same, but the nature of the transaction changes depending on whether we’re talking about an exchange platform or a maker platform.

				The Core Transaction for Exchange Platforms

				On an exchange platform, the paradigm for the core transaction is an exchange—an action in which two actively involved parties give and receive reciprocally. Because this is a 1:1 exchange where both parties are directly involved, the core transaction for exchange platforms is almost always double opt-in. Both parties have to agree to the exchange at that moment for the transaction to take place. This is as true for marketplaces like Uber, where both driver and passenger opt in to the transaction, as it is for social networks like Facebook and LinkedIn, where both parties agree to connect with each other. It’s also true for a communication platform like WhatsApp, where users send and receive messages directly to and from their contacts. Some of these transactions may involve groups of people instead of just one consumer and one producer; however, in exchange platforms, a finite number of consumers and/or producers is involved in any transaction.

				The Core Transaction for Maker Platforms

				For a maker platform, the core transaction has a broadcast paradigm—a producer creates something and sends it out to many people. This 1:Many interaction is single opt-in. One party broadcasts out content and the other side consumes it. Once a producer creates value and broadcasts it, he or she doesn’t have to interact directly with consumers in order for them to consume it. Once you tweet, anyone can read that tweet. Once you upload a video to YouTube, anyone can watch it. If you stream live on Periscope, anyone can view it.

 				This is why maker platforms with a social interaction almost all use the “follow” model. Twitter, Instagram, and YouTube are great examples. A follow interaction model is inherently single opt-in. When you follow someone, you subscribe to that user in order to see anything they tweet, upload, or post in the future. But this user doesn’t have to approve you (or friend you back) in order for you to follow them. Contrast the follow model of a maker platform like Twitter with the friending model of an exchange, social networking platform like Facebook, and the difference is clear.

				Swipe Right for Growth: How the Core Transaction Explains Tinder’s Success

				Let’s look at an example of how getting the core transaction right can make a big difference. The double-opt-in interaction is the underlying principle of the core transaction for social networks, of which dating platforms are an important subset. Take Tinder, where both parties have to opt in by swiping right in order to be connected. Tinder’s genius was in correctly understanding the double-opt-in nature of dating interactions and building a platform that made that core transaction as easy and seamless as possible. Instead of requiring custom messages to be written and read before completing a match, the mutual “swipe right” took the place of the match, leaving custom messages to be exchanged afterward.

 				Older dating platforms, such as OkCupid and Match.com, don’t do nearly as good a job of facilitating the core transaction—two mutually interested people connecting with each other. On these platforms, users typically have to first send a message to the other user before they can be matched. As a result, lots of men send out many custom messages but receive no or few responses. On the other side, a smaller group of women are inundated with messages, mostly from men they have no interest in.2 They then have to sort through that haystack to find the needle they’re looking for—someone they want to reply to. These messaging interactions are effectively double opt-in—both parties have to opt in to the interaction in order to create a “match”—but the platform treats them as if they are single opt-in. Not surprisingly, these older dating platforms end up with a lot of dissatisfied users and a lot of unnecessary friction in the core exchange. Ultimately, this means the platforms facilitate fewer exchanges and generate less value. As we said earlier, getting the core transaction right is the most important piece of platform design.
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				Tinder—social networking platform

				Tinder nailed its core transaction and quickly became the most popular dating platform in the United States. Its core transaction was so successful, in fact, that an army of similar apps copied its interface. These copycat apps have become so common that there’s even a term for designs that use a Tinder-style interface: Tinderfaces. You can find apps using Tinderfaces to try to build platforms in such widely divergent industries as fashion, job applications, and real estate. However, most of these clones won’t be successful, as Tinder’s core transaction won’t fit every industry or platform type. Cloning another platform’s core transaction and blindly adapting it to other contexts is a recipe for failure. Tinder’s innovation wasn’t just its interface but rather how well its design fit the core transaction for dating platforms.

				From Zero to One: Finding Product/Market Fit

 				One of the biggest mistakes that we’ve seen many founders of platform startups make is to try to do too much at the same time. Tomasz Tungus, a partner at Redpoint Ventures, a venture capital firm that frequently invests in platforms, called this chasing two rabbits at once.3 For platforms, this mistake most frequently takes the form of trying to build multiple core transactions from the start. Founders will look at successful platforms, such as LinkedIn, Uber, or Facebook, and think that they have to provide a similar experience to their users in order to be successful. But creating multiple transactions right away is usually a big mistake, as it confuses users and makes it harder to grow the network and optimize the core transaction. “If you chase two rabbits, both will escape. Pick one and seize it,” Tungus said. Eventually, it makes sense to start building multiple transactions in order to expand the network. But that first transaction is always the hardest one to get right. Early-stage platforms should almost always start with just one transaction. Trying to deliver on more than one core transaction at a time is often a death sentence for such platforms.

				In fact, none of the more established platforms we mentioned started out with the complex, multitiered networks that they have today. When LinkedIn launched in 2002, it started with simple profiles that allowed users to connect with other professionals.

				Only after the network had grown to nearly 2 million users did LinkedIn start to build additional transactions. In January 2005, it launched LinkedIn Jobs, a marketplace for online recruiting. Not only was this a new core transaction, it also was a completely different platform type—a services marketplace built on top of a social network. Later LinkedIn built in more advanced messaging features, and after a few acquisitions, it eventually built out a content platform with the LinkedIn Publishing Platform. (Applico was an early adopter of the latter; we were invited to participate in the platform’s pilot program.) However, going after multiple platform types from the start is a surefire path to failure. Building liquidity in one market is hard enough. Doing it in two at the same time is almost impossible. At best, you’ll end up with a platform that has weak penetration in two markets. Multiple platform businesses with low market penetration will be much less valuable than one platform that dominates its market. “Founders should ask whether faster growth and dominance in one market segment builds a more valuable business than smaller penetration of and slower growth in two markets,” Tungus said. “Most of the time, and particularly in early stage markets, a focused startup perceived to be on the path to monopolizing a market will be more valuable.”

				LinkedIn’s progression from simple social network to a platform conglomerate with multiple platform types is typical. Uber started out just with black cabs before it expanded into so-called ride-sharing with UberX, now by far its most popular service. And only after it had established itself as the dominant taxi network in the United States, well ahead of competitor Lyft, did Uber begin to experiment with other transaction types, such as UberRUSH (courier service) and UberEATS (food delivery).

 				Simplicity by Design

				Facebook’s platform followed a similar trajectory. When Facebook first started, it had only very simple profiles, and users could view only other people who went to the same school.

				Users couldn’t “share” links, messages or photos with friends, and users couldn’t “like” anything. There were no third-party apps and no Newsfeed. There wasn’t even a “wall” on friends’ profiles where users could write messages to them. All of these features were developed later as the platform grew over time. At the start, Facebook was just a collection of profiles that could connect with one another through the double-opt-in interaction of “friending.”

				This simplicity was by design. Many of Facebook’s earlier competitors had many more features. Club Nexus, created in the fall of 2001 by Orkut Büyükkükten, the future creator of Google’s Orkut, was the first college-specific social network. (Facebook wasn’t launched until 2004.) Launched at Stanford, where Büyükkükten was a student, Club Nexus allowed students to chat, send emails, post events and personal ads, buy and sell used goods, and post images and articles.4 A talented programmer, Büyükkükten loaded Club Nexus with every interesting feature he could think of. However, this glut of features made the platform very difficult to use and weakened the strength of its network. Users didn’t get the sense that there were many other people on the platform, as they were each dispersed over many different types of transactions. As a result, Club Nexus never really caught on. It reached 1,500 members out of a student body of 15,000 within six weeks of its launch at Stanford, but after reaching about 2,500 users, usage leveled off.5 The platform was just too complicated, which diluted its network effects.

 				Another of Facebook’s early competitors was houseSYSTEM, a social network created by a Harvard senior in September 2003, a few months before Facebook was founded. HouseSYSTEM allowed Harvard students to buy and sell books and review courses, among other features. It also allowed them to upload photos to what it called a “Universal Face Book.” Sam Lessin, a classmate of Mark Zuckerberg’s who would later go on to become head of product at Facebook, remembered using houseSYSTEM. He called it “a huge sprawling system that could do all sorts of things.” A few hundred students signed up, but houseSYSTEM never got much traction. After Facebook launched, houseSYSTEM’s creator, Aaron Greenspan, met with Zuckerberg at Harvard and invited Zuckerberg to incorporate houseSYSTEM into Facebook, but Zuckerberg declined. He said it was “too useful,” according to Greenspan. “It just does too much stuff,” Zuckerberg continued. “Like, it’s almost overwhelming how useful it is.” In contrast, Facebook “was almost obsessively minimal,” Lessin said. “The only thing you could do immediately was invite more friends. It was that pureness that drove it.” Zuckerberg agreed. “The trick isn’t adding stuff,” he said. “It’s taking away.”6 Compared to its competition, Facebook focused on creating a relatively simple core transaction. Only later, once it had optimized its initial transaction—friending and viewing other people’s profiles—did it begin to add new transactions and new features.
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				The Visible Hand

				The Four Functions of a Platform

				Well-designed networks reduce friction and help good stuff be found.

				—Ev Williams, founder and CEO of Medium, founder and former CEO of Twitter

				Now that we’ve covered the core transaction, our next step is to take a closer look at the four functions of a platform, which we covered briefly in chapter 1. Economists like to talk about the invisible hand as the magical force that guides markets to work efficiently. However, in the case of the platform, the hand is very visible. A platform’s network doesn’t appear out of nothing. The platform has to create it and enable the core transaction to turn that network into value. To do this, a platform needs to engage in four key support activities. Think of a platform as a visible hand, with the four support activities as its fingers and the core transaction as the thumb. Without the thumb, the other fingers aren’t very useful. But if you lose a finger, the whole hand doesn’t function as well. By combining these four activities with the core transaction, the platform is able to create networks, markets, and communities that didn’t exist before and wouldn’t exist otherwise.

 				What are these four support functions? First, a platform needs to get users to join its network. Then it needs to be able to match those users together so that they can exchange value. Finally, it needs to have the right tools and services to support its users and the right rules and standards to facilitate transactions and maintain quality in its network.

				These are the four core functions of a platform:

				
						Audience building: Build a liquid marketplace by attracting a critical mass of consumers and producers.

						Matchmaking: Connect the right consumers with the right producers in order to facilitate transactions and interactions.

						Providing core tools and services: Build tools and services that support the core transaction by lowering transaction costs, removing barriers to entry, and making the platform more valuable over time through data.

						Creating rules and standards: Set guidelines that govern which behaviors are allowed and encouraged and which are forbidden or discouraged.

				

				Different platforms accomplish these functions in different ways, but every successful platform accomplishes all of them. These functions are the infrastructure that supports the network and enables transactions to happen easily and efficiently. Platforms create networks that are both open and highly participatory while also being curated and governed. Producers and consumers should both be able to access the platform and complete transactions easily. But at the same time, the platform needs to prevent undesirable behavior and make sure that users can find what they want. These priorities conflict surprisingly often. Let’s take a look at how successful platforms have tackled these challenges and created the very visible hand that manages their networks and makes transactions possible. We’ll show you one example from Uber in each function so that you get a relatively complete picture of how one platform works. And we’ll include other stories from lots of different platforms (and platform types) to provide a broader perspective.

 				Audience Building

				The first of the four core functions is audience building. Because a platform doesn’t have direct control of its inventory, it needs to attract external producers who will create inventory within the platform. At the same time, the platform needs to attract consumers who will complete the exchange of value. Audience building is all about growing the network and creating the potential energy of connections that can then be turned into transactions. Without both consumers and producers, a platform will fail. As we show next, platforms can get pretty creative when it comes to creating growth.

				Operation SLOG

				In major cities around the United States, you can join a team of secret operatives that spends its days patrolling the streets. If you join one of these street teams, you will be offered a burner phone and a score of fresh credit cards in order to avoid detection. Your mission? Gather intelligence about the competition and try to convert its assets—and make sure you don’t get caught.

				As an operative, you are given a playbook that gives strict instructions on how to avoid detection while finding your mark. This playbook tells you how to approach an asset. You use a few opening questions to begin the conversation and build up a rapport. After assessing the asset’s openness, you have several ways to work up to the topic of defecting. Finally, you have a five-point plan for converting an asset. If you succeed, you’re rewarded with cold, hard cash. If you’re caught, your employer will deny your existence.

				No, this isn’t the plot of a movie about high-stakes corporate espionage. This is Operation SLOG, Uber’s covert, ethically dubious, and possibly illegal attempt at poaching drivers from rival ride-hailing service Lyft. “SLOG” stands for Supplying Long-term Operations Growth, a name that hints at why Uber goes to such great lengths to recruit drivers. Uber understands that one of its core functions is to grow its network.

 				Aggressive marketing is nothing new, but for a platform like Uber, the task goes beyond marketing. Uber has to attract two separate groups of users—drivers and passengers—and it has to balance the number of each in order to maintain an equilibrium between supply and demand.

				When it first started in San Francisco in 2009, Uber needed to create what in finance is known as a “liquid” marketplace. A marketplace is considered liquid when there’s enough overlap in supply and demand that most transactions can clear quickly. But a platform also needs to maintain a balance between both sides. For Uber, getting this balance right is essential. If too many drivers join, some will sit idle and wait for passengers. When drivers sit, they lose money. And if they’re losing money, they’re going to leave the platform. Conversely, if there aren’t enough drivers on the road, passengers will face long wait times before they can get a ride, or will not get one at all. Consumers who can’t rely on Uber for a ride are much less likely to use it in the future.
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				Uber—services marketplace platform

				Many of Uber’s more controversial practices are aimed at addressing this challenge. For example, Uber’s “surge pricing”—dynamic pricing that rises in response to high demand—is a direct attempt to balance supply and demand. Surge pricing is designed to increase the number of drivers available on Uber, even as it reduces the number of passengers who can afford the service. Rather than keeping the price constant and facing the prospect of high wait times and unfilled rides for customers, Uber raises prices in order to better balance the number of drivers with the number of people looking for rides. Many consumers have bristled at this practice, but dynamic pricing can be very helpful in creating the balanced growth a platform needs.

 				In this light, Uber’s win-at-all-costs approach to acquiring drivers also makes more sense. The company has had a lot of success at increasing demand for its service, but drivers are much harder to come by. Based on leaked financial data, the ratio of drivers/riders in major cities is usually about 1/10.1 This is a pretty common producer/consumer ratio for services marketplaces, which is why producers are often the user group that companies compete over the most. If Uber can’t attract more drivers, it won’t be able to support a growing number of consumers who want to use the service. Attracting more drivers is key to Uber’s long-term growth, which is why the company has been so aggressive about securing additional drivers.

				Hacking Networks for Growth: How Airbnb Built Its Platform Off of Craigslist and the Democratic National Convention

				Although Uber has gotten most of the negative PR, it isn’t the only platform that has gotten its hands dirty in order to grow its network. Airbnb, a marketplace for short-term home rental, has a much cleaner reputation than Uber does. Airbnb built its brand around the idea of “belonging,” no matter where you are. As of 2015, its website claims that Airbnb creates “a sense of belonging anywhere in the world,” and the text at the top of its homepage reads “Welcome Home.” But to get where it is today—with a valuation of $25.5 billion and nearly $2.4 billion raised—the company didn’t play nice.

				Back in 2010, Airbnb was a tiny startup that had just raised its Series A, a company’s first round of significant funding. It was still a small player in the online short-term rentals industry, especially compared to the leader in that market, Craigslist. Craigslist had more traffic and more listings than Airbnb did, but Airbnb’s site provided higher-quality listings and better customer support. In an effort to grow its network, Airbnb created an unofficial “integration” with Craigslist.

				The feature was called “Post to Craigslist” and it allowed any host to post their listing on Airbnb to the relevant section of Craigslist with a few clicks. But rather than lettings viewers respond to the listing through Craigslist, the Craigslist posting would send them back to Airbnb to book a reservation. The end result was that Airbnb was able to divert a lot of consumers from Craigslist to booking reservations on Airbnb.

				At the same time Airbnb was taking traffic from Craigslist, the upstart company was also tapping into Craigslist’s network of hosts. It allegedly used multiple Gmail accounts to spam Craigslist posters. The emails didn’t appear to come from Airbnb itself but from an individual who simply wanted to inform the poster about another vacation rental site they should “check out.”

 				Except for naming the city where the listing was located, the text from each of these emails was almost exactly the same. LakePlace.com CEO Dave Gooden, who investigated Airbnb’s growth tactics, received four nearly identical emails when he posted vacation rental listings on Craiglist over a period of three weeks. Each email read roughly like this:

				Hey,

				I am emailing you because you have one of the nicest listings on Craigslist in [location], and I want to recommend you feature it (for free) on one of the largest [location] housing sites on the web, Airbnb. The site already has 3,000,000 page views a month. Check it out here to list now.

				Airbnb later blamed the actions on a “rogue” external sales team it contracted to acquire listings through person-to-person sales.2 Although these tactics weren’t illegal, they did violate Craigslist’s rules. Despite having a relatively small social media presence and just-okay search engine optimization, Airbnb was able to tap into Craigslist’s existing network to build liquidity in its own marketplace. Like Uber, Airbnb knew that without liquidity, nothing else mattered, so the company was willing to play dirty to get its platform started. However, this strategy wasn’t the only reason for Airbnb’s spectacular early growth.

 				When the 2008 Democratic National Convention announced it was going to Denver, Airbnb cofounder and CEO Brian Chesky saw an opportunity. The Democratic Party made the last-minute decision to move presidential hopeful Barack Obama’s speech from the Pepsi Center (capacity 18,007) to the larger outdoor venue of Invesco Field, since renamed Sports Authority Field (capacity 76,125). But the city wasn’t ready to host 80,000 out-of-town attendees. Only 28,000 hotel rooms were available. The problem was obvious. And no one was doing anything about it. By then, Chesky knew what to look for. “We looked for high profile events and said, ‘We’re going to solve a high-profile solution to a high-profile problem,’” Chesky said.3 His startup had been launched unintentionally in 2007 when an international design conference went to San Francisco and there weren’t enough rooms available for attendees. Struggling to make ends meet, Brian and his roommate, cofounder Joe Gebbia, decided to offer up three air mattresses along with a complimentary breakfast in the loft of their apartment. They set up a simple website, and three conference attendees took them up on their offer for $80 per night. Airbnb was born. And the rent got paid.

				When the convention went to Denver, Airbnb was ready to capitalize on the opportunity. “In the summer of 2008, all anyone was talking about was Barack Obama. And the Democratic National Convention was coming up and they had moved him from the 20,000-seat Pepsi Center to the 80,000-seat football stadium where the Denver Broncos play,” Chesky said. “Suddenly, all these mainstream media outlets are saying, ‘Where are we going to stay?’ And we’re like—light bulb goes off—‘they’re going to stay at Airbnb! Obama supporters can host other Obama supporters all over the world. This is going to be a huge story.’” The hustle paid off, as Airbnb received national news coverage for its novel solution to the lodging crisis.

				As we show in chapter 8, finding other networks to tap into, whether they’re digital or exist in the real world, is a key strategy for audience building. In the wake of the DNC event, Airbnb started to gain traction. Just two years later, in 2010, the platform had booked approximately 125,000 guest nights.

				PayPal’s Charity Robot
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				Paypal—payments platform

 				Long before Airbnb had figured out how to tap into Craigslist’s network, PayPal had a similar challenge. In 1999, PayPal faced intense competition from better-funded rivals like X.com and dotBank. Who would win the market for online payments was anyone’s guess. After failing with its initial idea of a peer-to-peer payments system for PalmPilots, a handheld PC device (also called a PDA) popular in the late 1990s and early 2000s, PayPal pivoted to facilitating payments for online auctions. This strategy meant going after sellers on eBay, the leading auction-based product marketplace on the Web. Luke Nosek, a cofounder of PayPal who served as its VP of marketing and strategy, had an idea. “What we need to do is go out and start buying stuff on eBay and insist on using PayPal to pay for it,” he suggested. “We don’t need to buy every auction. Many sellers list multiples items at a time. All we need to do to introduce them to PayPal is just purchase one.”4 However, he still needed a way to convince the sellers to want to accept PayPal. The answer was PayPal’s “charity robot.”

				PayPal built a bot, a computer script that would automatically scan eBay auctions. Before bidding, the bot would identify itself to sellers by sending an email that said it was collecting goods that would be donated. But, the bot would say, it could only pay with PayPal. If the seller agreed, the bot would automatically place a bid. However, even if the bot didn’t win the auction, at least the seller would have been introduced to PayPal.5 This charity robot became PayPal’s “secret weapon,” according to former PayPal marketing executive Eric M. Jackson. The company even secured the participation of the Red Cross, which would accept the goods that PayPal’s charity robot bought. PayPal’s marketing team started sending out pitches to sellers using the email address charityrobot@paypal.com. Not surprisingly, the vast majority of the people the robot contacted were happy to accept PayPal.

				Do or Die

				In addition to these controversial tactics, many platforms also use more traditional marketing channels. A key part of eBay’s success against auction-based offerings from competitors like Amazon and Yahoo! was a traffic-buying deal it struck with a then-dominant AOL.

				Whether a platform dabbles in black-hat tactics or uses less controversial methods, the point is that for platforms, building liquidity is a do-or-die proposition. This is especially true in a platform’s early stages, when the network hasn’t yet achieved a baseline level of liquidity and the positive feedback loop of network effects hasn’t yet kicked in. Without a large network, a platform doesn’t provide much value. There are no bonus points for being nice.

				Matchmaking

 				Once you get lots of users onto a platform, you need to figure out how you’re going to connect them. That’s where matchmaking comes in. You need to be able to connect the right producers with the right consumers in order to facilitate exchanges. This is easy to do when you only have a few hundred or a few thousands users. But as your network grows, the task becomes exponentially more complex. Without a scalable system for matchmaking, a platform won’t be able to connect consumers and producers effectively. The more efficiently a platform can match its users, the stronger its network effects will be and the more transactions it will enable—which, of course, translates directly into more value and more profit.

				Typically, building a matchmaking system involves using data to identify the key product characteristics that will matter to each user group. Then you have to build the right matching system that captures and uses this data to connect your users as efficiently as possible. As we show next, doing this includes everything from building automatic, algorithmic matching to designing user-friendly search and discovery capabilities.

				The Traveling Salesman

				Although a lot of ink has been spilled over Uber’s controversial marketing tactics and surge pricing, the real magic at the heart of its platform has been overlooked. This bit of pixie dust is Uber’s automatic matching algorithm.

				There’s a good reason this key part of the platform hasn’t gotten much attention. To both drivers and riders, it’s mostly invisible. As a consumer, you simply hit a button and within seconds you’re informed that your driver is on the way. If you’re a driver, the process is similarly automatic. You’re sent a ride request, and once you accept it, you’re off to pick up a passenger. What Uber does behind the scenes doesn’t matter much to the users on either side of the transaction, yet it’s the key to the kingdom. This is a common sign of effective matchmaking. If it works well, users will take it for granted. It’s low friction and doesn’t require much thought on either user’s part.

 				How does Uber do it? First it’s helpful to consider a related problem. Imagine a paper with 10,000 dots scattered across its surface. If you drew a line that passed through every dot, what would be the shortest possible path to connect all of them? This is the traveling salesman problem, one of the most-studied optimization problems in mathematics, and one with a wide range of applications. But in the context of a transportation network, Uber founder and CEO Travis Kalanick identified its usefulness early on. “We have 100 cars out there and riders sprinkled all around the city,” Kalanick said. “Each car has its own traveling-salesman problem.”6 Uber’s algorithm uses location tracking to try to pick the most efficient driver to send.

				This is an age-old problem for the cab industry. Dispatchers are tasked with trying to get the most efficient use out of the cab company’s limited resources. But for Uber, the issue is even more urgent. If a cab company doesn’t use its resources optimally, it might lose out on a few extra rides and a little additional revenue, but its cab drivers aren’t likely to quit over suboptimal routes. If Uber, however, doesn’t match its drivers with passengers efficiently, that doesn’t just mean less money for Uber—it means those drivers are more likely to leave the platform, possibly for a rival network.

				Uber’s scale only magnifies this issue. A taxi dispatcher who operates inefficiently will have a limited impact. But if you’re trying to manage thousands or even millions of transactions simultaneously across hundreds of cities, being a little less efficient at matching drivers and riders can mean the difference between completely dominating a market and going out of business.

				Collaborative Filtering

 				Uber isn’t alone in having a difficult matchmaking challenge. Amazon faced a similarly thorny problem: how to match users with the products they might want to purchase out of hundreds of thousands of items. This problem is even more difficult because of the Amazon Marketplace, a platform that allows third-party merchants to sell items on Amazon. These third-party merchants create listings for their items, meaning Amazon can’t predefine related items based on its own inventory. Instead, Amazon chose to use collaborative filtering, a process that looks at the individual behavior of large groups of people to identify common patterns. This process is the source of Amazon’s famous “Customers Who Bought This Item Also Bought” feature. The algorithm behind this feature uses data on items customers often purchase together (like two books by the same author, or batteries along with a remote control device) in order to create a list of related items.

				Both Amazon’s related items feature and Uber’s automatic matching use data to make sure the right consumers can find the right producers. Both platforms have a huge number of users, meaning they’ve succeeded at building liquidity. But all the liquidity in the world won’t matter if you can’t match the right consumers with the right producers. Without matchmaking, your users will be left looking for a needle in a giant haystack. Part of the platform’s job is to make sure customers can easily find that needle. Doing this at scale requires the smart use of data.

				Why YouTube Changed How It Measures Success
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				YouTube—content platform

				For YouTube, March 2012 will go down as one of the most traumatic months in its history. Just as Google Search was an empire built on links, YouTube was built on clicks. For a long time, YouTube used clicks (“view count”) above all else as a proxy for popularity and quality. Likewise, YouTubers didn’t see clicks as just a vanity metric. Since views were used to determine advertising rates, clicks were currency. But on March 15, 2012, YouTube’s view count plunged by 20 percent in one day—on purpose. What happened? Well, YouTube decided to change how it measured success. Clicks were out, and engagement was in.

				For YouTube, how best to match viewers with videos is an important question. Every minute, users upload more than 300 hours of video to YouTube.7 The platform hosts billions of videos. Its content includes everything from cat videos and song parodies to entire college courses, political debates, or (most important) the latest Justin Bieber videos. There’s more content on YouTube than you could ever watch in your lifetime, but only some of it is relevant. “We believe that for every human being on earth, there’s 100 hours of YouTube that they would love to watch,” said Cristos Goodrow, YouTube’s director of engineering for search and discover. “The trick is helping you find it.”8

 				Prior to the change, YouTube’s matching algorithms were optimized to get you to click more. “Our video discovery features were previously designed to drive views,” read a post on the company’s official blog. “This rewarded videos that were successful at attracting clicks, rather than the videos that actually kept viewers engaged. (Cleavage thumbnails, anyone?)” This system often resulted in users clicking through several videos before they found what they were looking for. Users frequently hopped from one video to the next without watching any to completion. According to Goodrow, clicks just weren’t a good measure for the quality of a match. “We realized that if we made the viewer click that many times, it didn’t seem to be a good estimate of how much value they were deriving from YouTube.” So YouTube decided to make the switch to prioritizing viewing time over clicks. According to the company, the goal was to “increase the amount of time that the viewer will spend watching videos on YouTube, not only on the next view, but also successive views thereafter.”9

				So on March 15, 2012, YouTube flipped the switch. Watch time—not just views—was now the determining factor for its matching system. Not surprisingly, the move upset many content creators, who were used to optimizing their videos to take advantage of the old system, where they would get paid based on clicks even if users didn’t stick around for long. This system led many content creators to use tricks, such as setting their video’s thumbnail to an image of an event that users were likely to search for (say, a recent sporting event). But then when users clicked through to the video, it would be someone talking about the event rather than footage of the event itself. As frequent users of YouTube in its early days, we can attest to how frustrating this experience was. Luckily, YouTube agreed. In the new system, these misleading videos would get buried in search results, as users usually didn’t watch them for long. Ultimately, the experience was better for viewers, and content creators were encouraged to upload better content.

				Creating Rules and Standards
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				Twitter—content platform

 				Twitter is a famously noisy place. With over 300 million active users and hundreds of millions more who view tweets each month, it’s impossible for any one person to keep up with everything that’s happening on the platform. There’s a good reason for that: Twitter wants to be the real-time pulse of the world’s information. As its home page declares, you go to Twitter to “see what’s happening right now.”

				As of November 2015, more than 600 million tweets were sent out each day.10 That’s close to 10,000 a second. And that number is growing every day. In the time it takes you to read this sentence, tens of thousands of new tweets will be posted. Twitter’s raw data feed is sometimes (aptly) called a firehouse of information. No one can keep up with all of that activity. But if you’re Twitter, you have to. Like any platform, Twitter has to govern the behavior of its users. But how do you control the behavior of hundreds of millions of people, the vast majority of whom you will never meet in person? Well, you can’t. But you can set rules and standards, and most users will comply voluntarily. You can also create the detection systems and penalties to deter those who don’t. These rules and standards are an essential part of how platforms can manage large and essentially ungovernable communities of users.

				Some of these standards are laid out by the company, like Twitter’s suggestions on tweeting best practices, which include guidelines on how to use its @reply functionality and the right way to follow other users. Other standards are more implicit and community enforced, such as not loading your tweets with hashtags or the idea that you should post tweets that benefit your audience, not just yourself.

				Many of these rules also are explicit and hard-coded into software, including Twitter’s famous 140-character limit on the length of tweets. This constraint originated from the 160 maximum character length of SMS text messages, which were how you created tweets when Twitter started in 2006. However, even when the platform’s technology evolved beyond those limitations, Twitter chose to keep the 140-character limit. Why? Because the short messages had become a part of the platform’s identity. Tweets were easy to write and even easier to consume, and the shorter message length helped differentiate Twitter from other microblogging platforms. If you had something longer to say, you could do that elsewhere. Twitter’s users didn’t have time for that. Twitter was for what’s happening right now.

 				Enforcing this character limitation on tweets was a key part of how the company built and delivered on its value proposition. True, the limit has relaxed a bit over time. The characters in HTTP links no longer count against the 140-character total, and the platform has added other features, such as the ability to quote other tweets without using up precious characters. You can also add all kinds of rich media to tweets now that you couldn’t when the company first started. But despite all these changes, the underlying principle has stayed the same. Tweets should be short and to the point. They should show you what’s happening right now.

				The Mayor of Twitter

				In order to manage this massive community, a host of other rules govern everything from obvious issues, such as spam, to more unusual ones, such as username squatting (the practice of holding for ransom a potentially popular user name) or impersonation. Identity is a big issue on Twitter. In a platform that’s all about what people have to say, what you can say and who can say what are important issues for Twitter to consider.

				As Twitter’s own guidelines acknowledge, these rules aren’t all set in stone. They change and evolve over time, just as the platform does. One area where this change has had a big impact is on Twitter’s developer community. Developers have long had an uneasy relationship with Twitter—though, to be fair, you can say the same for its rival, Facebook. Still, Twitter has had a lot of success in growing its developer community. Today Twitter handles millions of requests from external apps every day through its API. These API calls pull information from Twitter that another app’s users have granted it access to, including login information, contact lists, and tweets.

 				Handling all these API calls for free costs Twitter money, so the company needs to be sure that these external applications are acting in a way that isn’t detrimental to the platform. Creating the rules and standards for this community was a unique task, as Ryan Sarver well knows. Sarver, now a partner at venture capital firm Redpoint Ventures, was formerly the platform director at Twitter, where he managed its rapidly growing development community. “On Twitter, there were three or four million different websites we were working with and maybe a million different developers,” Sarver says. “It’s huge ecosystems where you’re only going to meet a very small fraction of the people. So our job was to create policy that lets people know where the guardrails are and what behaviors are expected out of them.”

				Sarver worked at Twitter between 2009 and 2013, a key period in the company’s growth. He was there just as Twitter started to go mainstream and until just before the company went public. “The way I used to talk about it to our team at Twitter is that we’re the mayor of a town,” Sarver says. “Our job is to create incentives and disincentives to produce the best behavior, the best outcome, from a bunch of people you’ll never meet.” In effect, he was creating public policy for Twitter’s developer community.

				This attitude is surprisingly common among those who have spent time leading platforms. In fact, it was a key reason that Mark Zuckerberg hired Sheryl Sandberg as Facebook’s chief operating officer. “We spent a lot of time talking about her experience in government,” Zuckerberg said. “In a lot of ways, Facebook is more like a government than a traditional company. We have this large community of people, and more than other technology companies, we’re really setting policies.”11

				Sarver agrees. “I went into the job having never done any real policy work before, and I never realized how important policy was going to be. It ended up being a huge part of our time.” Sarver’s job was effectively to be the mayor of Twitter’s development community. But as in any town, the mayor’s mandate can shift as the town changes and grows.

				How Twitter Became a Business

 				The Twitter that handles millions of API calls today is not the same platform that Twitter was in its early years. For years, Twitter didn’t even have an official mobile app, so third-party apps played an important part in Twitter’s early success. “The development platform was something that allowed people to develop clients for mobile and for desktop and for Linux. They created different web versions and the myriad other ways that people could then connect to Twitter,” Sarver explains. “It allowed Twitter to stay stickier in users’ lives, because Twitter was now available wherever they were. So, if mobile was taking off and Twitter didn’t have the resources to go build a mobile client, other third-party developers built out these mobile clients. And if Twitter didn’t have some kind of mobile presence at the time, I think we would’ve lost a lot of those users in the early days.”

				In Twitter’s early days, the company took a let-a-thousand-flowers-bloom stance toward its developer community. These developers could provide many features that Twitter itself just didn’t have the resources to build. However, as the platform grew and the company’s resources expanded, there was an obvious downside to this approach: Twitter had little control over how its users experienced the platform. When Sarver started at Twitter, as far as most users were concerned, the development community was Twitter. “If you remember the early days of the Twitter platform, it was mostly about third-party clients,” Sarver says. “Twitter was just a website and SMS, and it could barely stay up each day.” But as the platform evolved, Twitter started to exert more control over its development community, particularly on unofficial Twitter clients. These were apps that connected you to Twitter but that weren’t made by the platform.

				Effectively, early Twitter mostly provided the underlying technology that other developers were building user experiences on top of. As Twitter investor and prominent venture capitalist Fred Wilson put it, “Much of the early work on the Twitter Platform has been filling holes in the Twitter product.”12 Rather than building new, complementary businesses on top of Twitter, these developers were simply plugging holes in the core experience that Twitter hadn’t yet filled. Although this dynamic helped Twitter grow, it also prevented the company from developing into a real business.

				Developers who built on top of Twitter’s API made money by selling software—popular Twitter clients typically sold for a couple of dollars on the App Store. But Twitter itself was still free. It didn’t charge developers for access to its API, and it didn’t charge users for posting or viewing tweets.

 				Without controlling the core Twitter experience, the company could do little to improve the platform and even less to monetize it. It also faced threats from companies that were trying to take over the core Twitter experience, like Bill Gross’s UberMedia. Gross bought up a number of the top Twitter clients and consolidated them under one roof, at one point controlling as much as 20 percent of daily tweets.13 Faced with the prospect of losing control of its network and needing to make money, Twitter clamped down on third-party Twitter clients. First it bought Tweetie, one of the most popular Twitter clients at the time, in 2010 and reintroduced it as Twitter for iPhone. It also released a Twitter for BlackBerry app. Twitter was no longer just a simple website—the platform now had its first official mobile apps.

				Shortly thereafter, Twitter tightened the screws on its developer community. Posting on Twitter’s developer forums in March 2011, Sarver was particularly blunt about Twitter’s new direction. “Developers have told us that they’d like more guidance from us about the best opportunities to build on Twitter,” he said. “More specifically, developers ask us if they should build client apps that mimic or reproduce the mainstream Twitter consumer client experience. The answer is no.”14 This pronouncement followed an episode a month earlier where several Twitter clients owned by UberMedia had temporarily stopped working. Why? Because Twitter shut off their access to the Twitter API. The message to the developer community was clear: Thanks for your help, but we’ll take it from here.

				Developers were still welcome to build on Twitter’s API, but only if they built businesses that complemented Twitter’s core experience. As Twitter’s then-CEO Dick Costolo put it, “What you’ll see us do more and more as a platform is allow third parties to build into Twitter [emphasis added].”15 Rather than trying to build client applications that would effectively be Twitter and own the core experience, developers would be allowed only to add value to the platform by creating new, and nonessential, experiences. Thus, Twitter made it clear that it alone was going to own the core transaction on its platform, and it set the rules and standards around its user experience.

				The Future of Twitter

 				These were tough decisions for Twitter, but they were necessary to help scale and monetize the platform. Balancing the interests of producers, consumers, and the platform is always a tough task. Sometimes the platform needs to make decisions that will be unpopular with some of its users. In fact, Twitter found itself in a similar place in 2015. Despite growing revenue numbers, Twitter’s network has stalled out at about 300 million monthly users. Many have started to question Twitter’s value, and the company has taken a beating on Wall Street. Although Twitter has long catered to its hardcore users, the platform is very hard to understand for most users.

				Twitter can be a cold place. Spam overpopulates timelines and buries the good stuff. You can tweet influencers, but they’re likely to never respond because they’re inundated. You can get followed only to be unfollowed moments later, just because someone is fishing for followers. Many people will say that they just don’t “get” Twitter. “Why would I tweet?” most new users ask. It’s not uncommon for a user to test out Twitter, not immediately understand the experience, and never return. Not surprisingly, Twitter has had trouble with user retention. According to a Wall Street Journal report in May 2014, less than 11 percent of users who had signed up in 2012 were still using the platform. The numbers haven’t gotten any better since then; Twitter’s overall user numbers are at best flat or possibly even declining, depending on how you measure active users.16

				Part of this confusion stems from an identity crisis that Twitter itself didn’t resolve until recently. Some of Twitter’s founders, recently rehired CEO Jack Dorsey chief among them, saw Twitter as a way to connect with friends. In this view, like Facebook, Twitter was fundamentally a social network.17 Ev Williams, also a founder and now a former CEO, had a different idea: Twitter was for finding out what was happening right now. According to tech journalist Nick Bilton, whose book Hatching Twitter details the company’s origins and meteoric ascent, Dorsey saw Twitter as “a way to talk about what was happening to him.” But Williams saw it as “a view into what was happening in the world.”

 				It took a long time for Twitter to resolve this conflict, with the platform eventually defining itself around the latter vision. Twitter isn’t a social network like Facebook. It’s a content platform. Bill Gurley, partner at top venture capital firm Benchmark, agreed. “Facebook is a few-to-few communication network designed for sharing information and life events with friends. Twitter, on the other hand, is a one-to-many information broadcast network. The only way magic happens on Facebook is through reciprocity: I friend you and you friend me back—then information flows. But on Twitter, I can get something out of following Shaquille O’Neal, who has no social obligation to follow me back.”18 Additionally, if Twitter is for finding out what’s happening now, you don’t need to tweet to use it. “The power of this discovery platform is much more about the tweets themselves, and not simply about every single user having the ability to tweet,” Gurley said. In other words, Twitter is more like Twitch or YouTube than Facebook. You go there to consume content rather than to communicate with or check on friends. That everyone doesn’t tweet is just fine.

				Not surprisingly, Twitter also shares the same problem regarding user comments that neither YouTube nor Twitch has solved. On all three platforms, spam and harassment are rampant. Twitter’s CEO Dick Costolo even admitted as much in June 2015 before he stepped down. “We suck at dealing with abuse and trolls on the platform and we’ve sucked at it for years. It’s no secret and the rest of the world talks about it every day,” Costolo wrote in a leaked internal memo. “We lose core user after core user by not addressing simple trolling issues that they face every day.”19

				However, rampant abuse isn’t Twitter’s only problem. Until recently, very little effort had been made to improve engagement and discovery on Twitter for new users. Recent product enhancements, such as Moments, While You Were Away, native video, and group Direct Messages, are all good steps, but Twitter’s flawed interaction model remains. This model serves only a small but highly active subset of all potential users who actively curate who they follow and even create “lists” for specific topics.

				With all of the negative attention the company’s been getting from Wall Street, Twitter may seem to be in dire straits. There’s reason to hope the company will turn itself around, but to do so, Twitter will have to do a much better job of setting rules for its community going forward.

				Preventing Unintended Consequences

 				As Twitter’s issues with harassment and user engagement suggest, governing large numbers of users is no easy task. Platforms that stall out once they’ve started to grow—think Friendster and MySpace, which we’ll cover in more detail in chapter 7—typically have done a poor job of governing their communities. As a result, quality diminishes as the network grows. Every platform has to face this challenge, and setting the right rules and standards is an important part of overcoming it.

				Some of this abuse can be dealt with by algorithms that detect abusive behavior, but often these methods aren’t accurate enough on their own. Similarly, centralized editorial control can help resolve governance challenges. Twitter has experimented with this in its new Moments feature, but many platforms used this type of curation much earlier. For example, Instagram’s first hire was community manager Josh Riedel.20 However, editorial control doesn’t scale well as a network grows, As a result, many platforms also use user-powered rating systems to help solve this problem. These rating and reputation systems are especially common in Airbnb, eBay, and Uber. Getting consumers to help curate the quality of producers (and vice versa) can significantly reduce the difficulty of community governance. Uber, for example, uses driver ratings to determine which producers get the best fares and even which producers are allowed to participate in the network. Drivers with less than a 4.6 rating out of 5 are kicked off of the platform.

				However, just as algorithmic and editorial curation don’t solve the problem, reputation systems aren’t a panacea. Platforms need to be careful about providing users with explicit metrics for quality, as often this leads to people gaming the system. For example, Alibaba has had trouble with merchants creating counterfeit transactions (where no goods are actually exchanged) to generate fake positive reputation ratings. This concern also is a big reason why both Google and Facebook keep their Page Rank and Newsfeed algorithms secret. If content creators knew exactly how they were being ranked, it would be very easy to cheat.

 				Additionally, digital reputation scores are limited in their effectiveness. Because they can account for only a limited amount of information, they are more blunt instruments than fine tools. Reputations are very context dependent. Although many have criticized Uber and Airbnb because they don’t let you export your reputation data to other networks, these platforms have good reason for protecting their data, beyond the obvious competitive concerns. Taken out of context, these ratings have little to no meaning. What does a 4.8 rating on Uber say about your ability to be a good host on Airbnb? Or to sell T-shirts on Amazon? What does the number of subscribers you have on YouTube tell me about your ability to fix a toilet on Handy? Like identity, reputation isn’t monolithic. It’s contextual. Allowing you to export your rating to other sites would provide you with little real benefit while potentially harming the originating platform. Enabling you to import your reputation scores from other sources would be even worse, as it would pollute the platform’s reputation data with irrelevant information. Uber already arguably doesn’t give passengers enough context on what driver reputation scores mean. (What deserves a four-star or five-star rating from a passenger? Uber doesn’t tell you. Passengers have to make up their own rubric.) Adding even more data that’s not contextually relevant would make the situation even worse.

				Finally, reputation systems are largely reactive. They tell you about something that’s already happened. It’s more important to be proactive and to take time to create the rules and standards to motivate your users to take the specific actions you want them to take. This will encourage good behavior and discourage the bad. “My advice here to anyone trying to grow a platform would be to think through what you want the desired outcome to be,” Sarver says. “Try to find the most explicit way to write the policy to produce that behavior. If you become lazy or take broad strokes with your policy, you create a lot of unintended consequences, usually in a negative way where you disincentivize certain behaviors that could have been really positive for your platform.”

 				The best platforms use a balance of algorithmic, editorial, and user-powered curation to enforce the rules and monitor user behavior. However, it’s important to be mindful of the strengths and weaknesses of each method when designing a platform’s governance structure. Ultimately, the goal should be to get both consumers and producers to have a high degree of trust in the platform. If a platform’s rules and standards work well enough, users won’t have to worry about trusting the person they’re transacting with. They know and trust the platform the other person is using, and that should be enough. For anyone building a platform business, the level of trust users have in your platform is usually a good litmus test for how effectively you’re governing your network. If a platform does a poor job setting rules for its network, as Twitter has done recently, this second-order trust in the platform won’t materialize. This lack of trust is always a bad sign. The ability to replace individual trust with trust in the platform is an important part of removing friction from the core transaction.

				Providing Core Tools and Services

				Last, but certainly not least, a platform has to provide the tools and services that support the core transaction.

				The distinction between tools and services has to do with what a platform chooses to centralize. Tools are self-service and decentralized. Anyone can use them, and they don’t require ongoing involvement or assistance from the platform. Tools typically include much of the technology and software products that will help users create value connect with each other. Examples include the tool for uploading videos to YouTube, the filters that Instagram provides for editing photos, the scheduling tool that Airbnb provides to hosts, and the navigational tools Uber provides to drivers. Most tools are meant to be “plug and play,” so that consumers and producers can transact with each other easily.

				In contrast, services are centralized, and require continued involvement from the platform. Customer support is the most common example, as it’s a service that most platforms have to offer. Services can play an important part in customer satisfaction, as they provide a buffer between your users when something goes wrong. For example, Airbnb’s customer safety team plays an important role in helping the platform keep its users happy.

 				Each tool or service that a platform provides should be directed at a particular step in the core transaction. Instagram’s filters are focused on enabling creation, for example, while Airbnb’s customer safety team focuses on enabling consumption. Tools or services that don’t line up with one of the four steps in the core transaction are often unnecessary. Platform entrepreneurs often make the common mistake of trying from the start to add every tool that they think users might want. But remember Mark Zuckerberg’s advice from chapter 5: “It’s not what you add, it’s what you take away.” Especially early on, a platform should stay laser-focused on building tools that enable the core transaction rather than on creating tools that provide new kinds of value. You don’t want to create a platform that is “too useful,” as Zuckerberg said in regard to houseSYSTEM. Simplicity and efficiency are key.

				How Instacart Went from Startup to $2 Billion Powerhouse in Just Three Years
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				Instacart—product marketplace

				As new Uber-for-X companies continue to join the on-demand economy, it seems impossible to stand out. But Instacart, founded in July 2012, has done just that. The on-demand grocery delivery platform has raised nearly $300 million in funding at a valuation of over $2 billion—all in just three years. A key part of Instacart’s success has been its effectiveness in helping its producers complete transactions efficiently. Instacart knows its shoppers are critical, because they are the ones who create value—without these shoppers, Instacart would have nothing to sell to consumers, just as Uber wouldn’t have anything to sell without its drivers. But it’s the extent to which Instacart has worked to perfect its dedicated shopper mobile app that has really allowed its business to grow.

				“Our software—and the capabilities we build in to our shopper app—is designed to best help shoppers through every step of the shopping process, so we can optimize accuracy and efficiency,” Instacart founder and CEO Apoorva Mehta says. He isn’t just guessing here, nor is his team. “I go shopping weekly to experience it for myself,” Mehta says. “And our engineering team regularly spends time in the stores with shoppers to go through the process and verify how the app will be the most effective.”

 				What’s perhaps most unbelievable about Instacart’s growth is that just three years ago, the company had only one shopper: Mehta himself. “When I started Instacart, I began writing code for the first version of the app and, when it was ready, placed the first order. Then, I went to the grocery store, picked up my groceries and delivered them to myself,” he recalls. “So, technically, we started with one shopper in the summer of 2012 and have about 7,000 across the nation today.”

				To improve its shoppers’ efficiency, Instacart has implemented several innovative features in its shopper app. One such feature is aisle navigation, which allows shoppers to know exactly where specific items are located within a store. Another feature allows shoppers to adjust quickly when a specific product isn’t available. “We’ve integrated replacement options into the app—from naming actual products to designating characteristics that would best match the original request. The shoppers can access over four million catalog items in real time and add custom replacement items,” Mehta explains.

				As for its consumers, Instacart created tools to close the gap between their locations and the in-store shopping experience. The company arms its shoppers with the right information and tools so that they can make decisions as if the customers were in the store themselves. The app allows for this smart shopping with features like in-app chatting that allow shoppers to communicate easily with customers. This way customers will know right away if there are any changes or issues and can provide feedback if necessary. The app even has a few advanced features that let shoppers ensure they’re picking the right products. “We’ve integrated barcode scanning technology into the app so that [shoppers] can immediately verify that the item picked is the exact item requested,” Mehta says.

				According to Mehta, building out these tools hasn’t been easy. “There’s no one doing what we’re doing—the challenges that we are solving for, and the scale at which we’re doing so, have never been done before. As a result, we’ve had to invent the technology from scratch.” Mehta credits the app’s improvement to the team’s speed and flexibility. “Our team is really nimble in trying new things and adjusting the way we are currently operating.” And the Instacart team, from the engineers to the executives, is constantly looking for more ways to improve the shopper app and deliver a better customer experience.

 				Now Instacart is looking past the app and into the store to optimize shopping efficiency. It’s currently pairing the shopper app with in-store technologies, and the company even has its own staging and operating areas in some stores, complete with storage, refrigeration, and printers as well as a checkout line just for Instacart shoppers. “These stores were not originally designed with our services in mind, but through our partnerships with retailers, we’ve been able to work with retailers to retrofit them to meet our needs,” Mehta explains.

				In Case of Emergency

				For most platforms, automated tools can support the core transaction more or less on their own while the platform’s rules and standards police and prevent most harmful behavior. The platform needs to step in only in rare instances where obvious abuses occur. Collectively, these tools and standards act like traffic lights. They make coordination easy and simple, as long as everyone follows the same rules.

				However, for some networks, transactions involve a lot of risk. This means that the platform has to play a more active role. One example is platforms that involve high-value assets—most obviously, money. PayPal struggled with fraud detection early on, with one case costing the company $5.7 million over a four-month period in mid-2000.21 But PayPal isn’t alone. Struggles with transaction risk are common for early-stage platforms, especially platforms that enable in-person interactions that take place outside of the platform. For example, once you’ve ordered an Uber, you have to get into a stranger’s car. You need to trust that the driver (a) won’t abduct you or kill you and (b) won’t crash, among many other potential worries. Similarly, when you order a cleaning professional from Handy, you have to trust that person enough to let them into your home. And when you book an apartment on Airbnb, you usually have to meet the host to get a key, if nothing else. Even if you don’t, you’re still staying in another person’s home and have to trust that they don’t have bed bugs, or, for example, that the heater isn’t broken and won’t explode when you try to turn it on. That’s a little hyperbolic, but you can see the point.

 				The transaction risk is usually high when it includes the potential for personal harm. On YouTube or Facebook, someone might leave a nasty comment on one of your videos that cuts a little too close to the bone. While cyber bullying is a real and growing concern, especially among children, the likelihood of experiencing physical harm while using these platforms is low. However, when in-person interactions are involved, the risk of physical injury or worse is a legitimate concern. “With Airbnb, people are sleeping in other people’s homes and other people’s beds,” Airbnb CEO Brian Chesky said. “So there’s a level of trust necessary to participate that’s different from an eBay or Facebook.”22

				As we mentioned in chapter 5, these in-person interactions fall outside of the core transaction. The core transaction contains only the exchange of value that happens inside the platform. Luckily, most platforms are able to cover the whole exchange in the core transaction. However, when they can’t (as is the case for many services marketplaces), these external interactions still have a material impact on how both consumers and producers will experience the platform. If customers have a bad experience with a cleaner on Handy, they’re going to blame Handy, not just the individual who (e.g.,) accidentally dyed their favorite sweater pink. In these cases, the platform needs to provide additional services that fill this online-to-offline gap.
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				Airbnb—services marketplace platform

 				The best way to make sure users are safe is to make sure bad actors don’t get onto the platform in the first place. The most common way to tackle this challenge is to collect personal information that will help screen unwanted users. For example, on-demand massage platform Zeel requires new consumers to input the last four digits of their social security number. It then uses ID verification service Experian to confirm that the person is real before it confirms the appointment and sends a massage therapist into the home. (The goal is to ensure its producers’ safety.) Most platforms don’t go this far with consumers—usually they’ll ask for a credit card, for example, which allows them to gather minimal personal information and at least confirm that you’re able to pay and have a bank account—but on the producer side, this kind of verification is very common. (So common, in fact, that a business built around providing background-check services—aptly named Checkr—raised $30 million at a valuation of $250 in October 2015.23) All Uber drivers undergo what the company calls a “rigorous background check,” and in 2014 Airbnb started its Verified ID program to confirm the identities of hosts through a combination of their social media accounts and government-issued identification. Similarly, Handy puts all of its cleaners through a background check and, once they’ve passed that, an in-person screening.

				However, when you’re dealing with hundreds of thousands of producers, these prescreening services aren’t going to catch everyone. Nor will customer feedback or ratings systems, which we covered earlier. The occasional bad actor will still slip through, as many of these services marketplaces have found out the hard way.24 Uber has had its share of high-profile mishaps, such as one incident where an incensed driver struck a passenger in the head with a ball-peen hammer. In April 2014, Uber added a $1 “Safe Rides Fee” to every UberX ride to fund improvements in its safety procedures. Part of this fee goes toward paying for background checks as well as the commercial liability coverage that Uber offers to drivers. After adding the safety fee, Uber upped its driver coverage to $1 million when you’re driving a passenger and up to $100,000 if you have the app open but aren’t with a passenger. It’s also working with insurance companies to provide more comprehensive but affordable coverage designed specifically for Uber drivers. These services won’t stop all incidents from happening, but they’ll go a long way toward providing coverage for users when they do.

				Airbnb too has had its fair share of problems. The first well-publicized case happened in June 2011, when a host’s home was vandalized and robbed by a guest. Airbnb appeared slow to respond until the host’s blog posts on the incident went viral (thanks to the Twitter hashtag #RansackGate) and became national news. Airbnb scrambled to make up for its mistake and decided to invest heavily in customer safety.

 				In the wake of the incident, Airbnb upped its Host Guarantee coverage to up to $1 million in damages. Some users try to abuse the system—one customer safety employee noted that she was very familiar with Google Image Search results for pictures of trashed houses.25 But the company also hired Phil Cardenas and Anna Steel, a former military intelligence officer and a former government investigator, respectively, to run its expanded trust and safety team. The goal was to better prevent another #RansackGate and to respond better and faster if it did happen. This team became a key part of Airbnb—it now includes more than 100 of the 300 people based out of its customer service center in Dublin, Ireland. The customer safety team has helped cut down on the cases of fraud and damages significantly, for both hosts and travelers. It’s also worked to improve the company’s system for handling customer disputes. A year after #RansackGate, Airbnb’s Steel noted that only about 400 out of 3 million Airbnb stays became Host Guarantee cases.26 Airbnb’s safety procedures are still a target for criticism, especially from the strictly regulated hotel industry, but the company has come a long way.

				It’s Alive!

				Now that we’ve covered each piece of the value ecosystem, you should have a good understanding of what makes platform businesses tick. Just as the value chain did for linear businesses, the value ecosystem gives a holistic snapshot of a platform and how well it’s functioning. It also can be used as a rubric to assess competitive advantage by comparing how well certain platforms handle each part of their ecosystems. As we mentioned in chapter 5, Tinder’s breakthrough in the core transaction for dating platforms was a key factor in its explosive growth. Older platforms that use a less efficient core transaction model are falling behind, although the smartest ones have started to copy Tinder and introduce similar swipe-based, double-opt-in matching features. Likewise, Uber’s success in audience building and matchmaking are key factors driving its big lead over rival platform Lyft. Additionally, when you’re looking to build a platform business—or if you’re trying to defend your existing business against a platform disruptor—the value ecosystem provides a tool for you to highlight your competitors’ weaknesses and focus your thinking on where you should differentiate or where you can attack.

 				However, once you’ve used the value ecosystem to design or map out your business, it’s not a set-and-forget tool. Unlike an assembly line or a factory, a value ecosystem is not something you design once and then ignore until you’re ready to do a major overhaul. We chose the word “ecosystem” deliberately. The ecological metaphor fits very well. Like an ecosystem in nature, a platform is constantly evolving along with its constituents. Because most of a platform’s key activities involve external participants, it doesn’t control its key assets the way a linear business does. A platform has to constantly keep its ear to the ground and adapt to its network, which is as alive as the people that are a part of it. For these reasons, designing a platform is less about industrial process design and more about sociological insight and continuous behavior design.

				For example, the design of a platform’s core transaction will change over time. As its network grows and the strength of its network effects increase, it can start to introduce secondary transactions. Uber started with Uber BLACK (private, black-car service) before expanding to add UberX, which today is by far its most popular service. However, the company didn’t stop there. On the back of UberX’s success and the strength of its massive network, it added UberPOOL, a carpooling service that enables drivers to pick up multiple passengers along the same route while also allowing passengers to get cheaper rides and see their fare price up front. (UberX riders see their fare only once the trip is complete.) More recently, Uber’s started expanding into delivery services, such as UberRUSH (courier service) and UberEATS (food delivery). Although these newer services haven’t found anywhere near as much success as the company’s core UberX service, they demonstrate how platforms can use the success of their core transaction and growing network to extend into new tiers of service and new transaction types.

 				In fact, adding secondary transactions is a primary way that platforms scale. Almost all successful platforms start with one, simple core transaction. But like Uber, most expand into many secondary transactions over time. For example, as we mentioned in chapter 5, Facebook started as a simple social network that allowed people to connect with classmates and friends. There were no wall posts and no Newsfeed. Over time, Facebook added these features to support its core double-opt-in friending model. However, once it got enough people to join, it also was able to expand into new transactions. With Facebook Pages, and now Instant Articles, it didn’t just add a new transaction. It also expanded into an entirely new platform type: a content platform. The transaction model for Pages and Instant Articles was different from the core friending interaction, and it included new kinds of participants in Facebook’s network, namely businesses, news organizations, musicians, and celebrities. By adding these new transactions (and, later, building advertising features on top of them), Facebook was able to greatly expand the reach of its platform. Facebook’s later move to add software developers into the mix had a similar effect and was a key driver of its impressive growth leading up to its IPO in 2012, as we will cover in the conclusion.

				Most successful platforms follow a similar trajectory. Twitter started as a way to share simple text messages before adding support for links, videos, photos, and even one-click shopping. Similarly, Google started with Google Search and Adwords before adding Android and then Google Play into the mix, while Amazon started its Marketplace with a focus on books before expanding its platform into fashion, food, home supplies, electronics, digital content, apps, and more. Finally, in China, Tencent’s QQ and WeChat each started as a simple messaging platform before expanding (as we cover in the conclusion) into pretty much everything.

				Like the core transaction, the four functions evolve as a platform expands. Most obviously, all four need to adapt to account for new transactions and platform types that are integrated into the platform’s ecosystem. But each function also needs to change as the network grows, user behaviors change, and competitive priorities shift.

				Reputation and user-led curation mechanisms may break down as the platform adds more users. Tools designed to work on a small scale might need to be redesigned to handle a network that’s an order of magnitude larger. Matchmaking needs to improve and add ever-more sophisticated filters and personalization methods to help users find the right needle within a larger and rapidly growing haystack. Rules that effectively govern a community of thousands must be redesigned to orchestrate a network of millions.

 				Because networked value increases as a platform expands, growth also alters the tension between the conflicting priorities of open access and effective governance. When the platform is small and offers little value, it usually makes more sense to enable easy access. Audience building takes precedence over setting robust rules. But as a platform grows, it can be much more selective about who it allows to join and how it allows users to interact. Twitter could clearly improve in this area. What worked for orchestrating an insular community of venture capitalists and techies in Twitter’s early days clearly isn’t working now, as evidenced by the platform’s well-documented issues with abusive behavior and trolling. Twitter’s struggles aren’t uncommon. For example, Facebook and LinkedIn grappled with privacy issues as they grew, and Uber and Airbnb have battled issues with customer safety. In China, Alibaba has struggled significantly in its battle against counterfeit products on its marketplaces. What’s uncommon is that Twitter has yet to evolve its platform to adapt to its new reality—the network has changed, but Twitter hasn’t. Whether it is able to do so will be an important factor in determining the company’s long-term prospects.

				Finally, although the need for constant evolution represents a real challenge, overall it should be viewed as a strength of platform business models, not a weakness. Platforms are constantly changing, and they also have the data that allows them to see in real time what’s happening in their networks and adapt. This real-time intelligence is a huge competitive advantage, as it enables platforms to externalize innovation and let user behavior indicate where new features or transactions are possible. Often users will take matters into their own hands, as they did with Twitter.

				Two of Twitter’s defining features are the @ symbol for user names (e.g., the authors’ Twitter handles are @AlexMoazed and @NLJ_1, respectively) and the hashtag (#), which is used to connect related posts and highlight interesting topics or trends. Yet neither of these ideas came from Twitter or its employees. Use of the @ symbol for replies originated with Apple designer Robert Andersen, who first used it on November 2, 2006, when he replied to a tweet from his brother by placing an @ symbol before his name.27 The @ symbol was commonly used by engineers, who use it to talk to other people on a server. So it was a natural fit for Twitter’s tech-savvy early users. Shortly after Andersen introduced the @ sign on Twitter, it became a permanent fixture of tweet-based communication. Similarly, the first use of a hashtag came from another Twitter user, Chris Messina. At the time, the hashtag was already commonly used on photo-sharing platform Flickr to group similar or related images. Once Messina used the hashtag on Twitter, it quickly caught on there. Before long, both the @ sign and the hashtag became official Twitter features. Today they’re used so often that they’re almost synonymous with the platform.

 				Platform Modeling

				This sort of user-led innovation is common for platform businesses. For example, both iOS and Android closely monitor app trends to decide which features to incorporate into future updates, whether that involves incorporating existing apps into its core feature set or adding support for features that will help third-party developers build new kinds of apps. Airbnb’s evolution took a similar path. Its founders originally envisioned it as a way for travelers to stay with people who had spare room in their apartment. However, after they talked to a number of their early hosts, they discovered that a more common use was to rent out a property when the host wasn’t there. This type of activity quickly became very popular on Airbnb, and today it makes up the bulk of its bookings. We could mention countless other examples, but you get the idea.

				The importance of user-led innovation for platform businesses means that the traditional software company approach of building a complex, fully featured product before going to market doesn’t make much sense. It’s usually a better idea to model the core transaction and potential network value early on to get a sense of how the platform will work (and whether it will at all) in the real world. Both Handy and Glamsquad are successful platform businesses that started by going through this process. This kind of testing is easier for some platform types than others—for example, development platforms tend to be more complex and harder to prototype—but most platforms should start with the simplest possible system and build from there.

 				Everyone’s trained to think that you need to build software to start a tech company. However, in many cases, this is no longer true. In fact, it’s possible to launch platform startups with zero custom software. You can easily cobble together a number of free (or very cheap) plug-and-play tools that will allow you to test out your idea. If you’re spending much more than a few weeks’ time validating your initial platform startup idea, you’re wasting precious resources. We’ve gone through this validation process with many of our early-stage platform clients through our Platform Modeling service.28 The goal is to create a lightweight model for the business as quickly as possible and to use it to validate the idea and gather feedback. Once you’ve figured out what works and what doesn’t, you can worry about building out the fully featured, scalable software that you’ll need to run the platform long term. Our advice to potential platform entrepreneurs is to validate your idea quickly before you start building software. Let your users lead the way.
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				Let the Network Do the Work

				Sequencing markets correctly is underrated.

				—Peter Thiel, founder and former CEO of PayPal

				“Nothing can really prepare you for the latest online phenomenon.” That was how the New York Times’ Nick Bilton began a February 2010 article on the brief Internet phenomenon that was Chatroulette.1 The lead was accompanied by a photo of a man in a full-body cheetah costume. That same month, New York magazine featured an article whose tagline asked “Is Chatroulette the future of the Internet?” The article dubbed Chatroulette “the anti-Facebook.”2 Bilton’s article ended with the suggestion that the platform might be the beginning of “a new kind of category online.”

 				What was Chatroulette? The idea was astoundingly simple. It was a rudimentary website that generated a live connection via webcam between users and random strangers on the platform. No special software or registration was required to use it. The service was completely anonymous. Every time a user clicked “next,” he or she was connected with a new stranger, potentially on the other side of the globe. It was the only place on the Web where users could “chat about sports, watch a guy play live guitar, and join a house party in the United Kingdom—all within five minutes,” as Michelle Kessler wrote in USA Today.3 While it lasted, the experience was exhilarating. “Entering Chatroulette is akin to speed-dating tens of thousands of perfect strangers,” Bilton wrote. Created by a 17-year-old Russian named Andrey Ternovskiy only a few months earlier, Chatroulette quickly went viral and became a pop-culture meme. Jon Stewart made fun of it on the Daily Show. South Park parodied it. It was a big hit in the tech world too. The site’s young founder enlisted Napster creator Shawn Fanning as an advisor. Ternovskiy was even flown out to Silicon Valley and wooed by future Uber and Airbnb investor Shervin Pishevar. At the time, another potential investor cited Chatroulette’s “unlimited” potential as a future destination for online dating.4

				The site’s traffic grew 400 percent by the end of February, reaching 4 million users worldwide, with nearly 1 million coming from the United States.5 At its peak, hundreds of thousands of users were online at the same time. It became a particularly big hit among college students, who made up about 40 percent of its overall users. But just a few months later, Chatroulette was all but dead. Traffic dried up, and the spotlight faded.

				The Chatroulette Rule of the Internet

				What happened to Chatroulette? Although its explosive growth seemed great on the surface, the quality of its network wasn’t pretty if you looked too closely. And if you used Chatroulette after it went viral, you probably regretted looking too closely. The problem was that not all users are created equal. And as the site grew, the quality of its users greatly decreased. What was initially a cool way to be surprised and meet someone new quickly lost its luster. After a few months, many users were using the site to indecently expose themselves, or worse. Unsurprisingly, this lewd activity scared away most other users, and Chatroulette quickly developed a bad reputation. The platform’s users skewed overwhelmingly male—as much as 89 percent by one estimate. And about 15 percent of those users were “R-rated or worse.” These users, which the study labeled “perverts,” were generally naked and engaged in “lewd acts.” Not surprisingly, fewer than 10 percent of these kinds of users were female.6

 				The site tried to implement a feature that could quickly scan the video feed and detect nudity, but by then most of its users had fled. The feature eventually became a monetization strategy, as it started referring users engaged in inappropriate activities to adult websites. As one journalist for Salon wrote, “All that’s left of a once great civilization is dead air and a bunch of guys sitting around with their pants off.”7

				Because Chatroulette was anonymous and required no registration, it was difficult to police its users. The very low barrier to entry turned from a positive to a negative as it was easy for the wrong kinds of users to join. This leads us to the Chatroulette rule of the Internet: When left unchecked, a network of sufficient size will naturally deteriorate in its quality of users and usage (e.g., naked men sitting in front of a camera).

				How to Kill a Billion-Dollar Idea

				Chatroulette wasn’t the first social platform that had struggled to manage its growth. Years earlier, Friendster had been the first large-scale, successful social network. The social network launched in 2002 and grew quickly. Its founder, Jonathan Abrams, thought online dating was “too anonymous and creepy.”8 He developed Friendster so that users could connect to their friends and see second-degree connections (friends of friends). “We’re trying to make the process more accountable,” Abrams said.9 By the fall of 2003, the site had 3 million users.10

				However, since Friendster was open to anyone, the platform struggled to scale its technology to keep up with its growth. Every time a page loaded, Friendster’s servers would calculate a single user’s connection to other users within four degrees of separation. This calculation could include hundreds of thousands of users.11 And because the network was constantly changing as new users joined and connected with each other, these calculations had to happen continuously. As the social network grew, buying enough servers to keep up with growth was a challenge. The load on its servers became so bad that its website could take as long as 40 seconds to load one page.12

 				Another problem was that Friendster didn’t have a good way to validate its users’ identities. Fake profiles quickly became popular. “Fakesters,” as these profiles were called, included pages for “famous people, fictional characters, objects, places and locations, identity markers, concepts, animals, and communities.”13 Friendster realized that these fake profiles would hurt the quality of its network. While many participants enjoyed these profiles, the Fakesters annoyed users who wanted to use the platform for serious networking. Fakesters also caused additional server strain when their profiles occasionally went viral and attracted lots of temporary traffic. Given that the company was already struggling to serve its core users, the extra strain was not something it could afford. Friendster decided to purge fake users, and the platform’s growth slowed significantly as a result.

				This wasn’t the end of Friendster’s problems, however. The platform had a little-known third problem that it was too late to address. In early 2004, Friendster’s director of engineering, Chris Lunt, noticed that the platform’s traffic would mysteriously spike at 2 a.m. Looking at the data, he realized that all of these users were coming from the Philippines. Unbeknownst to its owners, the platform had gone viral in Southeast Asia. For Friendster’s business, which was hoping to attract U.S. advertisers, this revelation was devastating.14 However, the result was even worse for its network. Because they had few natural connections in the Philippines, most of the platform’s early adopters in the United States weren’t interested in networking with people on the other side of the world. Worse yet, these foreign users were even more likely to create fake profiles than U.S. users were. All of these international users also put additional strain on the company’s struggling servers without adding much value to the core business, from either a network effects or a monetization standpoint. By the end of 2004, with the platform’s core technology failing and its network effects weakening, Friendster’s early U.S. adopters had mostly abandoned the service as similar alternatives sprang up.

				It’s 11 O’Clock. Do You Know What Website Your Children Are On?

 				Friendster’s biggest successor was Myspace, a company that was founded in September 2003 just as Friendster was faltering. Myspace was built as part of a conglomerate called eUniverse, which had two primary lines of business. The first was a linear ecommerce business that sold goods of dubious quality, such as “scooters and Iraqi trading cards” as well as diet pills and remote-controlled helicopters. The company’s return rates from customers were reportedly very high.15 But eUniverse’s unscrupulous activities didn’t end there. Its second line of business was to secretly install spyware on users’ computers and use it to serve them advertisements. Remember all of those random pop-ups that you used to get while surfing the Web? That’s how eUniverse made money before Myspace.

				Myspace started out as a social network for musicians to connect with their fans. Its two cofounders, Chris DeWolfe and Thomas Anderson (the infamous “Myspace Tom”), used to prowl clubs in Los Angeles in order to recruit musicians to use the platform as a marketing tool.16 But not surprisingly, given its parent company’s origins, the cofounders took a very laid-back approach to regulating user behavior. They quickly expanded beyond their initial user group to add anyone and everyone they could. With the backlash Friendster faced for cracking down on Fakesters, Myspace tried to position itself as the anti-Friendster. It allowed users to sign up with user names or fake names and to pose as anyone they wanted to be. Myspace also had a much laxer attitude toward the types of things users could do on the platform.

				To improve server performance, Myspace did away with the networking code that Friendster used to calculate degrees of friendship. Instead, Myspace just made Tom everybody’s first friend. This meant that when a new user signed up, Tom already connected that user to everyone else on the network. As a result, Myspace was wide open—anyone could view anyone else or add them as a “friend.” In April 2004, Myspace even dropped the requirement that users be logged in to view users’ profiles, photos, and other content. Page views spiked, as voyeurism became a core part of the Myspace experience.

				This laissez-faire environment attracted many popular Friendster users, including Tila Tequila, one of the Internet era’s first e-celebrities, who had been banned from Friendster several times for posting provocative photos. She went on to become Myspace’s most popular user.

 				However, this hands-off approach had real downsides. As Myspace learned, not all growth was good growth. Myspace became littered with spam since users could add custom code to their profiles. This feature enabled users to directly embed junk advertisements into their profile pages. Prominent users also started to spam their many “friends” with posts from paid advertisers. Additionally, because it did not require its users to provide reliable personal information, Myspace attracted both child sex predators as well as minors who lied about their ages. Once again, MySpace’s hands-off approach invited the Chatroulette dilemma to rear its naked, balding head.

				Not surprisingly, this problem attracted a lot of negative attention. In February 2006, Connecticut attorney general Richard Blumenthal announced that he was launching an investigation into minors’ exposure to pornography on Myspace.17 Blumenthal’s announcement set off investigations in other states and attracted a wave of negative media attention. “If you have a teenager at home, odds are they’ve visited the blog site myspace.com,” CBS News warned its viewers in 2006. “And there are fears that this popular social networking website, and others like it, have become places where sexual predators easily prey on children.”18 Myspace’s bad reputation started to scare away its users, just as Chatroulette’s reputation did a few years later. The site peaked at 75 million users by the end of 2008, but all of that growth turned out to be short-lived. By 2011, the platform had fewer than 35 million users, after hemorrhaging an average of a million users a month for more than two years.19

				Facebook Takes over the World

				Another social networking platform, started in February 2004, took a very different approach from either Friendster or Myspace. Unlike these platforms, which let anyone join, thefacebook was very specific about what—and who—it was for. Its initial homepage told users that they could “Search for people at your school; Find out who are in your classes; Look up your friends’ friends; See a visualization of your social network.” And thefacebook, more widely known now as Facebook, was very careful about whom it allowed to join.

 				The platform launched at the beginning of the spring semester at Harvard. It was open only to students with a Harvard.edu email address, and you had to use your real name. The timing was deliberate. Harvard students were in the middle of “shopping week,” a period when students can try out different classes and easily add or drop them before they settle on their final course schedules. The previous semester, Facebook’s founder, Mark Zuckerberg, had created a piece of software called Course Match, which helped students pick classes based on who was taking them. You could see who had signed up for a class or see all the courses that a specific person was taking. Zuckerberg included a similar feature in Facebook, which made the social network immediately useful to students. By the end of the week, about half of Harvard undergrads had signed up for the platform, and by the end of February, nearly 75 percent of them had joined.
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				Facebook—social networking platform

				Facebook was very deliberate about its growth. Zuckerberg had seen the troubles of Friendster as it expanded and was turned off by the Wild West that was Myspace. By requiring an .edu email address and mandating that users sign up under their real names, Facebook took a very different approach to building a network: one that prioritized the quality of its users and usage over sheer numbers. The platform’s restrictions on who could sign up made it almost the polar opposite of its competitors, where just about anyone could join.

				Facebook expanded next to other Ivy League schools, including Columbia, MIT, Princeton, and Stanford. Those schools were where the real-world social networks of Harvard users already existed, which was a key reason for the choice. Harvard users could connect to their friends from high school who had gone to other “elite” universities. However, adding users from other networks created a problem because, at the time, Facebook limited your friend network just to other students at your same school. Users wanted a way to link with their friends cross-campus. Zuckerberg decided that these links could be created by mutual agreement between both people—thus the double-opt-in “friending” feature was born. These cross-campus links proved to be important drivers of Facebook’s growth, as users would invite their friends from other campuses whom they wanted to connect with online.

 				Leveraging these cross-campus linkages become a core part of Facebook’s strategy. The way the social network handled its growth was nothing short of genius. Facebook was not the first social network targeted at college students, nor was it the only one that was growingly quickly at the time. So rather than take these other networks head-on, Facebook used what it called a “surround strategy.” If a competitor had already established a foothold in a certain school, Facebook would open not only at that school but on as many nearby campuses as possible. The goal was to use the network effects from other campuses to create pressure on its targeted campus. As a result, students from the target campus who were friends with users from neighboring schools would tend to choose Facebook over its competitors. This strategy worked spectacularly and helped Facebook overtake already established social networking platforms in different parts of the country.

				As Facebook expanded to more campuses, students at schools that were left out were clamoring for access. Zuckerberg resisted pressure from advertisers, who wanted the platform to expand to larger schools right away. Instead, he stayed focused on schools where many students were asking Facebook for access. But even with new users pounding at the gates, Facebook didn’t just let all of them in. Zuckerberg waited until the number of students on the waitlist for a given school passed about 20 percent of the student body before opening access. This strategy guaranteed that Facebook wouldn’t lack initial users when it opened up at a new school, and it could use students from other schools to build demand at adjacent schools. As a result, whenever Facebook opened the gates for a new college, usage typically exploded.

				Using this methodical approach, Facebook blanketed the college market. By the end of 2005, the company had captured approximately 85 percent of all college students in the United States, with 60 percent of them using the site daily.20

 				The natural next step was opening the platform to high school students. However, adding high schools posed a problem. Most high school students didn’t have .edu email addresses, so the platform couldn’t validate those users the same way it did college students. Facebook’s approach to identity had become a core part of the platform, so it had to figure out how to open itself up to new kinds of users without compromising quality. Once again, the answer was to build on top of users’ existing social networks. Facebook decided to let college students invite friends who were still in high school. Only users who got an invite could sign up. Then those users could invite their own friends. Initially, high school users couldn’t see the profiles of college users, meaning the high school Facebook was sequestered from the main network. This strategy meant that growth in new high schools would be slower. But it wouldn’t compromise Facebook’s commitment to using real identities, and it protected the quality of the network. Once it made sure it could add high school users without compromising its network, Facebook abandoned the divide between the college and high school networks. Users could now friend and message anyone regardless of what school they went to.

				By April 2006, the platform passed 1 million high school users, and from there its growth took off even more quickly. On September 26, 2006, Facebook opened itself to anyone age 13 or older with a valid email address.21 By the end of the year, it had 12 million active users. On November 6, 2007, a little more than a year later, Facebook officially opened itself to businesses when it launched Facebook Pages along with a new advertising system.22 And by the end of 2008, the platform had 150 million users.23 Today, less than a decade later, it has 1.54 billion. But, as Mark Zuckerberg has repeatedly acknowledged, none of that success would have been possible without the platform’s very meticulous launch and growth strategy early on.24 By carefully sequencing and planning its early growth, Facebook succeeded where Friendster and Myspace (and later Chatroulette) failed: It found a way to maintain the quality of its network even while its user base grew by orders of magnitude in a few years’ time.

				Lessons from the Social Networking Wars: Why the Conventional Wisdom about Networks Is Wrong

 				In chapter 3, we gave a simple definition of a network effect. We defined a network effect as a benefit that makes a platform more useful and more valuable as more people use it. Something has a network effect when the behavior of other users has a direct impact on the value that you will get out of the same service.

				The classic example of this kind of effect is a telephone network that gets more valuable to each individual user as more people join its network (see Figure 7.1). Metcalfe’s Law, named after one of the inventors of Ethernet, Robert Metcalfe, suggested that the value of a network is proportional to the square of the number of connected users in a system (network value = n2).
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				Figure 7.1. Network effects in a telephone network: Value grows as the number of connections increases.

				As more users join a network, the number of possible unique connections within the network grows according to the function: (n2 – n)/2, where n represents the number of users. As the number of possible connections gets very large, this mathematical function approaches a limit of n2, hence the mathematical definition of Metcalfe’s Law.

				Platforms have a similar dynamic. The more people there are on one side of the network, the more valuable the platform is to the other side. For example, the more app developers there are making apps for Apple’s iOS platform, the more valuable the platform is to consumers. This relationship goes both ways, so that the more consumers there are on a platform, the more valuable that platform is to producers (the app developers).

 				This type of network effect is called an indirect network effect or cross-side network effect, where the value delivered to each user in one user group (say, consumers) increases as the number of users in another, interdependent user group (producers) grows. (See Figure 7.2.) Thus, there’s a network effect across two separate user groups. This effect creates a positive feedback loop between both sides of the network. The more producers a platform has, the more valuable that platform becomes to each consumer, and vice versa. As a result, once a network reaches sufficient size, network effects make it much easier for a platform to attract new users of each type and grow the number of transactions. Growth leads to even more growth.
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				Figure 7.2. How indirect network effects create value for platform businesses.

				However, according to these conventional definitions, building a strong network is simply a numbers game. The more users that join a network, the more valuable that network will be. Note, for example, that the result of the equation for Metcalfe’s Law cannot be negative. Any new user is as good as any other. This definition of network effects assumes that all growth is equally valuable and has a positive impact on other users. But the stories of Chatroulette, Friendster, and Myspace suggest otherwise.

 				Most Network Effects Are Local

				Why is the traditional understanding of network effects wrong? Well, not every potential connection in a network is a relevant one. This may seem obvious, but inherent in the Metcalfe’s Law view of networks is the idea that all network effects are global—everyone values being able to connect with everyone else in the network. In this view, every individual who joins a network is equally valuable, no matter how closely connected to you they are. Look at the classic telephone-network example depicted in Figure 7.1. Any user who joins the network is assumed to provide the same potential value as any other, no matter where they are located. In reality, this view doesn’t make much sense. Some users are more valuable to you than others. And at a certain point, the marginal value of an additional user starts to decline. On Facebook, for example, most people are interested in communicating with only a very small fraction of the platform’s 1.5 billion users. In practice, you benefit when more members of your immediate social network join the platform, but you get no direct benefit when strangers join with whom you have no desire to communicate. Although the network’s overall value will continue to grow, for you the chances are pretty good that you will get the same value out of the platform whether it has 1.4 billion or 1.5 billion users. A hundred million users is a lot, but most of them are not likely to be closely connected to you.

				Some connections are more valuable to you than others based on their proximity to you in the network. The farther away from you a new user is in the network, the less valuable the ability to connect with them is. The value to you of a new user joining isn’t zero, but at a certain point, the marginal value of each new user becomes negligible. Uber may grow its global network from its current 1 million drivers,25 but if all of those additional drivers are located in a city you never visit, the value of the network doesn’t change much for you. In other words, most network effects are local, not global.

 				For platforms like Uber, where location is an important factor, the term “local” can be taken literally. As a consumer, you value potential drivers who are in close geographical proximity to you. But local network effects don’t refer just to literal distance or location. Rather, we are referring to metaphorical distance within a network. What really determines proximity in a network is the frequency and density of interactions between users.

				Still, the term “local” intuitively expresses what we mean: Within the network, how closely connected you are or are not with another user matters. Each user typically values adoption by a distinct subset, or cluster, of other users, hence each user has a “local network” that matters to them. The variables that are most relevant to proximity in a network will vary by platform type. For Facebook, geographic proximity isn’t always a good indicator of the strength of a connection. Users who are closely connected may live in different cities or even different countries. On many other networks, geographic location may have little to no relevance. Most people don’t particularly care if you’re located in Des Moines, Iowa, when you upload the latest video of your cat to YouTube. Nor do they need to be located near you to enjoy reading your latest tweet. In both of these cases, the subject matter is much more important than the location.

				The local nature of network effects helps us understand why network density matters just as much as network size for platforms. The denser a network is, the more overlapping local networks there will be. This means that more of the potential connections in the network will become actual transactions, as these users are more likely to interact with each other. Transactions, not potential connections, are where platforms create real value. As a result, a small but dense and highly active network is usually much more valuable and useful than a larger but more dispersed network. The smaller network will create more transactions and more value.

 				To achieve higher-density network effects, most platforms initially target a smaller niche with a very simple use case before expanding to a broader audience. For example, this is why most services marketplaces, like Uber, start in one city, usually New York or San Francisco. (Uber initially launched in San Francisco.) They focus on building up a dense network in one city before moving to a new one, where they will have to build the network all over again. But this strategy isn’t limited to marketplaces. Yelp started in San Francisco and built up its network of reviewers before expanding to other cities. Similarly, Q&A platform Quora, founded by two former Facebook employees, started with a focus on venture capital, technology, and startups. By limiting its early users (Quora started as invite only) to people who could answer questions on these niche topics, Quora grew the core network cluster that would seed its later expansion into other topics and industries.

				This framework helps us understand Facebook’s success. It also explains Myspace’s eventual demise and why Google’s multiple attempts at building social networks have been doomed to fail. Facebook started as a niche social network for college students. College is when people’s social networks are densest and the time when people are more actively social than at any other period in their lives. One of Facebook’s cofounders, Dustin Moskovitz, did a study for a class he was taking using early data from the platform. He found that, on average, any student was within two degrees of separation from any other student on a given campus. “That’s why thefacebook grew so well in college,” Moskovitz said.26 Facebook was built on top of a dense network of already existing real-world relationships. The platform simply extended those relationships to the Web. Facebook had a very specific use for a specific subset of people. It was laser focused on creating the tools that enabled those students to interact online. And its rules intentionally limited what information you could see based on what school you went to and who you were connected to.

 				Similarly, Myspace started by building its initial network around the connections between musicians and their fans. However, as the platform grew, Myspace quickly opened itself to many other kinds of users, without much focus on how they would use the platform. This attitude was reflected in Myspace’s haphazard approach to feature development. Cofounder Tom Anderson routinely scoured the Internet looking for interesting features on other websites, then told Myspace developers to copy those features. One example was a feature that allowed users to rank each other’s photos based on attractiveness on a scale of 1 to 10, a blatant rip-off of the Internet sensation Hot or Not. Not surprisingly, the fact that Myspace basically cloned Hot or Not’s site angered the latter company’s CEO, prompting him to demand that Myspace change the feature, which it eventually did. Blogging site Xanga also sued Myspace after it copied many of its popular features. Myspace eventually settled the case for $40,000 and agreed to stop using Xanga’s trademarked feature names.27

				While this strategy helped Myspace grow very quickly, it also introduced a lot of noise into its network. This growth helped increased vanity metrics, such as the number of users, but it didn’t create a sustainable network. Many of the new users didn’t particularly value a lot of the other users—they had little in common and no coherent framework for how they should connect and interact on the platform. Increasingly, Myspace became a place to connect with people you didn’t know. “Myspace had the right idea, where a band would have 900,000 friends,” according to Kent Lindstrom, the former CEO of Friendster. “That’s what became Twitter.”28 However, as Myspace expanded, it moved away from its core network and diluted the value it provided to users. Eventually, it ended up as a place with many users but little valuable interaction between them—in other words, a large network without localized network effects.

 				Myspace isn’t the only platform that ended up creating a large ghost town. Google is intimately familiar with this problem. Its first attempt at building a social networking platform was Orkut. The platform was named for one of Google’s engineers, Orkut Büyükkökten, who had created Club Nexus, a failed social network he built while he was at Stanford. (We covered Club Nexus’s failure briefly in chapter 5.) Google launched Orkut in January 2004, just two weeks before Facebook opened at Harvard. Orkut initially thrived in the United States and for a time was considered a potential competitor to Myspace, which was then growing rapidly. But by the end of 2004, Orkut had become much more popular in Brazil than in the United States. A grassroots campaign in Brazil (not promoted by Google) had taken off with the goal of making the platform more popular there than it was in the United States. The campaign succeeded, and the platform took on a distinctly Brazilian and Portuguese-speaking identity. Not surprisingly, many U.S. users—most of whom were not particularly interested in connecting on a social network with users speaking another language—started to leave the platform.29 Orkut went on to become the largest social networking platform in Brazil, and in 2008 Google even moved the platform’s headquarters to that country.30 However, the platform never took off in the United States, and, within a few years, Google had largely abandoned its efforts to grow the network. Google’s next big effort to create a social network (not counting the abortive Google Buzz or Wave) was Google+ (pronounced “Google Plus”), which launched in June 2011. Google+ positioned itself as the anti-Facebook. It allowed users much tighter control of their privacy settings than its rival did. Google+ also easily attracted millions of users, because Google connected Google+ to many of its existing platforms, like Gmail and YouTube, to jump-start the network. However, without a clearly defined purpose, Google+ never got users to interact. “It was clear if you looked at the per user metrics, people weren’t posting, weren’t returning and weren’t really engaging with the product,” according to one former employee. “Six months in, there started to be a feeling that this isn’t really working.”31 The running joke in the tech press was that the only people who used Google+ were Google employees. It was clear why Google needed Google+ to exist—it was afraid of the competitive threat from Facebook—but because Google+ was never able to find a core use case and user group, it became a ghost town with a nominally large number of users, just like Myspace.

				Reverse Network Effects and the Death of First-Mover Advantage

 				There’s another big problem with the Moore’s Law conception of network effects. Not all network effects are positive. Some users can act in ways that affect others negatively. Or, to put it more bluntly, some users harm others. These “bad” users create network effects that work in reverse—the more of this harmful activity there is, the less value a user can get out of a network. Consider what happened to Chatroulette. Most users came to Chatroulette wanting to experience talking to a random stranger. What most of them didn’t want to find was an intimate, up-close view of a hirsute naked man. The more often you had this unsavory experience, the less likely you were to keep using Chatroulette. Another example is “trolling” on Internet message and comment boards, where one user deliberately tries to anger or offend others. Other instances include the Fakesters who took over Friendster and the spammers and predators who gave Myspace a negative reputation. These are all examples of reverse network effects.32 Rather than benefiting the network by creating value for other users, these bad users harm or impose costs on other users. Left unchecked, these bad users can take over a network and drive away other users. Much like the “lemons” problem in other consumer markets, bad-quality users can chase out the good. As more of these bad users join, they create a reverse network effect that motivates other users to leave. So although every platform spends a lot of resources trying to grow as quickly as possible, sometimes you should be careful what you wish for.

 				This concept of reverse network effects is an important one, as it greatly changes our understanding of how you should go about building a network. The idea of network effects and their articulation through Metcalfe’s Law first became popular in the 1990s, as the Internet’s popularity was growing. Backed by a simplistic notion of how networks created value, the common view of network effects viewed competition between platforms as a simple matter of getting the biggest the fastest. This concept also was known as first-mover advantage. The idea of first-mover advantage was so powerful that, according to technology columnist Kevin Maney at USA Today, “it could instantly win a startup millions of dollars in financing, boatloads of publicity and board members who seemed, for a moment anyway, important.”33 Be the first to take over any new business category on the Web and it was yours, or so the thinking went. The idea of first-mover advantage took a hit after the dot-com bubble burst, but it still lives on today. Steve Blank, a serial entrepreneur and one of the founders of the Lean Startup movement, called first-mover advantage “an idea that just won’t die.”34 In the past, part of the problem was that this concept was applied to businesses that didn’t have any real network effects and very little sustainable advantage, even if they were to succeed. Pets.com and Kozmo.com are both examples from the dot-com era. But another problem with the emphasis on first-mover advantage is that it gives you the wrong ideas on how you should go about scaling a network. The growth-at-any-cost mind-set is a big reason why platforms that get initial traction often fail to reach scale. Both Friendster and Myspace got big fast. But they did so largely by ignoring the effect this growth had on the quality of their platforms. In Friendster’s case, it failed to create a robust system for establishing real identity at the start. As a result, much of its growth came from fake profiles that irritated many core users. When Friendster tried to crack down on these fake users, many of them left, and its growth evaporated. Myspace had a similar problem. Given its more libertine origins, Myspace’s lack of focus on the quality of its user base is less surprising. A company that made its money by installing spyware on your computer isn’t likely to take seriously issues like community governance or user quality. Myspace intentionally created a very limited governance system and began to impose some controls only after receiving negative media attention and government pressure.35 For example, part of the company’s early growth plan was a seventeen-city tour of nightclub parties, where it would feature scantily clad women as a ploy to attract new users. Not surprisingly, Myspace subsequently had a big problem with pornographic images popping up on user profiles.36 In both of these cases, the company prioritized growth over all else, and at one point it was the largest social network in the world. But because of reverse network effects, this growth was short-lived.

				Fake users helped Friendster grow quickly, but its success was ephemeral. Its network collapsed just as fast as it grew. Similarly, as Myspace grew, so did its notoriety. Its user experience deteriorated as well, as many user profiles became filled with the sort of spam and advertisements you’d usually see in your junk-mail folder. This lack of quality drove away many of Myspace’s core users and effectively prevented any future growth by scaring off new users. As both of these examples show, being a first mover with big numbers isn’t everything. A large network isn’t a good moat if it’s too polluted.

				In a more nuanced analysis of network effects, the importance of first-mover advantage largely disappears. Yes, growth is very important, especially when multiple platforms are battling for control. Because of competitive pressure, most platforms feel a strong pressure to amass users as quickly as possible. This urgency is appropriate. However, growth is not an end in itself. A large, incumbent network has an advantage over new entrants and smaller competitors, but that advantage matters only if it’s sustainable.

 				Not all growth is good growth. Growth is useful when it creates more value to your users. Growth also is what enables a platform to make enough money to build a sustainable and defensible business. But to realize these advantages, it has to be sustainable growth. Otherwise, your network may dissipate as suddenly as it disappeared. As we covered in chapter 3, home-services platform Homejoy is the most recent victim of this mistake. The company chased growth without paying attention to the quality of its supply. As a result, it had very poor user retention compared to its competitors and burned through money to acquire users who didn’t stick around. The company folded in July 2015. Clearly, racing to acquire any and all users can be a mistake. Choose wisely.

				Your Users Define Your Platform

				Many early-stage platform startups think of themselves as software companies. This is a mistake. Software companies are more likely to focus strictly on the features they’re creating and less on the community that’s using those features. The thinking is often that if you create a bunch of killer features, users will materialize, and growth and success will follow. If you just tweak this feature and move that button, suddenly you’ll get growth. This view isn’t wrong, per se. Optimization is important for any software business. But for a platform, even one built with software, the ultimate killer feature is its network value. In fact, the more successful a platform is, the less its feature set matters. As your platform grows, you give up a lot of control in exchange for better economics and more value. But you have to pay careful attention to whom you’re getting to join. Once your network has established an identity, reshaping it is very difficult.

 				In 2012, the Chinese platform Momo learned this lesson the hard way. Momo was a location-based instant messaging platform that enabled users to find and message strangers nearby. You can probably guess where this is going. Despite its owners’ best efforts, Momo developed a reputation as a hookup app. One viral video described it as “a magical tool to get laid.”37 The company spent millions of dollars on marketing trying to reverse course, but to no avail. More recently, Tinder, Momo’s U.S. equivalent, had a similar problem after it developed a reputation as the hookup app in the United States. In September 2015, Vanity Fair even put out a feature titled “Tinder and the Dawn of the ‘Dating Apocalypse,’” which profiled the app as a central component of so-called hookup culture.38 Tinder responded on Twitter with the social media equivalent of a public relations meltdown,39 but the company has long protested that its platform isn’t just for short-term hookups. Tinder does so for good reason: If it’s just a hookup app, it has a much smaller addressable market. But its efforts have done little to change public perception.

				If this reputational issue was just a short-term one, it wouldn’t be such a problem for platforms like Momo and Tinder. But growth in networks isn’t random. It’s path dependent. What does this mean? It means that the types of users your network will attract in the future depends on the composition and behavior of your network’s existing users. A network’s future growth depends on the path it has taken to get there. In other words, users aren’t making a decision at random about joining a platform. Potential new users are driven by their attraction to (or distaste for) your existing user base. Once a platform has attracted a critical mass of a certain type of users, more users of the same type will favor it. Dating platforms provide an unusually simple example. Users typically have a strong preference for either short-term or long-term relationships. If the platform attracts many users who are looking for hookups, it inevitably will be viewed as a platform for finding hookups. After a platform develops a reputation as having users of one type, it becomes almost impossible for it to position itself to attract the other type, no matter how it markets itself or what feature set it provides.

 				This path-dependent nature of networks makes platform design especially crucial early on. Who uses a platform at the start can have a big effect on its growth trajectory. You have the most leverage to shape your community and its culture when your network is still forming. As we described earlier, Facebook’s early founders were especially conscientious about how it built its network. Unlike its competitors, Facebook thought very carefully about what it wanted its community to be. The platform adopted strict rules to prevent bad behavior even though it was initially targeted to (and started by) college kids. When he speaks about Facebook’s early days, Mark Zuckerberg talks a lot about how important establishing its community’s culture was. Facebook was very intentional about creating “a culture of real identity,” Zuckerberg said. He and Facebook cofounder Dustin Moskovitz had a “really long debate about what quality meant for us and the community we wanted to establish, and the culture of it.”40

				Facebook’s founders also had a very clear vision about what the platform was meant to do—even if this meant striking out on a very different path from its most successful competitor. “Myspace was a much better service early on for meeting people,” Zuckerberg said. “Facebook was never primarily about meeting new people. It was about staying connected with the people you knew and mapping out the real relationships that existed.” In practice, this meant that people were required to use their real identities on Facebook and could sign up only through their school-issued .edu email address. This way, Facebook prevented the spread of fake profiles (schools typically issued only one email address to each student) and established the precedent that users acted as themselves on the platform. According to Zuckerberg, “most of the way people interacted online was anonymous. The idea at the time was that it was pretty scary to put your name and real identity online without the right privacy controls and community infrastructure. That’s a lot of what we built—a framework where people would be comfortable sharing in that way.” Unlike Friendster, which failed to create a community built around its users’ real identities, Facebook focused its efforts early on building the tools and infrastructure to enable and grow this culture of real identity.

 				Additionally, the .edu email restriction intentionally limited Facebook’s growth to colleges. The slower pace was deliberate, Zuckerberg said. Facebook wanted to make sure it was ready to scale before it expanded its network. “Friendster was the service that had massive scaling problems. They grew quickly and it was very hard for them to scale. That we could go college by college and optimize the service, make it more efficient and offer new features but make sure they worked, I think it was really key.” Although it might have been easier to grow in the short term without these constraints, this focus on community culture set the tone for Facebook’s eventual explosive growth once it expanded beyond schools. “Once we got to a few million people and the culture was established, it was able to bootstrap into something much bigger that kept that culture even though most people in the world don’t have emails issued by some institution that vouches for their identity.”

				Even with 1.5 billion users, Facebook’s culture of real identity remains a core part of the platform today. In 2008, Facebook employees even disabled an account owned by actress Lindsay Lohan after discovering that she was on the site under an alias.41 This culture of real identity was also a major reason why Facebook was able to surpass Myspace—a feat that was anything but a foregone conclusion in 2005. Myspace’s anything-goes attitude turned off many users. In contrast, Facebook “set this tone where there’s a lot of clean data on Facebook,” Zuckerberg said. “You can rely on it.” Because networks are path dependent, this effect compounded over time. In one study, Microsoft researcher danah boyd (who spells her name without capital letters) even compared Myspace’s demise to the phenomenon of white flight in U.S. cities.42 boyd suggested that Myspace developed a reputation as a “digital ghetto,” which drove away users, many of them into Facebook’s waiting arms. In contrast, Facebook’s exclusivity, Ivy League pedigree, and cleaner reputation helped drive its early growth with the college audience. “MySpace was like a big party, and then the party moved on,” according to Michael J. Wolf, the former president of Viacom’s MTV Networks. “Facebook has become much more of a utility and communications vehicle.”43

				Networks and User Sequencing: Not All Users Are Created Equal

 				There’s another big problem with the traditional accounting of network effects. Not only does it assume all network effects are global, it also assumes that all of its users are equally valuable to the whole network. However, in practice this doesn’t hold true. Some users are more valuable to a platform than others. This is especially obvious on content platforms like YouTube or Twitter, where celebrity users have many more subscribers or followers than the average user. Not surprisingly, both of these platforms go out of their way to attract these celebrities, creating special features and marketing initiatives that are aimed at retaining their most valuable users. Sina Weibo and Youku Tudou, China’s answers to Twitter and YouTube, respectively, followed similar strategies to attract celebrities. However, the importance of marquee users isn’t unique to specific platform types. The top services marketplaces, including Uber, Lyft, and Handy, all have programs that incentivize their producers to take more jobs on the platform. For these platforms, high-quality, full-time producers are especially valuable, as they help to improve both liquidity and quality.

				Combine this insight with the path-dependent nature of networks, and it’s clear that the order in which you attract users can have a big impact on a network’s growth. For platforms, not just the number of users but the sequence in which it acquires user groups is key. This is a big reason why development platforms like the Xbox spend heavily to secure exclusive, marquee games at launch. Microsoft spent a reported $1 billion to secure fifteen exclusive titles for its latest gaming system, the Xbox One.44 The goal was to attract a few hit games early on, with the idea that this would attract lots of consumers, which would in turn attract more high-quality developers to create games for the Xbox One.

 				A common way for new platforms to accomplish this goal is by limiting participation to a high-value subset of users at the start. As we noted earlier, Quora started as an invite-only network that targeted prominent tech entrepreneurs and venture capitalists. By connecting this small, dense, and exclusive network of experts, Quora was able to build a repository of high-quality content. After it had this initial group of high-value users, Quora found it easy to attract a broader audience. Many new users would want to gain access to the insights of those early users, so they would have a strong incentive to join Quora. Eventually the platform opened up to allow anyone to join and answer questions. More recently, Medium, a popular blogging platform started by former Twitter founder and CEO Ev Williams, launched as an invite-only network limited to journalists, successful entrepreneurs, and other thought leaders before it opened up to anyone. “Our philosophy is that quality begets quality, so we will grow Medium smartly,” Williams said at the time.45 Starting with these high-quality users helped seed the platform with a lot of quality content, which then attracted a lot of readers and other producers who wanted to reach them. Pinterest, a photo-sharing content platform now valued at more than $10 billion, used a similar strategy. Pinterest started as an invite-only network that targeted influential design bloggers. Anyone could view “pins” and browse existing “pin boards,” but before you could create and curate pins of your own, you had to request an invitation. This strategy helped to build up demand, as anyone who followed bloggers on the platform could view their pins. But if they wanted to post their own, they needed to seek out an invite. Pinterest gave more invites to bloggers who attracted the most users, giving its early producers a strong incentive to create content and attract consumers.46 These marquee users acted as magnets and gatekeepers for the network—a position that gave them a nice ego and status boost—and as a result, they were happy to bring their readers to Pinterest.

				the Network Effects Ladder: A Framework for Growing Quality Networks

				Now that we have a more nuanced view of how networks work, it’s time to talk about building network effects. Clearly, creating a network is more complicated than just aggregating many users, but until now, there hasn’t been an alternative framework for understanding how to grow quality systematically as a network expands. Now there is: The network effects ladder (see Figure 7.3).
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				Figure 7.3. The network effects ladder.

 				Five “steps” on the ladder dictate the quality of a platform’s network: Connection, Communication, Collaboration, Curation, and Community.47 The goal for any network should be to increase quality and community involvement as the platform matures by climbing from one step to the next over time.

				Connection

				Connection is the most basic step in building a network. You need to attract consumers and producers to increase the theoretical number of interaction pairs in the community. As each participant, or node, is added to the connections graph, the theoretical number of connections doubles. The emphasis here is on theoretical connections, as connections alone do not translate to actual interactions. Unfortunately, as we saw with Metcalfe’s Law, connection is also where most people’s understanding of network effects begins and ends.

				Communication

				Communication is how you the turn potential energy of connections into kinetic energy by encouraging real transactions among a platform’s users. Great platforms like Facebook and Kickstarter provide a spectrum of engagement opportunities, not just aggregated presence. Similarly, in chapter 3 we saw how enabling communication between its users was key to the success of Alibaba’s Taobao marketplace. The goal here is to focus on facilitating better interactions among your users so that they actually can exchange value. Without this step, the theoretical value of a network will remain just that: theoretical. Creating interactions between users is how the magic starts to happen. As we saw with the core transaction, a platform needs to motivate its users to create and consume value. For example, as noted earlier, Myspace still has 300 million user profiles, with a gazillion potential connections, yet it sits like a giant empty amusement park. There’s nothing worse than a party with a DJ and nobody dancing. Move your users.

				Curation

 				Most platforms build some element of curation into the compensation step of the core transaction. Rating and reputation systems are the most common example. For example, when using Uber, you’re required to rate your driver after you complete a transaction before you can submit another request. But that’s not all: Drivers also rate passengers in the same fashion. When you request a ride on Uber, drivers can see your passenger rating, and once they accept, the platform shows you their rating. These reputation systems encourage good-quality transactions from both consumers and producers. By inviting users to provide value through feedback, the platform involves them in the process of maintaining the quality of its network. However, a platform can go even further by inviting users to create additional value through rearranging others’ work. Allowing this meta-creativity to be shared creates new segment of producers in the network, ostensibly filling all the value gaps left open by the original producers. Many content platforms use this type of curation to enable additional types of production. For example, a retweet both provides feedback on that tweet and broadcasts it to a new audience (your followers). Similarly, music-streaming app Spotify allows for individual expression around content you didn’t create, through playlists. In creating a playlist, a list of others’ songs, you’re creating new kind of inventory for the platform. Other users can then follow or copy a playlist to listen to your curated collection of music. This kind of creativity via curation enables users to create another layer of personalization within the platform and encourages the creation and discovery of high-quality inventory.

				Collaboration

				Curation involves getting users to contribute to the network by acting individually. Collaboration takes your users’ involvement to the next level by inviting them to work with and for each other. As its network grew, AngelList, an investment platform that makes it easy to invest in early-stage startups, built collaboration into the core of its platform. The idea for AngelList came in early 2010 when its founders, Naval Ravikant and Babak Nivi, posted a list of angel investors on a popular venture capital blog as a resource for founders who were looking for early-stage funding. The list quickly evolved into a platform for matching investors with startups looking to raise seed capital.
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				AngelList—investment platform

 				By 2013, AngelList had grown its network to include approximately 100,000 startups and 18,000 accredited investors.48 In July of that year, it launched a new feature called syndicates, which enabled investors to collaborate with each other. How did this work? A lead investor would create a syndicate, which is typically organized around a theme or investment thesis, so investors know both who is leading the syndicate and the types of companies it will be investing in. The lead investor gets access to investment deals from startups and puts up part of the money for the investment. Other investors can then back a syndicate by agreeing to invest, on the same terms, alongside its lead investor. When you back a syndicate, you also get priority access on oversubscribed funding rounds. 

				This collaboration among investors helps smaller investors get in on deals they wouldn’t be able to access otherwise. It also helps them find quality investments, as the lead is responsible for monitoring the performance of the investment and handling due diligence. In return, the syndicate lead gets a percentage of any profit that its backers make on the investment. By enabling this collaboration between users, AngelList has helped more startups get funded and opened up startup investing to many people who had never done it before.

				Community

 				At the highest level of network effects, a platform encourages its users to go beyond self-interest and start taking ownership of the community. With both curation and collaboration, a platform encourages users to create additional value for each other by getting them to act selfishly. Curating or working collaboratively improves the platform for me. Self-interest is a powerful motivator, but here a platform’s users become active participants in governing and maintaining the network rather than doing so merely as a by-product of pursuing their own interests. Wikipedia’s lifeblood is its community of editors, who enable the platform to operate as a nonprofit while providing more than 36 million articles in 291 languages.49 The English version of Wikipedia alone is enough to fill 7,473 encyclopedia-length volumes.50 Even with such a large community, the platform operates without formal rules. In fact, one of Wikipedia’s original pillars was “Wikipedia does not have firm rules.” As the platform grew, its community took over for its founder, Jimmy Wales, who could no longer personally manage all of the activity as a “benevolent dictator.”51 Today, the community on Wikipedia creates and dictates the implicit rules and social mores that govern the network. They also are the ones who enforce these community standards by handling important administrative functions, such as deleting and blocking users who repeatedly make fraudulent or deceitful changes and protecting pages from underhanded editing. These users derive little direct benefit from this activity but feel a sense of ownership for the platform and its network. In an important sense, Wikipedia is theirs, not just the platform owner’s.

				However, this level of involvement isn’t limited to nonprofits. Other great examples include Stack Overflow (a Q&A platform for developers) and Reddit, which both have highly engaged users that create and maintain the customs and standards that govern community behavior. Lyft, Uber’s biggest competitor in the United States, places a similar emphasis on its driver community. Lyft founders Logan Green and Ryan Zimmer decided early on that actively building a community would be a priority for the platform. “Some people may think it’s weird to build a community. The community should seem like it’s just a natural thing,” Green said. “Our feeling is that it is the right thing to do to build the community, because if you don’t, your service can degrade into something like Chatroulette. By building the community you can create some community norms.”52 By building its driver community, Lyft has helped maintain driver quality as it has expanded across the United States. Lyft even has invested in regular offline events for its drivers in an effort to help them connect. “We host a lot of community events for our drivers,” according to Ryan Fujui, former product lead on Lyft’s growth team. “It really helps not only to bring everyone together to create that sense of community but also to help disseminate information and best practices. The best way to learn how to become a new driver is to actively engage with an existing driver.”53

 				Scaling the Network Effect Ladder

				The five steps of the Network Effects ladder are a reflection of a platform’s ability to attract, activate, and empower its participants. Initially, a platform simply has to attract users to create connections. But to realize the potential value of these connections, the platform has to activate those users through communication. Once the network has been established and value is being exchanged, it can increase the strength of its network effects by empowering its users. By enabling curation and collaboration, it harnesses users’ self-interest to improve quality within the network and create new types of value. Finally, a platform can enable its users to start taking ownership of the community by empowering them to help govern the network. By climbing each step in this ladder, the platform builds stronger network effects and creates a higher-quality network. The higher you go, the more valuable your network will be.
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				Why Platforms Fail, and How to Avoid It

				People say it all the time: this product is so good that it sells itself. This is almost never true. These people are lying, either to themselves, to others, or both.

				—Peter Thiel

				“Every 10 years or so a company and a marketplace and an opportunity come together that’s transformative. Not since Google have we seen this.” That’s how legendary venture capital firm Sequoia Capital reacted back in 2011 when it saw Color, a photo-sharing platform started by serial entrepreneur Bill Nguyen.1 “No other app connects people like Color does,” Sequoia Capital partner Douglas Leone said. What was Color? It was “an instant social network” that captured “experiences with those around you.”2 The platform had founders with impressive resumes and the ambitious goal of being “the Facebook of the smartphone era.” Silicon Valley investors were foaming at the mouth. They didn’t want to miss the next big thing.

 				Unlike Facebook, Color didn’t require a user name or password to use. There was no “friending” or “following” on Color. Instead, photos taken by other Color users within 150 feet would appear automatically in what the company called an “elastic network,” essentially a stream of photos that would change depending on where you were. The goal was to create a social network of people you didn’t know, rather than ones you did. “I do think Facebook is broken,” Nguyen said at the time.3 Color would do what Facebook could not. The platform “intelligently identifies nearby smartphones, whether at a local park or at a concert, using advanced proximity algorithms,” and instantly shares photos, videos, comments, and likes with them. Nguyen claimed that Color could ingest and analyze four times the amount of data that Google could in its early days.4 Armed with this ambitious vision and a host of patents for the sophisticated-sounding technology designed by former LinkedIn chief scientist DJ Patil, Color raised $41 million. Nguyen dropped $350,000 for the URL Color.com and another $75,000 on Colour.com. The company garnered serious media attention, including profiles by USA Today and CNN. There was just one catch: Color hadn’t launched yet.

				The platform launched its iOS app on March 24, 2011, bizarrely choosing to go live a few days after über-tech conference SXSW ended, rather than before. (Twitter had launched its platform at SXSW in 2007 to great success.)

				Thanks in part to the massive hype and widespread publicity, the app rocketed to number 2 in the App Store charts, the David to number-1 app Facebook’s Goliath. But Color had a problem. “Within 30 minutes I realized, Oh my God, it’s broken. Holy shit, we totally fucked up,” Nguyen said.5

				The $41 Million Mistake

 				“What if you threw a $41 million party and nobody came?” That’s how the New York Times began a June 2011 article on risky investments in tech startups. The app in question was, of course, Color. Color’s problem was simple: If other people weren’t using the app, the platform sucked. The app quickly was flooded with one- and two-star reviews in the App Store, most of which had a similar complaint. “First-time experience is terrible: it’s totally blank. There’s nothing to see,” one user wrote. “It would be pointless even if I managed to understand how it works,” another said.6 For most of the people who downloaded the app, the platform was a ghost town. All of Color’s technological wizardry and its “elastic network” showed them nothing. Because of its 150-foot proximity limit, the platform was useless outside of densely packed tech meccas. In order to get any value out of Color, you needed many other people nearby to be uploading photos. But with few people uploading photos at the start, new users had no incentive to stick around and upload photos. The app featured “ephemeral” photos (a feature Snapchat would later popularize), which meant that any existing photographs would disappear after 24 hours. The company tried to respond quickly. It put up a warning on its home page: “Don’t use Color alone!” Nguyen eventually tried updating the app to relax the 150-foot limit in areas that weren’t densely populated, but to no avail. Color became a tech-industry punch line. “Extremely-Hyped Startup Fails to Live Up to Extreme Hype,” one headline joked.7 “I wanna see that pitch deck,” influential tech blogger Robert Scoble wrote. “It must have had some magic unicorn dust sprinkled on it.”8 The app quickly fell back down the App Store charts and faded into obscurity. After a failed attempt to pivot into being (ironically) a Facebook app, the company eventually shut down, with Apple “acquihiring” its tech team.

				Which Came First?

				That Color’s seasoned execs failed to see this issue coming is shocking. The ghost town problem that brought down Color is hardly unique. Yet Color CEO Nguyen seemed confident that its sophisticated technology alone would “wow” users, even though the company did little external testing and had no discernible launch strategy. This if-you-build-it-they-will-come attitude is surprisingly common, even among experienced tech investors and executives. That’s also why Color couldn’t figure out how to jump-start its network. Technology alone isn’t enough, especially when the platform has little value without the participation of other users. Color isn’t the first platform to fail on these grounds, and it will certainly not be the last. In fact, this challenge is one that every platform, even the successful ones, must overcome at the start.

 				Why? Well, network effects are a double-edged sword. Successful platforms are very hard to compete against, but the same network effects that drive growth also make platforms much harder to build. Unlike a traditional, linear startup, a platform doesn’t need to acquire just one group of customers. At a minimum it needs two, its consumers and its producers. Color needed some users to upload content in order for others to consume it. But without any content on the platform, there was no incentive for new users to add anything. Why bother populating a ghost town? Even successful platforms like Uber had the same problem when they first started. As we mentioned in chapter 5, building liquidity is an important goal of audience building. For example, Uber needed both drivers and passengers for the platform to work, so it had to build a liquid marketplace with both enough drivers and enough passengers for transactions to clear quickly. Liquidity is relative, so some markets with higher transaction frequency will be more liquid than those that have higher value but less frequent transactions. In either case, as a network grows over time, it builds greater liquidity and therefore facilitates more transactions. This is how platforms ultimately create more value as they grow: The larger their networks become, the more transactions they are able to facilitate.

				Initially, however, for most users the cost of joining a platform exceeds the value they can get out of it. In fact, the value of joining the network is often negative early on—the cost to users of signing up and entering information is more than the value they receive for joining and being a part of the network. Joining the platform technically might be free, but other forms of transactions costs, such as time and effort spent signing up, still drive users away. If the network is sufficiently large, both consumers and producers would happily join. But most users on either side of the network aren’t willing to join when the network is small.

				The goal is to reach the point where the value of the network will exceed the cost of joining for most users. As we mentioned in chapter 3, this point is called critical mass. This dynamic is why most successful platforms have a hockey stick–shape growth curve (see Figure 8.1). It’s easy to understand this shift from pre- to post-critical mass if you think of a network like a magnet. When a network is small, its magnetic force repels new users. But once the network reaches sufficient size, that magnet flips and reverses polarity. Suddenly it starts to pull in new users, and the platform’s growth takes off.
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				Figure 8.1. Airbnb’s hockey-stick growth curve. Source: Venturebeat

 				Platforms’ struggles with early growth are the result of what economists call a coordination problem. If everyone on each side of the network could coordinate their behavior, they could all agree to join the network and everyone would benefit. But in practice, this almost never happens. That’s where a platform’s management of its network comes in. This coordination problem must be solved by incentivizing users to join. The main way platforms do this is by subsidizing participation for one or both user groups. In this way, the platform can get early users to join even when the value of the network is relatively low. The platform and its investors are betting that the eventual value of the network will exceed the cost of building it through subsidies. Once the network reaches maturity, it will provide enough value on its own that participation will no longer have to be heavily subsidized.

				Three Ways to Subsidize Value

				There are three primary ways to subsidize value: monetary subsidies, product feature subsidies, and user sequencing.

 				Monetary Subsidies

				Monetary subsidies are the most obvious way that platforms subsidize new users. These subsidies typically involve giving money directly to consumers or producers. One example of this is referral fees, which most platforms use to attract new users. For example, if you invite a friend to join Uber, you and your friend each get your next ride free, up to $30. PayPal built its network with a similar strategy, offering $10 both to the new user and to the referrer. Although this subsidy was expensive, it helped drive extremely high growth rates for PayPal’s network in the early 2000s, with growth reaching as high as 7 to 10 percent daily.9

				Another way to subsidize value is through price. Although less direct than handing out rebates and referral fees, lowering prices to one side of the platform is a very common way to subsidize participation. A great example of this is the console industry, where the Xbox One and Playstation 4 are sold at or below cost in order to get as many users as possible onto the platform. These platforms can then use their large consumer base to attract game developers, whom they charge licensing fees. Many platforms also provide guarantees to producers in order to get them to join. Heavy competition for drivers on ride-sharing platforms has led both Uber and Lyft to offer minimum-earnings guarantees to drivers who join. Handy also offers a guarantee to producers from other on-demand services marketplaces who join its network.

				Product Features Subsidies

				Another way to subsidize value is through product features. Many platforms create special functionality for power users in order to increase loyalty and usage among this prized user group. The goal here is to provide additional value to specific, high-value groups in order to get them to join the network.

				One example of this is Instagram, which provided a great photo-taking app before it became the social network it is today. By offering this single-user utility, Instagram was able to attract many producers to its platform, which it then used to attract consumers and build a content platform around photos.

 				Another example is Twitter’s Verified User program. You may have noticed a small checkmark next to some Twitter users’ names. This icon means that user is a Verified Twitter user. Verified users get additional features, such as improved security and identity protection. They also get better customer service and the ability to view and talk only to other verified users. This feature typically is offered to high-profile users, such as celebrities and public figures, who attract a large number of followers. These are some of the most valuable users for Twitter, as they are the people that most users will want to follow and interact with. With this Verified program, Twitter creates product features that deliver value for a small subset of highly valuable users. As a result, Twitter can attract more celebrities and public figures. And if it gets more high-profile users to join, other users will want to join to follow and talk to them.

				User Sequencing

				Both monetary and feature subsidies should be guided by decisions on user sequencing, which is the third way to subsidize value. We covered this topic in greater detail in chapter 7. User sequencing involves deliberately prioritizing the acquisition of certain user groups that others will want to interact with. Then these high-value users can be used to attract a broader audience later on.

				Combining these ways of subsidizing value allows a platform to offer enough value to early users to overcome the chicken-and-egg problem and reach the point where positive network effects to kick in and drive future growth. But what do these methods look like in action? Based on our experience working with countless platform startups and our extensive research into successful (and failed) platforms, we’ve documented seven essential strategies that combine these ways to subsidize value to overcome the chicken-and-egg problem and help a platform reach scale. These strategies are not all mutually exclusive; a platform can use any one of them on its own or it can use several at the same time, depending on its resources and goals. All of these strategies involve user-sequencing decisions, so we’ve sorted them by whether they primarily involve using monetary subsidies, product features, or both.

 				Seven Ways to Solve the Chicken-and-Egg Problem

				Monetary Subsidies

				1. Provide Security through a Large, Up-front Investment

				Significant up-front investment in a platform can signal that it’s safe for producers to join the network. This strategy is especially common for development platforms, where developers incur considerable up-front costs to join a platform and high switching costs if they decide to leave. For the platform, making a big up-front investment signals that it isn’t going anywhere, and producers become more comfortable making a long-term investment. A great example of this strategy was Microsoft’s launch of the original Xbox. Microsoft made a big deal about its commitment to spend $500 million promoting the platform, thereby signaling that the company was fully committed to the platform for the long haul. This was an important way that Microsoft attracted third-party game developers, who then felt more comfortable developing games for the Xbox early on. 

				Another example comes from Chinese company Tencent, which wanted to increase adoption of its own payments platform to compete with Alibaba’s Alipay. Tencent didn’t accomplish this overnight. It seeded the platform’s early activity through lots of promotion and investment. For example, in 2014, Tencent launched a campaign centered around the Chinese New Year where advertisers gave away 500 million RMB (about $81 million) of free cash to WeChat Payment users in a single day.

				2. Cooperate with Industry Incumbents

				Back in 2007, Google was in a precarious position. The company owned desktop search, but the mobile Internet was starting to take off. With the runaway early success of the iPhone, Google was worried that mobile would become Apple’s walled garden. Luckily, it wasn’t alone. Handset manufacturers and telecoms not named AT&T shared the same fear. So Google created the Open Handset Alliance, a group dedicated to advancing Google’s Android operating system.

 				In essence, Google used a cooperative strategy. Rather than trying to build a network all on its own, it tapped into the existing sales channels of the companies in the Open Handset Alliance to spread Android to consumers. With Android enjoying more than 80 percent worldwide market share for mobile operating systems and having more than 1.8 million apps on its Play Store as of 2015, the strategy worked out pretty well.

				Product Features

				3. Act as a Producer

				Fake it until you make it, or so the saying goes. This adage applies to many platform companies. Rather than trying to attract both consumers and producers at the same time, the platform acts as the producer to attract an initial group of consumers. It then uses its existing consumer base to attract producers. In essence, this strategy means you start out as a traditional linear business and then open up your network to producers once the platform has attracted enough consumers.

 				This tactic is a common one for kick-starting a network. For example, Uber started out by paying drivers to wait around until they got a call. Only once it had built up sufficient demand was the platform able to attract independent producers. Similarly, both Quora and Reddit seeded their platforms by curating and creating all of the original content themselves. Before Quora began attracting techies and venture capitalists, the company’s founders, Charlie Cheever, Rebekah Cox, and former Facebook chief technology officer Adam D’Angelo, created most of the original questions and answers on the site. If you look at their Quora profiles, you can see dozens of questions they created early on. Quora’s early employees and beta testers continued this trend until the amount of content and activity on the platform became self-sustaining. For Reddit, founders Alexis Ohanian and Steve Huffman used basically the same strategy. The two founded Reddit back in June 2005. It was one of the first startups out of Y Combinator, which today is widely recognized as the leading startup accelerator. The founders resorted to some old-school marketing to get their first users, printing out stickers and putting them up everywhere they traveled. But without any content on the site, no one was sticking around.10 So Ohanian and Huffman started posting all the content themselves. However, they didn’t stop there. They also created lots of fake profiles to post on, so it looked like the website had more activity than it actually did. Within a few months, they didn’t have to submit content to fill the front page. Real users followed and took over production.

				4. Tap into an Existing Network

				Rather than trying to create a network from scratch, why not use one that’s already there? The best way to do this is to tap into an existing large network to attract a subset of its users. In order to attract these users away from the existing network, your platform needs to provide incremental value compared to the existing solution. In essence, you’ve recognized that you’re creating the next evolution of an existing network, and you’re appealing to a portion of its existing network to help seed yours. As we mentioned in chapter 6, Airbnb used this strategy to help grow its ecosystem early on by tapping into Craigslist’s network. Don’t think you can get away with repeating this same Craigslist trick now, though. Craigslist was quick to ban Airbnb’s tactic once it discovered what was going on. It has since banned any similar activity on its site, and violators may incur a potential fine of up to $25,000 a day.11 Unlike the situation with a cooperative strategy, the existing network you’re siphoning users from isn’t likely to take kindly to your activities.

				Digital networks aren’t the only ones you should look for. Tinder kick-started its network by building on top of the existing social networks of Greek organizations on college campuses. Tinder co-founder Whitney Wolfe (who has since gone on to found Bumble, a competing dating platform) came up with the strategy, according to Joe Muñoz, one of Tinder’s first engineers. “We sent [Wolfe] all over the country,” Muñoz said. “Her pitch was pretty genius. She would go to chapters of her sorority, do her presentation, and have all the girls at the meetings install the app. Then she’d go to the corresponding brother fraternity—they’d open the app and see all these cute girls they knew.” Tinder had fewer than 5,000 users when Wolfe started her trip. By the time she was done, Tinder had more than 15,000. “At that point, I thought the avalanche had started,” Munoz said.12

 				Monetary Subsidies and Product Features

				5. Attract High-Value or “Celebrity” Users

				High-value users will help you attract other users who want to interact with them. As noted in chapter 7, the participation of “celebrity” users brings extra value to your ecosystem. That’s why many platforms make special efforts to subsidize the participation of these high-value users. Dating websites are a classic example. Their populations tend to skew heavily male, so they often let women join for free. Some, like Coffee Meets Bagel, go even further, deliberately designing the experience to appeal to women with the knowledge that if women join, men will too.

				As we mentioned earlier in this chapter, Twitter went out of its way to attract celebrities and public figures to its platform. In addition to creating features that catered specifically to these high-value users, it also built an emerging media team early on that was tasked with building relationships with stars, including actors, athletes, and musicians. These people were called VITs, or Very Important Tweeters, inside the company.13 And as we covered in chapter 7, Sina Weibo and Youku Tudou followed similar strategies to attract celebrities, while top services marketplaces, such as Uber, Lyft, and Handy, all have programs that incentivize producers to take more jobs on the platform. These high-quality, full-time producers are especially valuable, as they help to improve both liquidity and quality.
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				Yelp—content platform

 				However, perhaps the best example of this strategy is Yelp. Yelp’s early competitors, Judy’s Book and Insider Pages, had a big lead in reviews. They had more than ten times as many reviews as Yelp did, but they had a dirty secret: They were paying for reviews to seed content. Rather than be left behind, Yelp decided to join them. However, after experimenting with paying for reviews in a few cities, the platform quickly realized that the result would be thousands of crappy reviews and very few dedicated users. This wasn’t a sustainable way to build a network. The local ratings and reviews platform then decided to get creative. It created the Yelp Elite Squad to incentivize its best users to create more and higher-quality reviews. The Elite Squad is made up of a select group of highly active Yelpers that the company picks because of their frequent, high-quality reviews. The process behind gaining admission to the Elite Squad is shrouded in mystery. Each year an elite council of Yelp staffers anoints new elites and decides whether existing members will have their elite status renewed. Inclusion in the tribe is closely guarded. Yelp cofounder Russel Simmons even lost his elite status a few years ago when he wasn’t active enough on the platform to merit belonging. Clearly, you need to be one of the top Yelpers in your city to be considered. Once you’re admitted, you get a nice shiny badge on your Yelp profile, and your reviews are highlighted for other users. But being part of the Elite Squad gets you the VIP treatment in the real world too. Yelp regularly hosts exclusive events and parties for squad members. By offering both digital and real-world swag to its top users, Yelp incentivizes them to stay active. In fact, the Elite Squad quickly became the backbone of Yelp’s early marketing strategy. It’s a great example of a company quickly scaling the network effects ladder to establish a strong sense of community where it matters most.

				6. Target a User Group to Fill Both Sides

 				The idea behind this strategy is similar to number 3: Try to make a two-sided market one sided. The goal here is to find a user group that can fill both the consumer and producer roles. That way you no longer need to worry about attracting and balancing two separate user groups early on. This strategy was the recipe for success for handmade goods platform Etsy. Etsy’s early research indicated that the people most likely to buy handmade goods were the people who also sold them, so the company decided to focus on this user group to fill out both sides of its marketplace before expanding to other audiences. The strategy worked pretty well, as Etsy went public in April 2015, raising $267 million in the process.14 This strategy is also a natural fit for most social networks and communication platforms; rather than being two separate groups, consumers and producers have very high overlap. Almost every user will serve in each role at a different time. On Facebook, users both create their profile (producer) and view their friends’ (consumer) profiles, while on Snapchat, the same user both sends (producer) and receives messages (consumer).

				7. Provide Single-User Utility

				Last but certainly not least is providing single-user utility. This is a come-for-the-tool-stay-for-the-network approach, as venture capitalist Chris Dixon says.15 You attract one side of your multisided platform by offering that user group value even if the other side never shows up.

				Many platforms that went this route were initially apps that provided their users with essential functionality even if the network never materialized. Early Instagram is a great example, as it provided its users with a way to take photos and make them look good long before it evolved into a full-fledged social networking platform.

				Restaurant booking platform OpenTable used a similar strategy to get restaurants on board. The company realized that even the top restaurants in San Francisco didn’t have back-end reservation systems. They were still using pen and paper to track reservations. OpenTable built a software application to handle electronic booking and targeted the top twenty restaurants in San Francisco, offering to help them set the system up. After these restaurants were on board, others soon became interested. Once OpenTable had this core group of restaurants, it was able to open its platform to allow for consumers to book restaurant reservations online.

				Of course, a less subtle way to provide single-user utility is simply to find a way to pay users. Doing this can help remove any initial uncertainty users might have about a platform’s value, because whether other users show up or not, they’ll still get value from participating. But be careful, because these direct monetary subsidies can be hard to sustain long term. And once they go away, your users might too.

				* * *

				Those are the seven key strategies for getting your platform off the ground. While early customer acquisition is especially tough for platforms, creative use of these strategies should help you overcome the chicken-and-egg problem and attract your first users. After that, it’s time to start climbing the network effects ladder to rev your long-term growth engine.

			

		

	
		
			
 				Conclusion

				How to Spot the Next Big Thing

				The old doesn’t go away, but it becomes less relevant.

				—Benedict Evans, partner at Andreessen Horowitz

				Have you ever heard of Adyen? The Amsterdam-based payments company is the invisible engine of the platform economy. It handles payments for the likes of Airbnb, Booking.com, Dropbox, Facebook, Spotify, Yelp, and Uber, among many others. By focusing on partnering with global platform companies, Adyen has grown quickly. From 2013 to 2014, its revenue nearly doubled, from $95 million to $185 million, and in 2014, the company secured $250 million from investors, which valued it at $1.5 billion.1

 				Uber first started working with Adyen in 2012, when the transportation-network company first launched in the Netherlands. Adyen has since helped Uber expand to dozens of markets on six continents. It adapts its payments solution to regional differences in regulations and payments infrastructure, so that its client companies can accept payments in nearly 200 countries. “In the fast-moving, high-growth curve that unicorns go through, speed to market and removing complexity are paramount,” Adyen CEO Pieter van der Does says. “The big advantage we can offer these businesses is time to market and ability to scale quickly. So when a Spotify or an Uber rolls out in countries such as Morocco or Poland, we can be powering local payments for them from day one.”

				International expansion is no easy feat for a global platform, especially from a payments perspective. Payment patterns vary greatly from region to region. For instance, in the United States and the United Kingdom, credit cards account for the lion’s share of online transactions. But in the rest of the world, credit cards aren’t nearly as popular for online purchases. “Consumers in different countries use an astonishing variety of payment methods to buy online,” van der Does explains. “What we have done is revolutionized global e-commerce by enabling global companies to support all key payment methods in all markets around the world—Alipay, Tenpay, and UnionPay in China, SOFORT in Germany, QIWI in Russia, and Boletos in Brazil, to name but a few. This approach has been so successful that a number of our customers are taking a payments-first approach to global expansion, where they offer international shipping and key local payment methods before they actually set up local operations in the market.”

				Adyen also collects data on authorization rates and works with clients to minimize declined payments. So next time you take an Uber, or book an apartment on Airbnb, and your card doesn’t get declined, now you know whom to thank.

 				However, Adyen faces unique challenges in partnering with platforms. The first is the ferocity and pace of growth these companies pursue. Second, platforms have to be able to transact with multiple customer groups simultaneously. “Our marketplace solution is the best example of how we work with platforms,” van der Does says. “Adyen MarketPay enables marketplaces to automatically split payments between buyers, sellers, and their own accounts.” This is a very powerful proposition for platform companies, since splitting payments normally consumes a great deal of internal resources, particularly when it comes to cross-border e-commerce. “With a single transaction, a customer may purchase three items supplied by three different sellers,” van der Does says. “These transactions then need to be split twice, between payouts for each seller and the marketplace’s own commission. This means that this single transaction is split a total of six times, between four different parties—creating enormous complexity in the process. We unshackle marketplaces from this complexity, enabling them to automate the payments process and focus on the hard work of international expansion.”

				“This Is a Gold Rush”

				Adyen isn’t the only company that’s found success by solving problems for platform companies. With Airbnb’s explosive growth, a host of independent service providers have sprung up around the platform, mostly catering to hosts. If you have an apartment you want to list but aren’t sure how to create a good listing, then you’re in luck. AirSpruce will connect you with a professional travel writer who will create your Airbnb listing for you. Not sure how much to charge for your room? Beyond Pricing will help you optimize the price on your listing by providing automatic, data-driven daily price adjustments. Competitors include Everbooked, Price Labs, and SmartHost, all of which offer similar services. Another startup called Keycafe offers to store your key at a local café. Then your guests can pick up their keys anytime the café is open. Another service, Urban Bellhop, offers to handle check-in, including personally delivering the key to guests. The company also offers listing management and cleaning services that focus on Airbnb hosts. Another startup called Pillow provides a similar service, as do Beyond Stays, GuestHop, Guesty, and many more.

				Uber also has spawned its own ecosystem of support services. Many people who might want to drive an Uber part-time don’t own a car. Well, thanks to Breeze, a San Francisco-based startup: no car, no problem. Breeze leases cars at $195 a week to aspiring Uber or Lyft drivers. In late 2013, Uber also began partnering with third-party lenders to offer vehicle financing to would-be drivers.2 Insurance is another big opportunity. Both Uber and Lyft provide insurance coverage while drivers are on a job, but when they’re not on the way to or driving a passenger, they are out of luck. Even worse, many personal auto insurance policies will cancel your policy if they find out you work for Uber (since the policy is not meant to cover commercial activity), and traditional commercial insurance options are prohibitively expensive for many part-time drivers.

 				Into that gap stepped insurance companies like Metromile, which offers per-mile insurance. The company gives drivers a device that plugs into their cars to track how far they drive. The more they drive, the more they pay. Even better, Metromile can track the driving and match up trips with Uber rides, so the insurance company can see which of miles are personal miles and which are commercial. Metromile charges users only for the personal miles, since Uber covers the car when drivers are with or en route to passengers. “The existing model for insurance hasn’t been able to adapt [to Uber],” Metromile CEO Dan Preston said.3 “We have a technology that drives the insurance product.” More mainstream insurance companies, such as Geico and Progressive, have followed Metromile’s lead by offering ride-share insurance that caters to Uber and Lyft drivers.

				This phenomenon of derivative businesses being built around larger platform companies isn’t new. The legion of search engine optimization experts that sprang up to help businesses grapple with Google’s search engine are an obvious precedent, as are the legions of people and companies that hold some variation of the title “social media manager.” All of these people owe their livelihoods to platforms like Facebook, LinkedIn, and Twitter. Likewise, YouTube has spawned scores of small businesses built around YouTube stars. Behind every YouTube star, such as Smosh or PewDiePie, is a host of people that support the stars and help them make money. App developers and the exploding mobile gaming industry are other examples. Both of these industries were built around development platforms, such as Apple’s iOS and Google’s Android. In fact, Applico, the company Alex founded in 2009, started out as an app development company. And by 2017, the app development industry alone will be a $77 billion market.4

 				Today, many investors who missed out on unicorns like Uber and Airbnb are looking to this second generation of companies to harness some of the growth potential of the core platforms. “This is a gold rush,” one venture capitalist has said. “You can either mine for gold like Uber or Airbnb, or you can sell the pots, the pans, and the Levi jeans.”5 However, this approach is not without risk. The platform could extend its own products to incorporate features offered by independent service providers. It also could cut off access to the platform if third parties run afoul of its rules and standards. In either case, these businesses could find themselves out of business overnight. Some companies have learned this lesson the hard way.

				Betting the FarmVille

				After Facebook launched its developer platform at its F8 conference on May 24, 2007, another gold rush began. Developers flocked to the platform, hoping to capitalize on its “social graph”—basically a fancy name for the collection of data that articulates the network of social connections among Facebook’s users. Mark Pincus was one of the first to see the social graph’s potential. “What I thought was the ultimate thing you can do—once you bring all of your friends and their friends together—is play games,” Pincus said. “And I’ve always been a closet gamer, but I never have the time and can never get all of my friends together in one place. So the power of my friends already being there and connected, and then adding games, seemed like a big idea.”6 The launch of Facebook’s developer platform made Pincus’s vision possible. He started a company called Presidio Media that would focus on developing Facebook games. Within two months, his company launched an online poker game on Facebook. Later that year, the company changed its name to Zynga Inc., after Pincus’s bulldog. Then, in June 2008, the company released Mafia Wars, its first hit game. Mafia Wars was a multiplayer game in which users played as gangsters building their own gangs. The game was inherently social—you could fight or “rob” other players who were online, or ask for help to complete missions. However, there was a catch. Mafia Wars was one of the first of what are now known as freemium games, meaning the game itself was free to play but players had the option to purchase premium content or advance in the game faster for a small amount of money. (In an episode of South Park, one character jokes that the “-mium” in “freemium” is Latin for “not really.”)

 				In June 2009, Zynga released FarmVille, a game that ostensibly copied an existing and already popular Facebook game called Farm Town.7 Despite its lack of originality, FarmVille quickly became a mega-hit. Within two months of its release, it had over a million users active each day.8 A month later, Zynga raised $29 million in a funding round led by stalwart venture capital firm Kleiner Perkins Caufield & Byers.

				FarmVille also was a freemium game. In it, you could create your own farm and grow plants. But to continue advancing, you had to get friends to visit your farm and lend a hand. Or, of course, you could pay. Anyone who was on Facebook at the time will remember the result. The platform became flooded with requests from friends to help water their virtual crops or go on virtual missions. As is typical for freemium games, only about 3 to 5 percent of users were willing to pay to advance the game. Users who didn’t want to pay to play resorted to spamming their friends’ walls and Newsfeeds with invites and requests for help.

				Facebook was caught off guard. It hadn’t anticipated this kind of activity when it opened up its developer platform. It made the mistake of failing to set robust rules around how developers could connect with users. Zynga took advantage of this lack of foresight by getting its users to spam their friends. However, this spam mechanic worked only because the messages it sent out to other users were given the same priority as any other Facebook message users might receive from a friend. On March 1, 2010, Facebook changed its policy to limit notifications developers could send to users, and traffic for Zynga games fell sharply. FarmVille users declined by 26 percent within a month. Zynga considered leaving Facebook entirely and running all of its games on Zynga.com but ultimately decided against it and soldiered on. It released a new game, CityVille, which quickly became the company’s most popular game, reaching more than 100 million monthly users within forty-three days.

 				In search of new growth channels after it reached near saturation on Facebook, Zynga went on an acquisitions spree, picking up eleven gaming companies in as many months between 2010 and 2011.9 The online gaming industry is extremely hit based, so rather than try to keep manufacturing new hits, Zynga used its fundraising war chest to acquire other successful games (and their development teams) as a shortcut to revenue growth. As a result, in 2010, Zynga turned its first profit. But this success was short-lived. By 2011, Zynga’s traditional growth channels on Facebook had started to dry up. Despite the warning signs, Zynga went public on December 16, 2011. It ended that year with its highest net loss ever: $404 million. The year 2012 saw the company continue its decline as Facebook further tightened the rules around its development platform, and Zynga failed to produce any new hit games. At the end of 2012, Zynga finally split with Facebook, ending what had been a close relationship.10 Even though an estimated 80 percent of its revenue came from Facebook users, the company decided to move its games to its own gaming platform, which meant players would no longer be able to share their progress with their friends through Facebook.

				The shift to mobile gaming also caught the company off guard. Zynga’s largest competitors were no longer developing Facebook apps. iOS and Android were where the action was. Hits like Temple Run, Clash of Clans, and Candy Crush were the top titles on mobile, and Zynga couldn’t replicate there the success it had enjoyed on Facebook. By June 2013, its number of daily active users had shrunk to 187 million, down from a height of 306 million just a year earlier. After a year of layoffs and losses, Pincus stepped down as CEO in 2013. The big party he envisioned had come to an end.

				Terminal Decline

				Zynga’s rise and fall perfectly demonstrates the risk (and potential reward) of building around a dominant platform. The gaming company was quick to exploit the potential of Facebook’s development platform, but when Facebook tightened the rules, Zynga’s growth evaporated. Despite a spate of recent game releases, including a number of sequels to its original hits, the company hasn’t recovered. Such a shift in fortunes isn’t unusual. We covered how Twitter handled its development platform in chapter 6. Many developers built apps around Twitter, but once the platform decided it wanted to be the main provider of Twitter clients, a lot of these third-party developers were put out of business.

 				In both these cases, opportunistic developers found success by capitalizing on short-term opportunities. Zynga grew quickly by spamming Facebook users with invites to its games. And Facebook benefited hugely from Zynga’s initial growth; Zynga accounted for 12 percent of Facebook’s 2011 revenue.11 The timing made this revenue contribution especially significant, since Facebook went public in early 2012. A big revenue boost at the time meant a higher IPO price and more cash in the bank. However, although Zynga enjoyed huge short-term growth, its success disappeared once Facebook (rightly) cut off its distribution mechanism. Similarly, Twitter benefited from developers providing third-party mobile apps back when the platform wasn’t well established. But for Twitter to have a successful business, it had to own the core experience. And this meant owning the Twitter app. A number of developers found short-term success by selling Twitter apps for a dollar or two on the app store, but because they didn’t align themselves with the platform’s long-term goals, their revenue stream was short lived.

 				Of course, even businesses that align themselves with a platform’s long-term vision don’t always come out ahead. Just look at what’s happened to several leading Android phone manufacturers. As we covered in the prologue, Google assembled an army of manufacturers and wireless carriers to help it launch Android. Both HTC and Motorola were instrumental in driving early Android phone sales. For Android’s first few years on the market, HTC’s myTouch and Evo smartphones were best sellers, as was Motorola’s Droid. Yet by 2012, sales for both companies had tanked. HTC’s sales shrank by 36 percent in 2012 compared to a year earlier.12 Meanwhile, Motorola was already losing money. It registered a loss of $249 million for the fiscal year of 2011.13 Faced with the prospect of continued decline, Motorola sold itself to Google in 2012 for $12.5 billion (though this acquisition included Motorola’s $3 billion cash reserves, meaning the book value of the deal was only $9.5 billion). Even then, Google ostensibly acquired the company just for its patent portfolio, which helped Google defend Android against patent trolls and competitors. By the end of the year, Google already had sold off Motorola’s Home division for $2.35 billion. Scarcely a year later, it sold Motorola’s handset division for $2.91 billion to Lenovo. To add insult to injury, Lenovo decided to phase out the Motorola brand name entirely by the end of 2016. Fate hasn’t been any kinder to HTC. In a six-month period at the end of 2011, HTC lost an incredible $27 billion of its market capitalization—or more than 75 percent of its peak value. In October 2012, HTC reported that its third-quarter revenue had declined by 48 percent while net income had declined by 79 percent compared to a year earlier.14 By August 2015, HTC’s market cap had declined to just 5 percent of its 2011 high. In fact, on August 9, 2015, HTC was trading below the value of its cash reserves. Investors valued the company at NT$47 billion ($1.5 billion at the time), less than the company’s NT$47.2 billion cash on hand.15 Aside from its cash reserves, HTC literally was worth less than nothing.

				What happened to HTC and Motorola? The short answer is: Samsung. After toying with Windows Mobile, the consumer electronics giant decided to go with Android. (The company briefly dabbled with the idea of creating its own operating system for smartphones but mostly abandoned those plans in favor of building Android phones.) In June 2010, Samsung introduced its Galaxy S Android smartphone. A year later, it put its full weight behind Android. In November 2011, Samsung launched a massive marketing campaign that promoted its Galaxy S II smartphone while also attacking Apple and the iPhone. In 2012, Samsung’s Galaxy S III Android smartphone officially passed Apple’s iPhone by a comfortable margin as the best-selling smartphone on the planet. By the end of that year, Samsung’s profits were up 76 percent, fueled by the growth of its smartphone division, which became the most profitable part of the company. On the heels of Samsung’s success, the Wall Street Journal ran a feature in January 2013 titled “Has Apple Lost Its Cool to Samsung?”16

				However, like its predecessors, Samsung’s moment at the top didn’t last. Although Android continued to grow—it’s now the most-used mobile operating system in the world—Samsung has lost ground to new competitors. At the low-price end of the market, Chinese manufacturers have started to overtake Samsung. The decline was especially pronounced in China, where Samsung was once the best-selling smartphone vendor. However, it’s since dropped below both Xiaomi and Huawei.17 It’s also fallen behind Apple, which started attacking Samsung’s biggest advantage in the smartphone market when Apple company introduced the iPhone 6 and the even larger-screened iPhone 6 Plus on September 9, 2014. Big screens had long been one of the major factors driving Samsung’s success at the high end of the market, and once Apple copied that feature, it quickly ate into Samsung’s market share. After it launched the iPhone 6, Apple had what was then the most profitable quarter of any company ever.18

 				Meanwhile, Samsung’s profits plunged 64 percent in the same quarter,19 and its struggles have continued ever since. In July 2015, the company reported a profit decline for the seventh consecutive quarter. Within just a few years, Samsung’s handset division had gone from the company’s flagship to just flagging. Many analysts and investors have suggested that the once-dominant company is now in “terminal decline.”20

				The Top of the Pyramid

				What happened to Samsung, as well as to HTC and Motorola before it, is illustrative. The evolution of the smartphone industry is a microcosm of what’s happening to the broader economic landscape. In this new world, platforms sit at the top of the economy. They have the most market power, the highest profits, and the most sustainable competitive advantage. As Samsung showed, it’s still possible to build a valuable linear business, but its competitive advantage often evaporates quickly as products get commoditized and competitors copy features—leaving the originator continually scrambling to replace those strengths. Features are easy to emulate; networks aren’t. Products get commoditized; platforms don’t.

				Samsung, long a linear business, realized its predicament several years ago and has been trying to transition to being a platform company. For the last couple of years, the consumer electronics manufacturer made a concerted effort to build support for its own development platform, Tizen, especially within newer device categories, such as wearable electronics and smart TVs. However, it hasn’t had much success. Both Android and iOS already are moving into these categories, and Google and Apple aren’t likely to lose their lead with developers to a hardware company. Samsung’s decline is likely to continue. As Market Makers host Erik Schatzker said in a TV discussion with Alex on Samsung’s struggles, “It’s become clear that it’s the platform companies where all the intelligence and power resides.”21

 				If you’re building a business today, platform businesses offer the biggest and most sustainable economic opportunity. However, you can’t simply copy the business model of successful platforms like Facebook, Uber, or Airbnb and expect it to work. The time to build a broad, desktop-based social network was in the early 2000s, when broadband access was becoming more widespread and the desktop Internet was growing. Similarly, the time to build a transportation marketplace like Uber was several years ago, when smartphones were just starting to spread to mainstream consumers and many of today’s unicorn companies were just taking off. Trying to emulate the success of these businesses today without understanding the competitive landscape is a recipe for failure. In the rest of this chapter, we look at how you can spot potential platform opportunities, and where we expect platforms to have the biggest impact next.

				I Fought the Law, and the Law Won

				Before we jump in to the upside of potential platform opportunities, we want to cover the biggest risk associated with new platform business models: Dealing with existing laws and regulations. Because linear businesses dominated the economy for most of the twentieth century, most laws are still oriented around how these companies operate. The regulatory regime in most industries hasn’t yet adapted to account for platforms. As a result, when a dominant platform business emerges for the first time in an industry, that platform often operates in a legal gray area. As Simon Rothman, a venture capitalist at Greylock Partners, has put it, “If your idea isn’t big enough to warrant regulatory scrutiny, it might not be big enough.”22 (Rothman was also a founder and vice president at eBay Motors, where he helped build eBay’s automotive marketplace.) Most incumbents will press the existing regulatory regime to their advantage to try to shut down the platform or limit its growth. The most prominent examples today are Airbnb and Uber, both of which have faced major legal obstacles. We briefly covered Airbnb’s struggles with customer safety in chapter 6, and we looked at Uber’s regulatory hurdles in Washington, D.C., and New York in chapter 4. Both companies also have other pending legal challenges—Airbnb with hospitality regulations and tax collection and Uber with regulations around the status of its “1099” contract workers—which we will get to in a minute. But these two platforms aren’t alone. Almost every major platform company has faced major legal obstacles as it grew into a monopoly and challenged industry incumbents.

 				This trend goes all the way back to eBay in the dot-com era. In the late 1990s and early 2000s, eBay faced a spate of lawsuits from consumers who purchased fraudulent goods on its marketplace. The consumers sued eBay, alleging the company was responsible. eBay repeatedly argued that it merely operated as a marketplace for sales and could not be held liable for fraudulent transactions. Most cases were decided in eBay’s favor.23 More recently, after it went public in 2015, Alibaba began to face similar legal challenges over counterfeit goods sold through its Taobao marketplace. The U.S. government even stepped in to warn Alibaba that it must improve its process for removing fakes from its marketplaces.24

				PayPal faced its own battle over its legal status in the early 2000s. PayPal didn’t want its business to be classified as a commercial bank since the company didn’t make loans or pay interest on account balances, as a commercial bank does. The issue came to a head just after PayPal filed for an initial public offering in January 2002, when regulators in California, Idaho, Louisiana, and New York all threatened to classify the company as a commercial bank. Louisiana even threatened to ban PayPal from the state. These moves were supported by banking industry lobbying groups such as the American Bankers Association.25 However, the Federal Deposit Insurance Commission (FDIC) sent out a letter a few months later, advising that PayPal wouldn’t be subject to federal banking laws.26 Shortly thereafter, state regulators backed off.

				Additionally, YouTube faced multiple lawsuits over its users’ use of copyrighted content. The platform’s growing legal risk was one of the motivating factors behind YouTube’s decision to sell to Google in 2006. Mark Cuban, the renowned investor and star of hit TV show Shark Tank, even wrote a blog post at the time of the acquisition claiming that “Google would be crazy to buy YouTube” because of the risk of copyright lawsuits. “YouTube would get sued by the thousands of rights holders who will seek the maximum amount per download from YouTube for their content,” Cuban wrote.27 In a sense, Cuban was right. In March 2007, Viacom filed a copyright infringement suit against YouTube, seeking $1 billion in damages.28 However, Google was able to use the safe harbor provision in the Digital Millennium Copyright Act (passed in 1998) to avoid liability.

 				The trend of new platforms facing legal challenges has only continued. Only a few years after the YouTube acquisition, peer-to-peer lending platform Lending Club faced its own legal obstacles. Founded in 2006, the company pioneered a different approach to making loans that met with regulatory resistance. Lending Club divided up consumer loans into small pieces so that individual lenders could take smaller chunks of many loans. This strategy enabled individual lenders to spread their risk across many smaller investments. However, the SEC decided that these loans weren’t the same as any prior securities that it had approved. The SEC and Lending Club had to work together to define a new type of security, and the company had to register with the SEC. In 2008, Lending Club was shuttered for six months while it awaited SEC approval.29 The company was eventually reopened after getting the okay from the SEC, but other peer-to-peer lending platforms, such as Prosper and Zopa (which briefly entered the U.S. market before withdrawing), have faced similar challenges from the regulatory agency.

				As you can see, these legal and regulatory hurdles are very common for platform companies. Platform business models bring lots of advantages compared to linear businesses, but they also bring the potential downside of serious legal risk. Sometimes these legal troubles can nearly put the company out of business, as they almost did with Lending Club and Prosper. These issues should help put the controversy surrounding companies such as Airbnb and Uber in perspective. Challenging the legal status quo is well-established territory for platform companies.

 				In Airbnb’s case, major companies in the hotel industry are unhappy that their platform competitor gets to skirt local hotel regulations and safety standards. They have pushed local regulators to crack down on Airbnb hosts, most notably in New York City. According to one report, as many as three quarters of Airbnb rentals in New York City, one of Airbnb’s largest markets, are illegal.30 Yet this hasn’t stopped the company from continuing to grow, and it hasn’t stopped many hosts in New York from continuing to do business. Another major legal issue concerns whether Airbnb is responsible for the safety of guests. The company has made big strides on customer safety, as we covered in chapter 6. But it still doesn’t do much to ensure its hosts comply with local hospitality safety standards and regulations. The company attracted another wave of negative attention in November 2015, when a story came out about a guest who died while staying in an Airbnb.31 The company is facing a number of similar lawsuits related to consumers’ bad Airbnb experiences. As of the beginning of 2016, Airbnb’s place within the existing regulatory regime for the hotel industry is anything but settled.

				For Uber, the biggest legal issue is the classification status of its drivers. Uber drivers, which the company calls its “driver partners,” are currently so-called 1099 contract employees, named for Form 1099 that these employees have to file with the IRS. This classification status means that Uber doesn’t have to pay payroll taxes for these contractors and that it doesn’t have to provide long-term benefits such as health insurance and workers’ compensation. It also limits Uber’s legal liability for the actions of its drivers. Most other services marketplaces, including Handy, Lyft, Instacart, and Postmates, classify all or some of their workers as 1099 contractors rather than W-2 workers or contractors. But every one of these companies is currently facing lawsuits alleging that they are misclassifying their workers. The potential legal fallout for each of these platforms is enormous. They could face hundreds of millions of dollars in damages and taxes owed if they lose these cases and have to reclassify their workers as W-2 employees. Because of the Affordable Care Act, most of these companies would then likely be responsible for providing health care for many of their workers. While it’s possible to still operate a platform with W-2 contractors, the overhead involved in dealing with W-2 workers, as well as the additional tax obligations the companies would incur as a result, would severely limit the advantages of the model for services marketplaces. These platforms would lose a lot of flexibility and cost advantages, which are often passed on to consumers in the form of better prices. These pending legal challenges could have a big impact on which of these companies is able to survive long term.

 				As all these examples show, the upside of platform business models often comes with serious regulatory risk. Many platform businesses are effectively a call option on regulation: if the business can survive its regulatory and legal challenges and capture its market, it has enormous economic upside, both for investors as well as its users. However, if the platform can’t overcome the legal status quo, it can very quickly be driven out of business. For example, if the leading services marketplaces lose their worker classification lawsuits, the less favorable unit economics of using W-2 workers may drive many of these marketplaces out of business in the United States. Even dominant platform companies, such as Airbnb and Uber, could lose value very quickly if they don’t win their legal fights.

				Finally, a quick word on the challenges of workers in the 1099 economy or the gig economy, as it’s variously been called. The broader implications of this new model of flexible work are largely beyond the scope of this book. Many good books have and will be written on this topic alone. Further, these specific challenges around worker classification are primarily relevant only to one platform type—services marketplaces—which are only a part of the broader growth of platform businesses that we’ve described in this book. However, in order for these marketplaces to be both economically and socially viable long term, we may need to make some changes to the social safety net, particularly in the United States, that account for the changing nature of work.

				Proposals that have gained traction include making the safety net portable (not tied to a particular job) and providing a basic income guarantee. These ideas seem like good starting points for the discussion. Workers’ concerns about where they fit into the platform economy are certainly valid. But any changes should also take into account the unique needs of platform businesses and not try to fit a round (platform) peg into a square (linear) hole. At present, it’s clear that many current policies and regulations are not a good fit for the platform economy. For the sake of both workers and platform businesses, we hope to see this change as platforms grow in economic and social influence.

				One Platform to Rule Them All?

 				To understand the future of the platform economy, we look once again to China. Alibaba has gotten most of the headlines in the wake of its record-setting IPO in September 2014. But when it comes to the bottom line, it’s still outperformed by rival platform company Tencent. In 2014, Alibaba earned $3.73 billion in profit on $12.29 billion revenue, coming in behind Tencent’s $3.90 billion in earnings from $12.90 billion in revenue. That also puts Tencent ahead of Facebook, the Western company it’s most frequently compared to. Facebook brought in $2.94 billion in 2014 on $12.47 billion revenue.

				What’s most interesting is how Tencent makes its money. Like Alibaba with its Taobao and Tmall marketplaces, Tencent owns two major platforms: QQ and WeChat. QQ, which started as a clone of Western-based chat platform ICQ, is a desktop-based instant messaging platform. If you’re not sure what that means, think AOL Instant Messenger, but with way more features. QQ had 815 million monthly active users in 2014. However, rather than just adapting QQ to mobile, Tencent decided to build a new platform from scratch. In January 2011, it released WeChat, known in Chinese as Weixin ([image: Chinese_characters_Conclusion.eps]), which translates literally as “micro message.” By the middle of 2015, WeChat was the third most popular mobile messaging platform in the world; its 650 million monthly active users placed it behind only Facebook’s WhatsApp and Messenger platforms.32

				However, WeChat is the only one of these three messaging platforms that makes significant amounts of money. One industry estimate suggests that WeChat makes seven times more per user than WhatsApp, which makes only about $1 dollar per user through a yearly access fee.33 And, unlike Facebook, Tencent generates only a small amount of revenue through advertising. More than 80 percent of the Chinese company’s revenue comes from selling virtual goods, such as digital stickers, icons, emoticons, and avatars. The company also makes a lot of money by using its platforms to sell digital goods in its freemium games. (Imagine Zynga and Candy Crush, but in China; Tencent even has its popular own FarmVille clone, known as QQ Farm). In fact, in terms of revenue, Tencent is the largest gaming company in the world, with about 8 percent of the $70-billion-a-year global gaming market.34
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				WeChat—messaging platform

 				Although games and virtual goods remain the biggest revenue generators for Tencent, that’s not all you can do with WeChat. The platform has expanded over the last few years to include a growing number of marketplaces and services. In addition to playing games, users can pay bills, check their bank statements, send money to friends, donate to charity, read the news, find local shopping deals, buy movie tickets, and even book local services, such as doctors’ appointments or taxis—all within the WeChat app. Another moneymaker for WeChat is “red envelope” gifting, a common practice among family and friends in China around the Chinese New Year and at special events such as weddings, where people give money in red envelopes. WeChat created the ability to gift digital cash-filled “red envelopes,” which are deposited into the recipient’s mobile banking account. On Chinese New Year’s Eve (February 18) in 2015, an estimated 1 billion virtual red envelopes were sent using WeChat.35

				WeChat also added a development platform through what it calls “official accounts.” These accounts, of which there are an estimated 10 million, function as mini-webpages, or “lightweight apps,” within the WeChat app. Users connect with them the same way you would follow a business or a celebrity on Twitter. The uses for official accounts are broad, with celebrities, personal blogs, banks, hospitals, drugstores, media outlets, Internet startups, and more all on the platform.36 Once they’re approved by WeChat, these accounts are able to process payments, answer direct messages and voice messages, and access the location of users that have added them. WeChat even has search and an app store to help users sort through all of these apps. Think of these official accounts as mini-websites within WeChat or Facebook Pages on steroids.

				WeChat, then, has become a kind of über-platform, a “platform to rule all platforms,” as several outlets have described it. It supports a wide ecosystem of platforms and services outside of just messaging. WeChat’s success in China has led many industry analysts to predict that this model eventually will take over in the West as well. So far, this hasn’t been the case, but that could all be about to change.

 				In 2015, Facebook announced at its annual F8 conference that it plans to make Facebook Messenger into a development platform that will connect businesses and apps with consumers, much the way WeChat already does in China. One of the first companies to announce an official integration with Messenger was pro.com, one of the leading home-services marketplaces in the United States. Given Messenger’s huge user base, other businesses will surely follow. However, given their bad experience with Facebook’s last attempt at a development platform (remember what happened to Zynga), many developers are still wary.

				Additionally, replicating WeChat’s model in the United States will be a big challenge. In China, the app store market is very fragmented, with about a dozen such stores having market share of 5 percent or more. Other than Apple’s iOS App Store, most of these app stores are operated by Android phone manufacturers in China. Because Google has very little presence there, Chinese phone manufacturers don’t use Google’s Android. This means they don’t have access to Google Play Services, the set of apps and development services that Google owns and controls, and they don’t use the Google Play store. Instead, almost all these manufacturers use open-source Android (what’s known as AOSP, or Android Open Source Project). As a result, there are numerous Android app stores, each owned by a different company. The largest of these is Tencent’s Myapp, which tops out at a market share of about 25 percent.37 Other popular app stores include 360 Mobile Assistant, owned by Qihoo 360, Baidu Mobile Assistant, owned by search platform Baidu, and the MIUI App Store, owned by China’s top Android phone maker, Xiaomi. In this fragmented environment, WeChat has stepped in to become a primary aggregator for other apps and businesses, both linear and platform alike. However, the situation in the United States is very different; Google’s Play Store and Apple’s App Store effectively enjoy a duopoly as the primary app development platforms. Facebook would love to leapfrog the operating system, the same way WeChat has, and become the primary platform where people interact with businesses and each other. (The abortive Facebook Home was the company’s first attempt at accomplishing this goal, but Messenger seems much more likely to succeed.) However, given that Apple and Google already serve this role in the United States, Facebook will have a much harder time replicating WeChat’s dominance domestically.

 				WeChat’s success has also led some experts and entrepreneurs to suggest that the platform-of-platforms phenomenon will emerge in other sectors. Specifically, it is believed that the so-called on-demand economy, which includes companies such as Uber, GrubHub, Handy, and delivery platform Postmates, eventually will be aggregated within one “superplatform” that integrates all these platforms via their APIs. However, in reality, this is unlikely to happen because rival platforms rarely play nice. When Twitter tried to build on Facebook’s social graph by allowing users to import Facebook friends, Facebook revoked Twitter’s access to that API. Similarly, in China, Alibaba and Tencent are locked in an ongoing platform war, with each shutting the other out of its ecosystem. This phenomenon isn’t new. Back when eBay was first building its marketplace, several competitors tried to aggregate listings from eBay and other auction sites, but eBay cut off their access, and these aggregators quickly withered away.

				Instead, it’s most likely that separate platform ecosystems will develop. These ecosystems are the platform equivalent of old-school conglomerates. However, rather than buying up a number of companies in related industries, these ecosystems focus on creating businesses that cover multiple platform types. Google, for example, has Google Search (which encompasses both content and shopping, even if it doesn’t do the latter particularly well), Android and the Google Play Store, Android Pay (as well as Google Wallet), Waze, Hangouts, and more. Its one glaring hole has been a social networking platform, which explains its repeat failed attempts at building one (e.g., Orkut, Google Wave, and Google+). Google has also experimented with services marketplaces, including Google Express, and is toying with the idea of an eventual Uber competitor that uses self-driving cars.

				Similarly, Apple has iTunes, iOS and the App Store, Apple Pay, and iMessage, among others. And although Facebook started as a social networking platform, it has expanded to include content platforms (Instagram and Facebook Pages), messaging platforms (Messenger and WhatsApp), and development platforms, as well as a number of experiments with product and services marketplaces. Finally, Amazon has the Amazon Marketplace, Amazon Payments, Amazon Web Services, Fire TV, and the Kindle, which includes both a content platform (for books and digital content) and an Android-based development platform (for apps). The e-commerce company is also looking at expanding into services marketplaces with its Home Services marketplace.

 				In China, the outcome has been similar, with the dominant platform ecosystems controlled by Baidu, Alibaba, and Tencent, collectively referred to in China as BAT. Like their U.S. counterparts, each of these company’s ecosystems includes many overlapping and competing platforms. In payments, for example, there’s Alipay, Tenpay, and Baidu Wallet. And after Alibaba’s acquisition of video platform Youku Tudou, each has its own streaming video platform as well. Meanwhile, Alibaba has created a WeChat competitor, Laiwang, while Tencent has invested heavily in JD.com, Alibaba’s largest competitor in ecommerce. Similarly, each company has its own Android app store and its own investments in services marketplaces in China’s rapidly growing on-demand economy. The result, as in the United States, is a collection of large but mostly incompatible platform ecosystems, each owned and orchestrated by a dominant platform holding company.38

				Although each platform has an area where it effectively has a monopoly—Alibaba in ecommerce, Tencent in messaging and gaming, Baidu in search—the presence of these rival ecosystems means that each platform faces a constant competitive threat. But competition in a world dominated by platform monopolies looks very different from competition in the past. In the twentieth century, competition happened primarily between rival companies within one industry. Today, it happens across industries. The fiercest competition will be between incompatible, rival platform ecosystems and the networks of businesses they support. Platforms that fail to grow into their own larger ecosystems will slowly fade away, either by running into financial trouble (Foursquare, Groupon, Yelp), or becoming acquisition fodder for larger platform companies (OpenTable, Waze, Tumblr).

				The upshot is that no one is safe for long. A platform that has a monopoly position within its industry is vulnerable to competitors that can tap into or steal away its network, even if these competitors operate in seemingly unrelated industries today. Google’s entry from search into mobile operating systems with Android is just one example, but, as more platform ecosystems mature, there will be many more.

				How to Spot Platform Opportunities

 				Our goal in chapters 1–4 was to convey the importance of platform companies in our economy, both today and in the future. In effect, we wanted to share with you the insight that drove us to transform Applico from a simple app developer into a Platform Innovation company, involved in all aspects of building and growing platform businesses. By now we hope we’ve accomplished that task.

				We also wanted to share how platforms work and, just as important, how they differ from old ways of doing business. This was the focus of chapters 5–8. The next step is to start applying these insights to the world around you. To help you begin, we want to leave you with advice on how to spot potential platform opportunities. Whether you work at a large corporation, are working at or thinking of creating a startup, or just want to understand the evolution of the growing platform economy, these tips will help you see which industries platform business models are primed to disrupt next. As we covered in chapter 2, technological change is a big part of why platforms are so successful today. However, that doesn’t mean that the next wave of technological change will lead to a shift away from platform business models. In fact, we would suggest the opposite. As we explain in more detail soon, the next generation of connected technologies will enable the creation of even more platforms, not fewer. Platforms are here to stay. Take advantage of what you’ve learned in this book, as well as the next tips, to use this knowledge to your benefit.

				1. Look for Technology that Reduces Transaction Costs and Removes Gatekeepers

				Look for industries where technology can reduce high transaction costs or remove high-cost gatekeepers. In many cases, you’re looking for transactions that can be automated and run by algorithms. The more you can use technology to reduce transaction costs, the more opportunity you’ll have to add value to both sides. The ultimate goal is to remove entire steps from the transaction. Remember, transaction costs aren’t always about money. They also include time and effort, among other things. So if you can remove the need to (for example) make a phone call in favor of tapping a button on a smartphone, you’re moving in the right direction. However, you’re not just looking to make a product or service more convenient or easier to use; you’re looking to make it cheaper too. The addressable market for a service that’s more convenient at a higher price point is much smaller than the market for one that’s both cheaper and more convenient.

 				As we covered in chapter 3, the healthcare industry is a great example. ZocDoc, a platform for booking doctor’s appointments, was one of the earliest platform success stories in the industry. For doctors, ZocDoc reduces the need for back-office staff to handle patient scheduling. The platform makes it easy for doctors to manage their availability and offer open time slots to patients. Similarly, patients no longer need to call the doctor’s office to make an appointment. They can make an appointment at any time with the push of a button. The platform also automates much of the paperwork involved (such as insurance information and medical history), so patients don’t need to get to the office early to grab a clipboard and fill out a stack of forms.

				Similarly, Uber removed the need for dispatchers to coordinate drivers and passengers. Uber’s matching algorithm accomplishes this task far more efficiently. In some cases, technology will have a much bigger impact on one side of your network. For example, e-commerce in China existed before Alibaba. But its Taobao marketplace allowed merchants to set up a shop without having to build their own website or worry about attracting customers. Alibaba made both of these things easier and cheaper for its producers. In return, consumers got access to a wider variety of products, but the biggest reductions in transaction costs came on the producer side.

				2. Look for Implicit or Underserved Networks

				Now that you know the potential of networks, look for them everywhere you go. As LinkedIn CEO Reid Hoffman said, once you start to truly see networks, the way you operate changes.39 However, building a network is hard work. So we suggest you cheat. Don’t try to build a network out of nothing. Build on top of existing networks and behaviors, just as Facebook did in building a college-based social networking platform on top of its users’ real-world relationships. Mark Zuckerberg built Facebook because he thought Harvard was too slow in making its (analog) student facebook available online. He capitalized on this huge but underserved network of students who wanted an easier way to connect with each other.
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				GrubHub—services marketplace platform

 				Another great example here is GrubHub. The food-delivery platform hit the jackpot by connecting hungry diners who don’t want to get off the couch with restaurants that want more business. Consumers were already ordering out from restaurants, but GrubHub removed a lot of the friction from the transaction. No more hoarding stacks of menus. No more having to worry if the person on the other end of the phone got your order right. No more wondering when you could expect your food to arrive. GrubHub took this implicit network of restaurants and diners and made it explicit through its platform. More recently, other platforms have continued this trend by taking a different angle and focusing just on delivery. Restaurants that don’t have the staff to support delivery can partner with Postmates, for example, to let customers order remotely.

				Another way to spot implicit networks is to look for untapped sources of supply. If you can take this unused supply and bring it into a formal community or marketplace, you can generate a lot of previously unrealized economic and social value. The more untapped supply you can bring into the market, the more value you can bring to your users by opening it up. Airbnb did this by enabling homeowners to rent out their unused home or apartment, or even just their couch. Because Airbnb built the market and grew the network, all of that unused space is now available, to the delight of travelers around the globe. Apple’s iOS platform also brought untapped supply into its marketplace, though in a slightly different manner. Apple saw the potential of a network connecting app developers and consumers. But there was one key difference: This source of supply didn’t exist yet.

				Before iOS and the App Store, mobile apps didn’t exist on a large scale. There was tremendous pent-up demand on the developer side, but Apple first had to recognize the value that third-party apps could bring to the table. After Apple made it easy for developers to create apps, its platform quickly vaulted ahead of the competition. Just as Apple did, you should look for potential complementary products that can add value to your core business, even if these complements aren’t available yet.

 				3. Look for Large, Fragmented Sources of Supply

				Finally, look for large, fragmented sources of supply. You want your potential supply to be large, because small industries often don’t have enough scale to justify building out a network. And you want it to be fragmented, because the supply in consolidated industries won’t see a need for you.

				At the tail end of the dot-com bubble, business-to-business (B2B) marketplaces were all the rage. More than 1,500 B2B exchanges were established between 1995 and 2001.40 Industry experts predicted astronomical success for these companies. In 2000, Gartner Group predicted that, by 2004, the total transaction volume handled by these marketplaces would reach $7.3 trillion. Not to be left out, Goldman Sachs predicted that this number would be $4.5 trillion by 2005.41 With the music playing, the venture capitalists got up to dance, pumping hundreds of millions of dollars into various marketplaces, such as Chemdex (biotech), Ariba (corporate procurement), Covisint (automotive), Elemica (chemical), and Agentrics (retail). Yet by 2001, almost all of these marketplaces had collapsed. The lucky ones had survived by becoming linear software-based solutions for large companies. The predicted trillions of dollars in economic activity never materialized, and hundreds of millions in investment was wiped out almost overnight.

 				What happened? The suppliers never showed up. There was demand on the consumer side, but sellers in industries that were largely consolidated into a few dominant suppliers saw these marketplaces as superfluous. They were worried about comparison shopping driving down prices, and they saw no need to aggregate customers when they already had well-established channels to sell to many of them. Dell Marketplace, which opened in late 2000, was a typical example. Customers could buy Dell computers, servers, and related hardware as well as office products from selected suppliers. Yet months later, in February 2001, the marketplace closed down. Dell chalked it up to a lack of consumer interest, but that wasn’t the real problem. Only three suppliers signed up to sell products to consumers in the four months that the marketplace was in operation.42 Without suppliers, none of these businesses was able to build a liquid marketplace. They were stores without inventory. Buyers showed up but quickly left when they found out there was little or nothing to buy.

				The failure of these B2B marketplaces is a sharp contrast to the one major success story in B2B ecommerce from the dot-com era: Alibaba. Alibaba took a very different approach from these other marketplaces. Rather than going after large, consolidated industries, it went after small businesses. This strategy was the brainchild of Alibaba’s founder and CEO, Jack Ma. Ma’s vision was that “the revolutionary significance of the Internet is that it will enable small enterprises to operate independently.” He wanted to be a savior to China’s countless small and medium-sized enterprises by bringing them into the Internet era. “Asia is the largest supplier base in the world for exports,” Ma said. “Among the great density of small companies here, most do not have channels to the large trading companies. Most have no way to reach a market. Simply by going through our Alibaba network, they can get access to all of America and Europe.” He compared these businesses to “grains of sand on a beach. The Internet can glue them together. It can make them into an invincible force that is able to up against the big stones.”43 As it turned out, Ma was right. By unifying China’s huge, fragmented small-business market, he was able to build a digital empire and grow the country’s e-commerce sector. Similarly, a key part of Uber’s success was that it went after an industry that had a large fragmented supply. By unifying all of this supply into one network, Uber made it much easier for consumers to get a ride and made it much simpler for drivers to find paying passengers. Passengers get to their destination faster, and drivers get more business.
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				ClassPass—services marketplace platform

 				However, one of the most interesting examples is ClassPass. Founded by current CEO Payal Kadakia, ClassPass originally started as a SaaS solution for local fitness venues, but early sales disappointed. The idea evolved into what ClassPass is today: a platform that allows users to pay a flat monthly subscription fee for access to fitness classes at any gym in the ClassPass network. As the company’s website puts it: “Thousands of classes. One Pass.” ClassPass aggregated the many fragmented local fitness options available to consumers and provided them with one platform to get access to all of them. A big part of how ClassPass built this network was by focusing on monetizing these gyms’ spare inventory. Many fitness classes run at well below capacity. ClassPass allowed gyms to offers up this spare inventory to consumers through its platform. (Notice that the platform taps into multiple platform opportunities—it’s also activating an underserved network by opening up previously untapped supply. This is a good sign.) Gyms get new business and consumers get access to lots of different classes for a much lower price than if they bought classes individually.

				Where to Look Next

				Remember to look for these three factors when you’re trying to spot platform opportunities: technology that reduces transaction costs and removes gatekeepers; implicit or underserved networks; and large, fragmented sources of supply. One of these factors can be enough to enable the growth of a successful platform business, but the more boxes you can tick off, the better. But remember that although the opportunity to build valuable platform businesses is real, timing matters. So where should you be looking to next? Well, there are a few industries where the three factors are starting to converge

				The first industry is health care, which we’ve touched on at several points in this book. Here you have platforms connecting doctors and patients in new ways, like Doctor on Demand, Teladoc, and ZocDoc. However, these platforms are just going after the low-hanging fruit. There’s still a tremendous amount of waste and inefficiency in the healthcare sector, especially in the United States. And wherever there’s waste and inefficiency, there’s a platform opportunity. For instance, although they’re relatively popular with casual consumers, wearable health devices are just starting to make their way into formal health care. These devices offer tremendous potential for improving patient wellness. But in order for them to be useful, a platform will need to build a unified network of doctors and patients. Despite the recent entrance of Silicon Valley heavyweights Apple and Google, this market is still wide open.

 				Additionally, many more platforms focused on the enterprise healthcare market are likely to emerge as connected technology infuses the industry further. One example in this market is Figure 1, which is essentially Instagram but for doctors. It connects doctors with others who may have more expertise about a particular issue. Doctors get access to a large expert network; as a result, patients get better care. Regulations could significantly slow changes in health care, but the sector is clearly ripe for change. Fortunately, at least for now, user-generated content is not governed by HIPAA. As a result, we’ve seen greater innovation with platforms leveraging new data sources such as Apple Health and the aforementioned Figure 1. However, the FDA may be trying to expand HIPAA to also cover user-generated health data, which would severely limit the utility of many platforms in the sector. Still, as technology (and regulations) changes, there will be many more opportunities for platform business models to help improve patient outcomes.

 				The next sector where big changes are happening is the Internet of Things. If you’re not familiar with it, the Internet of Things is an envisioned future where machines communicate directly with other machines rather than people. The idea is that Internet-enabled devices, such as cars, buildings, or electronics (really, any device you can imbed with a sensor), will exchange data directly with other devices. Any object could be connected and communicate with other devices in an intelligent manner. The hope is that devices will become context-aware and be able to respond or adjust dynamically to different users or situations. This idea has been hyped but not really solved. Security and privacy remain big issues. For example, there’s a popular Twitter account whose name is “Internet of Shit.” Its tagline is: “Have all of your best appliances ruined by putting the Internet in them!” One tweet jokes: “Wait endlessly while your toilet does software updates!” However, assuming these issues get ironed out (an admittedly large assumption), the industry has big potential. And wherever the Internet of Things is successful, you’ll find platforms at the center of it. In order for all these devices to communicate, they need to be able to talk with one another and exchange information. This task is more complicated than it sounds, as there are myriad protocols, standards, and technologies that these devices use that are incompatible with each other. In other words, there are lots of devices that are all speaking different languages. A development platform is needed that can coordinate all of these fragmented resources and set the rules around machine-to-machine interaction. The challenge is getting most users to agree on one platform, as there are many platform competitors out there currently. (This situation is a classic example of excess fragmentation leading to lost value.)

				The growth of the Internet of Things will have a big impact that spreads beyond just the platforms themselves. Insurance companies are starting to offer better rates based around users’ ability to drive safely or their ability to monitor users’ homes. Farther down the line, driverless cars will be a big part of the Internet of Things. And they will likely be connected by one or two dominant development platforms. Apple and Google have both made big moves in this space over the last year, so they are currently leading contenders. Uber is another. Travis Kalanick, the company’s founder and CEO, has already said on the record that Uber intends to build on driverless car technology. To that end, in February 2015, Uber effectively bought out the entire robotics department at Carnegie Mellon University. (Yes, really.) The company likely will start by introducing driverless cars into its fleet to help prove out the market and construct a regulatory regime around the new technology. However, once Uber accomplishes this, it’s unlikely that the company will simply own and operate its own armada of vehicles. It’s not clear why a logistics and transportation platform would want to radically alter its business model in favor of owning a fleet of rapidly depreciating physical assets that also come with the downside of serious liability concerns.

 				The potential in the industrial sector of the economy to improve efficiency is enormous. Industry reports on the Internet of Things typically make astronomical predictions. For example, Gartner predicts that we’ll have 25 billion connected “things” in use by 2020, not including PCs, laptops, and smartphones, which it predicts will make up an additional 7 billion devices. This total will be up more than 500 percent from an estimated 4.9 billion things at the end of 2015. Gartner also suggests that the Internet of Things will generate an additional $1.9 trillion in economic value by 2020, while market research and consulting firm International Data Corporation places this number at a more sanguine $8.9 trillion.44

				However, most of this value won’t be created or captured by the makers of the “things” themselves. The real value will be in the platform that ties all of these things together. Interestingly, General Electric, the most linear of companies, is leading the way here by building out its own network to connect and monitor all of its hardware devices in the field. Given that this part of the economy typically is dominated by a handful of large companies in each industry, it may be a while before a winning development platform emerges. No company will want to use a competitor’s platform for fear of getting “Samsunged” in the future as its products become commoditized and the platform grows in value.

				Finally, we turn to finance. Finance is an industry that most people associate with large banks or money management firms. However, a host of platform startups have opened the industry to new kinds of consumers who haven’t had access to sophisticated investment products before. In the startup realm are platforms such as AngelList, which enable people to invest in startups on a small scale. Many of these investors now have access to deals they never would have gotten in the past. Peer-to-peer lending is also big. Lending Club was the early success story in this area, but other more industry-specific competitors have emerged over the last couple of years. One example is SoFi (also called Social Finance), which focuses on peer-to-peer lending for student loans, mortgages, and personal loans. However, these platforms are just scratching the surface. The biggest potential disruption of the finance industry comes from the already-legendary Bitcoin.

 				What is Bitcoin? If you want to get into an argument with your tech-savvy friends, just start talking to them about this topic. The simple answer is that it’s a new kind of digital money. But the reality is a lot more complicated than that. Bitcoin is controlled by a programming protocol that determines how new bitcoins enter circulation and how new transactions get verified. Bitcoin is usually considered a currency, but some economists think it looks more like a commodity—a sort of digital gold. Like a commodity, it’s subject to wide swings in price based on speculators investing in the bitcoin market. And like gold, bitcoins are scarce. The Bitcoin protocol limits the number of new bitcoins that come into circulation each year. This number will automatically halve over time until a total of 21 million bitcoins are in existence. Then the issuance of new bitcoins will stop completely.

				Additionally, unlike almost all currencies currently in existence, Bitcoin isn’t controlled by any government. It’s also completely anonymous. (Well, more accurately, it’s pseudonymous—senders have to have an address to send bitcoins to.) As a result, many, particularly those who possess a more libertarian bent, view Bitcoin as the technological equivalent of the second coming. They see it as an “unregulated” currency that will help wrest economic control away from governments. It’s unclear whether this actually will occur. We would suggest that such an outcome is unlikely. However, that doesn’t mean Bitcoin doesn’t have revolutionary potential.

				Bitcoin the currency is based on a technology called the blockchain, although the two terms are often used synonymously. The blockchain is a novel way of transferring a digital message from one party to another, where both parties can count on the integrity of the message—even if they don’t trust, or know, each other. Essentially, the blockchain is a ledger of transactions that keeps a record all previous transactions in one place. Each “block” in the blockchain requires a record of recent transactions as well as a string of letters and numbers (called a hash), which is produced using cryptographic algorithms.

				People who generate these blocks are called miners. Miners are people (or, usually, people who own servers) that run the Bitcoin software and randomly generate hashes. Each miner is competing to produce a hash with a value below a certain target difficulty to complete a new block in the blockchain. The first miner to accomplish this task receives a reward, which is currently twenty-five bitcoins. Once the protocol stops issuing new bitcoins, miners likely will be supported by small transaction fees. This reward incentivizes people all over the world to spend time and money (the energy cost of running servers that mine for bitcoins is not insignificant) verifying transactions that they otherwise have no interest in.

 				Many Bitcoin enthusiasts view the blockchain as the solution to pretty much everything. They also see it as the undoing of today’s dominant platform companies, because the blockchain makes its network’s data open and portable to any other network. However, we think this crowd tends to overstate their case. The blockchain solves a very particular problem: It allows you to trust that the message you’re sending will reach the intended recipient uncompromised. But it doesn’t tell you whether you should trust that person in the first place. Or, if you’re dealing with a physical product or service, whether that person will deliver what you’re paying for. Or what to do if you need to resolve a dispute between the transacting parties. The blockchain solves only one small component of trust. As we’ve shown throughout this book, platforms play a very active role in constructing their marketplaces and communities, and in most cases the blockchain addresses only a very small part of what these platforms do.

				Rather than ending the dominance of platforms, we would suggest that the growth of blockchain technologies will be accompanied by the emergence of many new platform companies. Like HTTP and the Web before it, the blockchain will create a decentralized infrastructure that provides the opportunity for new markets and communities to emerge. But most of these new opportunities won’t take shape without a platform company orchestrating them and capitalizing on their potential. (Think about where the Web would be without a search platform like Google helping you make sense of it.) Some of these new companies may displace existing platform monopolies, but platforms will remain the dominant business model.

				However, Bitcoin’s impact still may be significant, especially within the world of finance. The blockchain cures the biggest issues that have traditionally haunted digital money: counterfeiting, double spending, and reliance on a central authority to process transactions. The blockchain turns the entire network of Bitcoin miners into a source of truth. Miners compete with each other to be first, and then others verify the result. In order to produce counterfeit transactions, you’d need to fool the majority of the network. Because the blockchain operates based on consensus, you’d need to control greater than 50 percent of the processing power in the entire network in order to produce a successful counterfeit block. Given the large (and growing) number of bitcoin miners out there, this is currently a borderline impossible task. If one miner were to gain control of a significant portion of the network, the entire blockchain would be endangered. But thus far this hasn’t been a real threat.

 				Currently, Bitcoin is by far the largest blockchain network. However, many others (often collectively referred to altcoins) make small alterations to the Bitcoin protocol to adapt it for other uses. But as the nature of the blockchain suggests, a larger blockchain network is a more useful and more secure one. As a result, at present, Bitcoin is effectively the only game in town. However, there are signs that this could change in the near future. For one, Bitcoin experienced its first major governance crisis at the beginning of 2016. While governance of the Bitcoin network is putatively decentralized, the handful of individuals who have access to and the ability to modify Bitcoin’s source code have an outsized influence. At the beginning of 2016, a few of these individuals resisted change to the Bitcoin protocol and effectively prevented changes that could increase the transaction capacity of Bitcoin’s network. While this governance crisis could be resolved in the future, the lack of a formal governance model for changing the Bitcoin protocol could hamper Bitcoin’s growth. Additionally, at the end of 2015 the Linux Foundation announced that it will begin work on a project, backed by a consortium of major firms including J.P. Morgan, Wells Fargo, and the London Stock Exchange, to develop an open-source blockchain designed specifically for use by global banking and financial institutions. It will likely take some time for this effort to gain steam, but given its backing it could become a competitor to the Bitcoin network in the future.

				For now, the good news is that Bitcoin is effectively an open development platform. Anyone can create applications that tap into the Bitcoin network. This is a stark contrast to almost all existing payment protocols, such as Automated Clearing House (ACH), which are tightly regulated and inaccessible to developers. Bitcoin also is much quicker and more secure than most existing alternatives. Now, most of these financial regulations exist for good reason—for example, to prevent fraud, money laundering, and other criminal activities. But the blockchain could be the wedge that cracks open the overly concentrated financial sector. Because Bitcoin allows developers to build on top of the blockchain protocol, it enables countless new uses of the underlying technology. Just as Apple’s iOS platform created a world where “there’s an app for that,” we may soon be in a world where “there’s a Bitcoin app for that.”

 				Today, there’s an enormous ecosystem of blockchain-based startups that are building new applications tapping into Bitcoin’s blockchain as a way of verifying transactions. But these startups also put the blockchain to radically new uses. Companies are working on everything from Bitcoin-based marketplaces and social networks to entirely new ways to record and track digital copyright on the Internet. And startups aren’t the only organizations to see Bitcoin’s potential. Recently, banks and financial services companies have started to get into the game. In June 2015, Santander Bank issued a report that estimated that blockchain technologies could reduce banks’ infrastructure costs by as much as $20 billion a year by 2022.45 But Santander isn’t alone. Companies that have recently made investments in bitcoin startups or initiatives include Goldman Sachs, American Express, BBVA, Capital One, MasterCard, Nasdaq, the New York Stock Exchange, Citibank, and IBM.46 This is in addition to the tsunami of venture capital money that has started pouring into blockchain-based startups.

				With so many new players getting into finance and new technologies threatening to change the infrastructure underlying the entire industry, the highly concentrated financial sector could be in for a bit of turbulence. The potential to reduce transaction costs and remove high-cost gatekeepers is enormous, as is the opportunity to unify the more fragmented world of financial services professionals in one network or to activate untapped demand for more sophisticated investment opportunities. The next decade could see a number of as-yet-unknown platforms disrupt the industry in new and surprising ways. This future isn’t guaranteed—both Bitcoin and most financial tech startups still face significant regulatory risk. And big banks have little incentive to play nice and no reason to not press the existing regulatory regime to their advantage. But for the first time in a long time, the opportunity for real change in the financial sector is here.

 				All of these sectors—health care, the Internet of Things, and finance—are already changing due to the influence of platform companies. But there are many more major platforms to come in each industry. We wish you the best of luck in making the most of this platformed future. Using the knowledge you’ve gained from reading this book, you will be well prepared to deal with whatever change comes your way. We urge you to seek out platform opportunities wherever they lie. The biggest long-term opportunities are likely those that are impossible to identify today. Just as Bitcoin and the blockchain have created the possibility of change in the financial sector, new technologies will bring new chances for innovation. And, as always, platforms will be at the heart of it all.
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				A Word from the Authors

				Thank you for reading Modern Monopolies. We hope you enjoyed reading the book and learned a lot in the process. There’s a lot more to say about platforms, as the platform economy is always evolving. To get the latest platform innovation news, visit our blog and subscribe to our weekly newsletter at http://www.applicoinc.com/.

				We also hope that you will apply the knowledge you learned from this book to your own business. As a thank you for purchasing this book, and to help you on your own entrepreneurial journey, we offer a few free tools and resources for platform businesses at http://www.applicoinc.com/modernmonopolies. There you can find a high-res version of the platform ecosystem diagram and other graphics from the book, a downloadable version of the glossary of platform terms, an updated and platform-specific version of the classic business model canvas that we created specifically to help our platforms clients, and more. We encourage you to use these tools to shape and organize your thinking around your platform business. Our clients have found them very helpful, and we hope you will too.

			

		

	
		
			
 				Glossary of Platform Terms

				Audience Building—One of the four functions of a platform. A platform has to build a liquid network by attracting a critical mass of consumers and producers.

				Chatroulette Rule of the Internet—When left unchecked, a network of sufficient size will naturally deteriorate in its quality of users and usage (e.g., naked men sitting in front of a camera).

				Chicken-and-egg Problem—A coordination problem that makes it difficult for platforms to acquire their first users. Initially, for most users the cost of joining a platform exceeds the value they can get out of it. In fact, the value of joining the network is often negative early on. If the network were sufficiently large, both consumers and producers would happily join. But most users on either side of the network aren’t willing to join when the network is small. There are seven ways to solve the chicken-and egg problem:

				
						Provide Security through a Large, Up-front Investment

						Cooperate with Industry Incumbents

						Act as a Producer

						Tap into an Existing Network

						Attract High-Value or “Celebrity” Users

						Target a User Group to Fill Both Sides

						Provide Single-User Utility

				

				Commoditization Level—The complexity of the core transaction within a given platform type. Within each type, platforms exist on a spectrum of commoditized to non-commoditized. Commoditization level has a big impact on platform design.

				Communication Platform—See “Platform Type.”

				Connected Revolution—The economic and social transformation that occurred at the beginning of the twenty-first century with the spread of connected technology.

 				Content Platform—See “Platform Type.”

				Core Transaction—The set of actions consumers and producers must complete in order to exchange value. The core transaction on every platform includes the same four basic steps: create, connect, consume, and compensate.

				Critical Mass—The point where the value of the network exceeds the cost of joining for most users. Once a network reaches sufficient size, its network effects starts to pull in new users and growth takes off.

				Economies of Scale—Cost savings gained by increasing the volume of production, typically within a linear business. The idea was popularized in the 1970s by Bruce Henderson, founder of the Boston Consulting Group. The opposite of this idea, diseconomies of scale, arises when costs rise rather than decline as a business increases production.

				Exchange Platform—A platform that provides value primarily by optimizing exchanges directly between a consumer and a producer. The matching intention for exchange platforms always has a limited, discrete value, typically 1:1. Exchange platforms include services marketplaces, product marketplaces, payments platforms, investment platforms, social networking platforms, communication platforms, and social gaming platforms.

				Four Functions—The four activities that a platform engages in to support the core transaction. These are: audience building, matchmaking, creating rules and standards, and providing tools and services.

				Indirect Network Effect—A network effect between two separate user groups, for example, consumers and producers. Also called a “cross-side” network effect. This effect creates a positive feedback loop between both sides of the network.

				Investment Platform—See “Platform Type.”

				Linear Business—A company that creates a product or service and sells it to a customer. Value flows linearly and in one direction through the company’s supply chain.

				Liquidity—A term from financial markets that expresses how likely a market is to facilitate a transaction. A platform is considered liquid when there’s enough overlap in supply and demand that most transactions can clear quickly.

				Maker Platform—A platform that create values by enabling producers to create complementary products and broadcast or distribute them to a large audience. The matching intention for maker platforms is theoretically infinite, or 1:Many. Maker platforms include content platforms and development platforms.

				Marginal Cost—The cost to a business of producing the next unit of inventory. Platforms benefit from near-zero marginal cost at scale.

 				Matching Intention—The maximum number of units of an item that a producer can exchange at a given time.

				Matchmaking—One of the four functions. A platform has to connect the right consumers with the right producers in order to facilitate exchanges and interactions.

				Metcalfe’s Law—The theory that the value of a network is proportional to the square of the number of connected users in a system (roughly, network value = n2). As more users join a network, the number of possible unique connections within the network grows according to the function: (n2–n)/2, where n represents the number of users. As the number of possible connections gets very large, this mathematical function approaches a limit of n2.

				Monetary Subsidies—Giving money to consumers or producers to incentivize them to join a network, either directly or indirectly. One of the three ways platforms subsidize value for early users.

				Network Effect—When the behavior of one user has a direct impact on the value that other users will get out of the same service. Network effects can be either positive or negative (see “Reverse Network Effect”).

				Network Effects Ladder—A framework for understanding how to grow quality systematically as a network expands. The network effects ladder consists of five “rungs:” Connection, Communication, Curation, Collaboration, and Community.

				Path Dependence—A state that occurs when initial decisions and conditions affect subsequent decisions. For example, the types of users a network will attract in the future depend on the composition and behavior of that network’s existing users. In other words, growth in networks isn’t random. The path-dependent nature of networks makes platform design especially crucial early on.

				Payments Platform—See “Platform Type.”

				Platform Business Model—A business model that facilitates the exchange of value between multiple user groups, consumers and producers.

				Platform Type—A group of platforms in which the core transaction facilitates the same kind of value being exchanged. Figuring out which platform type a business model fits into is one of the first steps in platform design. There are nine platform types, which are listed below along with the type of value that defines their core transaction.

				
						Services marketplace: a service

						Product marketplace: a physical product

						Payments platform: monetary payment

						Investment platform: an investment (i.e., money exchanged for a financial instrument, be it equity or a loan, etc.)

						Social networking platform: a double-opt-in (friending) mode of social interaction

						Communication platform: 1:1 direct social communication (e.g., messaging)

						Social gaming platform: a gaming interaction involving multiple users, either competing or cooperating

						Content platform: a piece of content (a text article, photo, video, etc.)

						Development platform: a software program

				

 				Product Feature Subsidies—Creating special functionality for power users in order to increase loyalty and usage among these users. One of the three ways platforms subsidize value for early users.

				Product Marketplace—See “Platform Type.”

				Reverse Network Effect—When the behavior of one user negatively impacts or harms the experience of another user on a network.

				Rules and Standards—One of the four functions of a platform. A platform sets guidelines and rules that govern which behaviors are allowed or encouraged and which are forbidden or discouraged.

				Services Marketplace—See “Platform Type.”

				Social Gaming Platform—See “Platform Type.”

				Social Networking Platform—See “Platform Type.”

				Tools and Services—One of the four functions of a platform. A platform provides tools and services for users that support each step of the core transaction. Tools are self-service and decentralized while services are centralized and require continued involvement from the platform.

				Tinderface—A term for a swipe-based user interface, similar to the one used by Tinder.

				Transaction Cost—Costs incurred in making an exchange; the cost of participating in an interaction. Transaction costs fall broadly into three main categories. First is search and information costs, second is bargaining costs, and third is enforcement costs.

				User Sequencing—Deliberately prioritizing the acquisition of certain user groups that others will want to interact with. One of the three ways platforms subsidize value for early users.

				Value Chain—A tool for competitive analysis popularized by Michael Porter in his 1985 book, Competitive Advantage. The value chain is the set of activities that a linear business performs in order to deliver a valuable product or service to its customers.

				Value Ecosystem—The set of activities that a platform designs and performs in order to support its network and facilitate transactions. The value ecosystem consists of the core transaction and the four functions of a platform.
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