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Preface
Since its first release in 2001, Zabbix has distinguished itself from other monitoring solutions by providing great flexibility and performance. Hence, it is being used more and more by large companies. This doesn't mean Zabbix can't be used in smaller setups. As mentioned before, Zabbix is a very flexible monitoring tool that can start small and grow big. Monitoring more than 100,000 devices with Zabbix is no issue at all.
This book will show you how to set up Zabbix and configure it to your needs, be it in a small or a large setup.
What this book covers
Chapter 1, Zabbix Configuration, covers the entire installation of Zabbix from scratch. This includes installation of the Zabbix server and agent. At the end of this chapter is the procedure to install Zabbix in a distributed way.
Chapter 2, Getting Around in Zabbix, helps you discover the frontend, explains the Zabbix definitions, and shows you how to acknowledge triggers. To give you a better understanding of what is possible with your Zabbix setup, this chapter goes a bit deeper into the Zabbix architecture.
Chapter 3, Groups, Users, and Permissions, explains how to create hosts in Zabbix and split them in groups. This chapter also covers how to create users and user groups. Then it explains the different ways to authenticate and administer Zabbix.
Chapter 4, Monitoring with Zabbix, takes you to the next logical step— explaining every item that can be created in Zabbix, by making use of easy-to-follow recipes.
Chapter 5, Testing with Triggers in Zabbix, shows you how to build triggers in an easy way with the trigger constructor. This chapter also covers how to build more advanced triggers and how to test them.
Chapter 6, Working with Templates, explains what templates are and how to create, link, and nest them in Zabbix. This chapter also teaches you how to make use of macros in your templates.
Chapter 7, Data Visualization and Reporting in Zabbix, explains the different ways to visualize data in Zabbix by making use of graphs, screens, slideshows, and maps. This chapter also covers how to create reports and SLA reports in Zabbix.
Chapter 8, Monitoring VMware and Proxies, shows you how to monitor your VMware infrastructure. Then this chapter explains the different kinds of proxies and how to use them for monitoring.
Chapter 9, Autodiscovery, demonstrates how to discover hosts on your network with Zabbix and perform automation after the discovery. This chapter also introduces automatic registration of active agents and low-level discovery of items.
Chapter 10, Zabbix Maintenance and API, explains how to place hosts in your Zabbix in maintenance mode. This chapter also covers internal items in Zabbix, what to back up, and some performance considerations. Last but not least, it covers the Zabbix API and shows you how to add hosts with the API using examples.
Appendix, Upgrading and Troubleshooting Zabbix, is an overview demonstrating how to upgrade your installation, how to troubleshoot Zabbix, and some best practices to follow. This chapter teaches you some guidelines and talks about the upcoming Zabbix version. It also shows you how to interact with the community, as this will probably be the first point of contact when there are Zabbix-related issues.
What you need for this book
It is important to know that in this book, we've made use of Red Hat Enterprise 6.x or one of the forks such as CentOS. Most recipes will work on other distributions as well but, in some cases, you'll probably have to look for files in other locations. Where possible the book has been updated for the latest Red Hat release v7 as Zabbix support was added during the progress of this book.
In this book, we will show you how to monitor an IPMI device with Zabbix. Obviously, you'll need an IPMI-capable device, and the same goes for SNMP monitoring. In Chapter 8, Monitoring VMware and Proxies, we will talk about VMware monitoring. For that, you need to have VMware vCenter 4.1 or a later version.
Who this book is for
This book focuses on system administrators who have some basic experience or no experience at all with Zabbix. This book will guide you from the setup until getting messages about problems that have been found by Zabbix. It will be useful if you have some programming skills because in Chapter 10, Zabbix Maintenance and API, we'll talk about the API; but for the rest of the book, no programming skills are needed. This book shows you how to create items to monitor IPMI- and SNMP-capable devices, databases, and so on. Hence, wide knowledge of IT is certainly useful if you would like to learn how to monitor with Zabbix. After all, you need to understand first what you want to monitor before learning how to monitor it.
Conventions
In this book, you will find a number of styles of text that distinguish between different kinds of information. Here are some examples of these styles, and explanations of their meanings.
Code words in text, database table names, folder names, filenames, file extensions, pathnames, dummy URLs, user input, and Twitter handles are shown as follows: "Save the file in the /usr/src folder."
A block of code is set as follows:
# vi /etc/zabbix/zabbix_server.conf
DBHost=localhost
DBName=zabbix
Any command-line input or output is written as follows:
# yum install mysql-server zabbix-server-mysql
New terms and important words are shown in bold. Words that you see on the screen, in menus or dialog boxes for example, appear in the text like this: "The Media tab is the place where the user can add the media that he or she wants to use to get notifications."
Note
Warnings or important notes appear in a box like this.
Tip
Tips and tricks appear like this.
Reader feedback
Feedback from our readers is always welcome. Let us know what you think about this book—what you liked or may have disliked. Reader feedback is important for us to develop titles that you really get the most out of.
To send us general feedback, simply send an e-mail to <feedback@packtpub.com>, and mention the book title via the subject of your message.
If there is a topic that you have expertise in and you are interested in either writing or contributing to a book, see our author guide on www.packtpub.com/authors.
Customer support
Now that you are the proud owner of a Packt book, we have a number of things to help you to get the most from your purchase.
Errata
Although we have taken every care to ensure the accuracy of our content, mistakes do happen. If you find a mistake in one of our books—maybe a mistake in the text or the code—we would be grateful if you would report this to us. By doing so, you can save other readers from frustration and help us improve subsequent versions of this book. If you find any errata, please report them by visiting http://www.packtpub.com/submit-errata, selecting your book, clicking on the Errata Submission Form link, and entering the details of your errata. Once your errata are verified, your submission will be accepted and the errata will be uploaded on our website, or added to any list of existing errata, under the Errata section of that title.
To view the previously submitted errata, go to https://www.packtpub.com/books/content/support and enter the name of the book in the search field. The required information will appear under the Errata section.
Piracy
Piracy of copyright material on the Internet is an ongoing problem across all media. At Packt, we take the protection of our copyright and licenses very seriously. If you come across any illegal copies of our works, in any form, on the Internet, please provide us with the location address or website name immediately so that we can pursue a remedy.
Please contact us at <copyright@packtpub.com> with a link to the suspected pirated material.
We appreciate your help in protecting our authors, and our ability to bring you valuable content.
Questions
You can contact us at <questions@packtpub.com> if you are having a problem with any aspect of the book, and we will do our best to address it.
Chapter 1. Zabbix Configuration
In this chapter we will cover the following topics:
Introduction
We will begin with the installation and configuration of a Zabbix server, Zabbix agent, and web interface. We will make use of our package manager for the installation. Not only will we show you how to install and configure Zabbix, we will also show you how to compile everything from source. We will also cover the installation of the Zabbix server in a distributed way.
Server installation and configuration
Here we will explain how to install and configure the Zabbix server, along with the prerequisites.
Getting ready
To get started with this chapter, we need a properly configured server, with a Red Hat 6.x or 7.x 64-bit OS installed or a derivate such as CentOS. The book was written with version 6 but the commands have been updated for version 7, where needed.
It is possible to get the installation working on other distributions such as SUSE, Debian, Ubuntu, or another Linux distribution, but in this book I will be focusing on Red Hat based systems. I feel that it's the best choice for this book as the OS is not only available for big companies willing to pay Red Hat for support, but also for those smaller companies that cannot afford to pay for it, or for those just willing to test it or run it with community support. Other distros like Debian, Ubuntu, SUSE, OpenBSD will work fine too but the book would end up all cluttered with different kinds of setups for each distro. It is possible to run Zabbix on 32-bit systems, but I will only focus on 64-bit installations as 64-bit is probably what you will run in a production setup. However if you want to try it on 32-bit system, it is perfectly possible with the use of the Zabbix 32-bit binaries.
How to do it...
The following steps will guide you through the server installation process:
Now that our Zabbix repository is installed, we can continue with our installation. For our Zabbix server to work, we will also need a database for example: MySQL, PostgreSQL, Oracle and a web server for the frontend such as Apache, Nginx, and so on. In our setup, we will install Apache and MySQL as they are better known and easiest to set up. We will later see some alternatives in our book and how to install our server in a distributed way, but for now let's just keep things simple.
Tip
There is a bit of a controversy around MySQL that was acquired by Oracle some time ago. Since then, most of the original developers left and forked the project. Those forks have also made major improvements over MySQL. It could be a good alternative to make use of MariaDB or Percona. In Red Hat Enterprise Linux (RHEL) 7.x, MySQL has been replace already by MariaDB.
http://www.percona.com/.
https://mariadb.com/.
http://www.zdnet.com/article/stallman-admits-gpl-flawed-proprietary-licensing-needed-to-pay-for-mysql-development/.
The following steps will show you how to install the MySQL server and the Zabbix server with a MySQL connection:
# yum install mysql-server zabbix-server-mysql
# yum install mariadb-server zabbix-server-mysql (for RHEL 7)
# service mysqld start
# systemctl start mariadb.service (for RHEL 7)
# /usr/bin/mysql_secure_installation
Tip
In this book, we make use of MySQL because it is what most people know best and use most of the time. It is also easier to set up than PostgreSQL for most people. However, a MySQL DB will not shrink in size. It's probably wise to use PostgreSQL instead, as PostgreSQL has a housekeeper process that cleans up the database. However, in very large setups this housekeeper process of PostgreSQL can at times also be the problem of slowness. When this happens, a deeper understanding of how housekeeper works is needed.
MySQL will come and ask us some questions here so make sure you read the next lines before you continue:
You can now continue with the rest of the configuration by configuring our database and starting all the services. This way we make sure they will come up again when we restart our server:
# mysql -u root -p
mysql> create database zabbix character set utf8 collate utf8_bin;
mysql> grant all privileges on zabbix.* to zabbix@localhost identified by '<some-safe-password>';
mysql> exit;
# cd /usr/share/doc/zabbix-server-mysql-2.4.x/create
# mysql -u zabbix -p zabbix < schema.sql
# mysql -u zabbix -p zabbix < images.sql
# mysql -u zabbix -p zabbix < data.sql
Tip
Depending on the speed of your machine, importing the schema could take some time (a few minutes). It's important to not mix the order of the import of the SQL files!
# vi /etc/zabbix/zabbix_server.conf
DBHost=localhost
DBName=zabbix
DBUser=zabbix
DBPassword=<some-safe-password>
# service zabbix-server start
# chkconfig zabbix-server on
# chkconfig mysqld on
On RHEL 7 this will be:
# systemctl start zabbix-server
# systemctl enable zabbix-server
# systemctl enable mariadb
# tail /var/log/zabbix/zabbix_server.log
The output would look something like this:
# 1788:20140620:231430.274 server #7 started [poller #5]
# 1804:20140620:231430.276 server #19 started [discoverer #1]
If no errors where displayed in the log, your zabbix-server is online. In case you have errors, they will probably look like this:
1589:20150106:211530.180 [Z3001] connection to database 'zabbix' failed: [1045] Access denied for user 'zabbix'@'localhost' (using password: YES)
1589:20150106:211530.180 database is down: reconnecting in 10 seconds
In this case, go back to the zabbix_server.conf file and check the DBHost, DBName, DBUser, and DBPassword parameters again to see if they are correct.
The only thing that needs to be done is editing the firewalld. Add the following line in the /etc/sysconfig/iptables file under the line with dport 22. This can be done with vi or Emacs or another editor such as: the vi /etc/sysconfig/iptables file. If you would like to know more about iptables have a look at the CentOS wiki (link provided in See also section).
# -A INPUT -m state --state NEW -m tcp -p tcp --dport 10051 -j ACCEPT
People making use of RHEL 7 have firewall and need to run following commands instead.
# firewall-cmd --permanent --add-port=10051/tcp
# service iptables restart
# firewall-cmd --reload (For users of RHEL 7)
Always check if the ports 10051 and 10050 are also in your /etc/services file both server and agent are IANA registered.
How it works...
The installation we have done here is just for the Zabbix server and the database. We still need to add an agent and a frontend with a web server.
The Zabbix server will communicate through the local socket with the MySQL database. Later, we will see how we can change this if we want to install MySQL on another server than our Zabbix server.
The Zabbix server needs a database to store its configuration and the received data, for which we have installed a MySQL database. Remember we did a create database and named it zabbix? Then we did a grant on the zabbix database and we gave all privileges on this database to a user with the name zabbix with some free to choose password <some-safe-password>. After the creation of the database we had to upload three files namely schema.sql, images.sql, and data.sql. Those files contain the database structure and data for the Zabbix server to work. It is very important that you keep the correct order when you upload them to your database. The next thing we did was adjusting the zabbix_server.conf file; this is needed to let our Zabbix server know what database we have used with what credentials and where the location is.
The next thing we did was starting the Zabbix server and making sure that with a reboot, both MySQL and the Zabbix server would start up again.
Our final step was to check the log file to see if the Zabbix server was started without any errors and the opening of TCP port 10051 in the firewall. Port 10051 is the port being used by Zabbix active agents to communicate with the server. In Chapter 4, we will go deeper and understand the difference of active and passive agents. For now just remember, an agent can be either active or passive in Zabbix.
There's more...
We have changed some settings for the communication with our database in the /etc/zabbix/zabbix_server.conf file but there are many more options in this file to set. So let's have a look at which are the other options that we can change. Some of them will probably sound like a foreign language to you but don't worry, it will all become more clear later in this book.
The following URL gives us an overview of all supported parameters in the zabbix_server.conf file:
https://www.zabbix.com/documentation/2.4/manual/appendix/config/zabbix_server.
You can start the server with another configuration file so you can experiment with multiple configuration settings. This can be useful if you like to experiment with certain options. To do this, run the following command where the <config file> file is another zabbix_server.conf file than the original file:
zabbix_server -c <config file>
See also
Agent installation and configuration
In this section, we will explain you the installation and configuration of the Zabbix agent. The Zabbix agent is a small piece of software about 700 KB in size. You will need to install this agent on all your servers to be able to monitor the local resources with Zabbix.
Getting ready
In this recipe, to get our Zabbix agent installed, we need to have our server with the Zabbix server up and running as explained in Server installation and configuration. In this setup, we will install our agent first on the Zabbix server. We just make use of the Zabbix server in this setup to install a server that can monitor itself. If you monitor another server then there is no need to install a Zabbix server, only the agent is enough.
How to do it...
Installing the Zabbix agent is quite easy once our server has been set up. The first thing we need to do is install the agent package.
Installing the agent packages can be done by running yum as we have already added the repository to our package manager in the previous recipe Server installation and configuration. In case you have skipped it, then go back and add the Zabbix repository to your package manager.
# yum install zabbix-agent
# -A INPUT -m state --state NEW -m tcp -p tcp --dport 10050 -j ACCEPT
# firewall-cmd --permanent --add-port=10050/tcp
# service iptables restart
# firewall-cmd --reload (if you use RHEL 7)
The only thing left to do is edit the zabbix_agentd.conf file, start the agent, and make sure it starts after a reboot.
# vi /etc/zabbix/zabbix_agentd.conf
Server=<ip of the zabbix server>
ServerActive=<ip of the zabbix server>
That's all for now in order to edit in the zabbix_agentd.conf file.
# service zabbix-agent start
# systemctl start zabbix-agent (if you use RHEL 7)
# chkconfig zabbix-agent on
# systemctl enable zabbix-agent (for RHEL 7 users)
# tail /var/log/zabbix/zabbix_agentd.log
How it works...
The agent we have installed is installed from the Zabbix repository on the Zabbix server, and communicates to the server on port 10051 if we make use of an active agent. If we make use of a passive agent, then our Zabbix server will talk to the Zabbix agent on port 10050. Remember that our agent is installed locally on our host; so all communication stays on our server. This is not the case if our agent is installed on another server instead of our Zabbix server. We have edited the configuration file from the agent and changed the Server and ServerActive options. Our Zabbix agent is now ready to communicate with our Zabbix server. Based on the two parameters we have changed, the agent knows what the IP is from the Zabbix server.
The difference between passive and active modes is that the client in passive mode will wait for the Zabbix server to ask for data from the Zabbix agent.
The agent in active mode will ask the server first what it needs to monitor and pull this data from the Zabbix server. From that moment on, the Zabbix agent will send the values by itself to the server at regular intervals.
So when we use a passive agent the Zabbix server pulls the data from the agent where a active agent pushes the data to the server.
We did not change the hostname item in the zabbix_agentd.conf file, a parameter we normally need to change and give the host a unique name. In our case the name in the agent will already be in the Zabbix server that we have installed, so there is no need to change it this time.
There's more...
Just like our server, the agent has a plenty more options to set in its configuration file. So open the file again and have a look at what else we can adjust. In the following URLs you will find all options that can be changed in the Zabbix agent configuration file for Unix and Windows:
https://www.zabbix.com/documentation/2.4/manual/appendix/config/zabbix_agentd.
https://www.zabbix.com/documentation/2.4/manual/appendix/config/zabbix_agentd_win.
Frontend installation and configuration
In this recipe, we will finalize our setup with the installation and configuration of the Zabbix web interface. Our Zabbix configuration is different from other monitoring tools such as Nagios in the way that the complete configuration is stored in a database. This means, that we need a web interface to be able to configure and work with the Zabbix server. It is not possible to work without the web interface and just make use of some text files to do the configuration. It is however possible to work with the API, but that is something we will see later in Chapter 10.
Getting ready
To be successful with this installation, you need to have installed the Zabbix server, as explained previously. It's not necessary to have the Zabbix client installed but it is recommended. This way, we can monitor our Zabbix server because we have a Zabbix agent running on our Zabbix server. This can be useful in monitoring your own Zabbix servers health status, as we will see later.
How to do it...
# yum install zabbix-web zabbix-web-mysql
# chkconfig httpd on; service start httpd
# systemctl start httpd; systemctl enable httpd (for RHEL 7)
# -A INPUT -m state –state NEW -m tcp -p tcp –dport 80 -j ACCEPT
Tip
If iptables is too intimidating for you, then an alternative could to make use of Shorewall. http://www.cyberciti.biz/faq/centos-rhel-shorewall-firewall-configuration-setup-howto-tutorial/.
Users of RHEL 7 can run the following lines:
# firewall-cmd --permanent --add-service=http
The following screenshot shows the firewall configuration:
# iptables-save
# service iptables restart
# firewall-cmd --reload (If you run RHEL 7)
# vi /etc/httpd/conf.d/zabbix.conf
php_value date.timezone Europe/Brussels
# reboot
# http://<ip of the Zabbix server>/zabbix
Tip
The standard Zabbix installation will run on port 80, although It isn't really a safe solution. It would be better to make use of HTTPS. However, this is a bit out of the scope of this book but could be done with not too much extra work and would make Zabbix more safe. http://wiki.centos.org/HowTos/Https.
How it works...
For the frontend, we had to install the web interface package from our Zabbix repository. For the web interface to work, we had to install a web server; one of the dependencies of Zabbix is the Apache web server. It is possible that in other repositories, this is not the case, so always make sure that Apache or some other web server is installed. The installed frontend is written in PHP.
To be able to connect to the web interface from another system, we had to open the firewall port on our Zabbix server, this was port 80.
Because the Zabbix setup can be modular, the frontend needs to know the location, the username and password of the database, and also the location of the Zabbix server and the correct port the Zabbix server communicates through. Normally, the standard port of the Zabbix server is 10051 and in our case everything is installed locally so localhost can be used.
If you make use of SELinux, you need to alter some of its settings or else, Zabbix will not work. Either you disable SELinux completely in the /etc/selinux/config file by replacing the SELINUX=enforcing parameter to SELINUX=permissive parameter. Once this is done, you run from the command line setenforce 0. Another option is to configure SELinux and this is the safest way. This can be done by running the following commands from the prompt:
setsebool -P zabbix_can_network on (for the agent)
setsebool -P httpd_can_network_connect on (for the server)
setsebool -P httpd_can_network_connect_db on (for the server)
There's more...
Of course there is more to the frontend that can be tweaked. In case we want to edit the frontend configuration, it can be done under the /usr/share/zabbix/include/defines.inc.php file.
Here is a list of the most important things that can be altered. A complete list can be found in the Zabbix online documentation.
https://www.zabbix.com/documentation/2.4/manual/web_interface/definitions.
Parameter | Option |
---|---|
ZBX_LOGIN_ATTEMPTS | Number of login attempts before ZBX_LOGIN_BLOCK is activated |
ZBX_LOGIN_BLOCK | Number of seconds to wait after too many login attempts |
ZBX_MIN_PERIOD | Min zoom period for graphs |
ZBX_MAX_PERIOD | Max zoom period for graphs |
ZBX_PERIOD_DEFAULT | Default graph period in seconds |
GRAPH_YAXIS_SIDE_DEFAULT | Default side for the Y axis; can be changed from left to right |
ZBX_WIDGET_ROWS | Popup row limit |
ZBX_UNITS_ROUNDOFF_THRESHOLD | Threshold value for roundoff constants |
ZBX_UNITS_ROUNDOFF_UPPER_LIMIT | Number of digits after comma, when value is greater than roundoff threshold |
ZBX_UNITS_ROUNDOFF_LOWER_LIMIT | Number of digits after comma, when value is less than roundoff threshold |
ZBX_HISTORY_DATA_UPKEEP | Number of days, which will reflect on frontend choice when deciding which history or trends table to process |
Installing Zabbix from source
We will now show you how to install Zabbix from source. Remember that for production, it's always better to install from the Zabbix repository or another repository such as Extra Packages for Enterprise Linux (EPEL). First of all, it will make your life easier when you want to upgrade but also when you want to remove some software. Maintainers of Zabbix packages in repositories such as EPEL are always in contact with Zabbix developers and improving the packages. If you compile it by yourself, chances are that you will miss something and will have to do it over later when your setup is already in production.
So why compile, you would think. Well if you can't wait for the latest and greatest new features then it can be a good thing to compile Zabbix in a test environment and try it out. Also, if you or some customer is in high need of one of the new features, it can be an option but then you really have to know what you are doing. Performance can also be a consideration.
Tip
If you consider compiling from source, take a checklist with you that lists all options that you need.
Getting ready
To get started with our compilation, we need of course, an operating system and the Zabbix source code. In this case, I will show you how to compile on Red Hat or CentOS 6.x.
For our setup we will need a local working MySQL server with a working Zabbix database and a web server properly configured.
Note
You can also look in the Zabbix online manual under Installation | Installation from sources. https://www.zabbix.com/documentation/2.4/manual/installation/install.
How to do it...
# tar -zxvf zabbix-2.4.x.tar.gz
# yum install httpd php php-mysql php-bcmath php-mbstring php- gd php-xml mysql mysql-server -y
Tip
Zabbix supports the following versions: MySQL 5.03 or higher, PostgreSQL 8.1 or higher, Apache 1.3.12 or higher, PHP 5.3 or higher. A full list can be found here:
https://www.zabbix.com/documentation/2.4/manual/installation/requirements.
# groupadd zabbix
# useradd -g zabbix zabbix
# yum install gcc mysql-devel libxml2-devel net-snmp-devel curl-devel unixODBC-devel OpenIPMI-devel libssh2-devel iksemel-devel openldap-devel
# ./configure --help
# ./configure --enable-server --enable-agent --with-mysql -- enable-ipv6 --with-net-snmp --with-libcurl --with-libxml2 -- with-openipmi --with-unixodbc --with-ssh2 --with-ldap --with- jabber
# make install
# /usr/local/etc/ → Zabbix configuration files
# /usr/local/sbin/ → Zabbix server
Tip
If you want to change the location of the Zabbix server installation you could make use of the –prefix=/PATH option when compiling.
If you have issues don't forget to disable SELinux or better still, put proper SELinux permissions.
The -j option can be used to speed up compiling when running make on a multicore computer such as make -j 4.
http://stackoverflow.com/questions/414714/compiling-with-g-using-multiple-cores.
# mkdir /var/www/html/zabbix
# cd /usr/src/zabbix-2.4.x/frontends/php
# cp -a . /var/www/html/zabbix
# chown -R –no-dereference apache:apache /var/www/html/zabbix
<Directory "/var/www/html/zabbix">
Options FollowSymLinks
AllowOverride None
Order allow,deny
Allow from all
php_value max_execution_time 300
php_value memory_limit 128M
php_value post_max_size 16M
php_value upload_max_filesize 2M
php_value max_input_time 300
php_value date.timezone Europe/Brussels
</Directory>
How it works...
The downloaded source code from Zabbix will be extracted first in a folder. To be able to run the Zabbix server as a standard user and not as root, we need to create a group and a user. In this case, we added a group zabbix and created a user zabbix and linked the user to the same group.
We then downloaded the development libraries and our gcc compiler so that we were able to compile the Zabbix server from the source code.
The same thing can be done for the Zabbix agent and the Zabbix proxy, except that only other compiling options are needed.
There's more...
Since Zabbix 2.2, there is the possibility to monitor virtual machines in VMware. For this to work, it is necessary to give the --with-libxml2 option when compiling, else this functionality will not work.
When compiling an agent, we can make use of the same source code we have downloaded for the compilation of the Zabbix server. The only thing we need to do now, is launch.
# ./configure --enable-agent
When compiling fails, chances that you are missing some development libraries for one of the new options you have added are great. If you are not sure what option has caused this, then it can make sense to remove some options and start over. Later if compiling works, you can then add the new options again, one by one, to see where it fails. Zabbix also provides a URL with information on how to install from source:
https://www.zabbix.com/documentation/2.4/manual/installation/install.
Installing the server in a distributed setup
Next, we will see how to install the Zabbix server in a distributed way. This means that we will install all three components on different servers. In big setups, this can be a win as the frontend, Zabbix server, and database will have their own hardware.
Getting ready
For this setup to work, we need three machines, all with the latest version from Red Hat 6.x or CentOS 6.x with proper host name resolution, either by Domain Name System (DNS) or by host file. In this setup, I will talk about the setup of the server, db, and frontend. This time, we will disable SELinux on all machines as it is slightly more complicated and out of the scope of this book.
How to do it...
# yum install mysql-server
# service mysqld start
# /usr/sbin/mysql_secure_installation (same options as before)
# chkconfig mysqld on
# iptables -I INPUT 5 -m state --state NEW -m tcp -p tcp -- dport 3306 -j ACCEPT
# iptables save
# service iptables restart
# vi /etc/selinux/config
# SELINUX=permissive
# setenforce 0
# mysql -u root -p
mysql> create database zabbix character set utf8 collate utf8_bin;
mysql> grant all privileges on zabbix.* to zabbix@localhost identified by 'some_password';
mysql> grant all privileges on zabbix.* to zabbix@server-ip identified by 'some_password';
mysql> grant all privileges on zabbix.* to zabbix@frontend-ip identified by 'some_password';
mysql> exit
# cd /usr/share/doc/zabbix-server-mysql-2.4.x/create
# mysql -uroot zabbix < schema.sql
# mysql -uroot zabbix < images.sql
# mysql -uroot zabbix < data.sql
# yum install zabbix-server zabbix-server-mysql
# chkconfig zabbix-server on
# vi /etc/zabbix/zabbix_server.conf
DBHost=<ip of the db>
DBName=zabbix
DBUser=zabbix
DBPassword=<some password>
#DBSocket=/var/lib/mysql/mysql.sock (put this in comment) DBPort=3306
# service zabbix-server start
# tail /var/log/zabbix/zabbix_server.log
# iptables -I INPUT 5 -m state --state NEW -m tcp -p tcp -- dport 10051 -j ACCEPT
# iptables save
# service iptables restart
# yum install zabbix-web-mysql
# chkconfig httpd on
# vi /etc/httpd/conf.d/zabbix.conf
php_value date.timezone Europe/Riga
# iptables -I INPUT 5 -m state --state NEW -m tcp -p tcp -- dport 80 -j ACCEPT
# iptables save
# service iptables restart
# service httpd start
# http://frontend/zabbix
After the first screens with the PHP option check if we get our screen with the connection settings for the database. Fill in the name or IP of our DB server with the DB name, username, and password:
Test the connection to the database, in case of problems, you could try to connect from the shell:
# mysql -h <db ip> -u<username> -p<password> <db name>
Or try to telnet
# telnet <db ip> <port> EX: telnet 192.168.1.5 3306
When the connection tests are fine you can just click Next. This will bring us to the connection screen of the server as you can see in next screenshot.
For the name, we can give anything that makes sense for our setup. Now when we click Next, our Zabbix server is up and running and we can log in with the standard login and password: Admin / zabbix.
How it works...
Our Zabbix server, database and frontend are all installed on different servers. Because the database needs to be able to communicate with our server we had to open port 3306 in our firewall and grant the permissions, so that the server and frontend had rights to connect to our database.
The Zabbix server communicates on port 10051, so for the server, we had to open this port in the firewall on the Zabbix server.
Our frontend needs a web server so Apache was installed automatically when we installed the Zabbix package. To be able to see the Zabbix frontend, we had to open port 80 in the firewall.
As the frontend is not aware that we have installed a distributed setup we had to tell the frontend that our database was installed on another location and the same was done for the Zabbix server:
There's more...
For the port of the database we did not put in 3306 port but 0. This way Zabbix knows that we have used the standard port. In case you changed it in your setup, you have to add the correct port instead of 0.
In case you edit the /etc/httpd/conf.d/zabbix.conf configuration file instead of making changes from the web interface, make sure that you don't remove the 0. If the port is empty, the configuration will not work.
Another issue occurs if Zabbix itself is down. Some companies make use of a small extra Zabbix server that monitors the Zabbix server. This is an easy, not too expensive option.
The setup of Zabbix as a virtual machine is also an option. Just make sure that the database in that case is on dedicated storage as a virtualized database on shared storage is not a good idea.
Yet another solution could be to build a cluster. The Zabbix server itself does not support a cluster setup but it can be done manually. There are several guides on how to do this available on the www.zabbix.org webpage.
Chapter 2. Getting Around in Zabbix
In this chapter we will cover the following topics:
Introduction
In this chapter, we will talk about how the Zabbix frontend works and where to find the most important things in the interface and all the things that set Zabbix apart from the others. We will explain how to acknowledge problems from triggers that were activated when problems were detected. We will see how we can customize the frontend to our needs and explain the definitions being used in Zabbix. Next, we will show you how the Zabbix architecture is set up, so that you have a better understanding of where to look when things go wrong. Towards the end of the chapter, we will show you how to get an easy overview of the latest data in Zabbix.
Exploring the frontend
It's now time to start exploring the web interface. The web interface is not very straightforward, and you may find it difficult to get around. In this recipe, we will guide you through the Zabbix frontend, so that you can easily find your way in the Zabbix web interface.
Getting ready
In this recipe, we start with the standard Zabbix configuration. So you need a basic CentOS or RHEL setup or another Linux OS with Zabbix properly set up. If you haven't set up Zabbix yet, you have to do this first. If you don't know or have forgotten how to install Zabbix, return back to Chapter 1, Zabbix Configuration or have a look at the Zabbix documentation at http://www.zabbix.com/documentation.php. Select your Zabbix version currently still version 2.4. For installation instructions go to Zabbix Manual | 3 Installation.
How to do it...
As you can see in the following image, the first page that we get when we log in is the main page, with an overview of the information received from Zabbix. This is your personal dashboard that can be customized to your own needs and preferences. All boxes on this screen that you see, such as Status of Zabbix, System status, and so on. are drag-and-drop based. On top, you will see two menu bars. First menu bar starts with Monitoring and the bar below starts with Dashboard. Move your mouse to Configuration without clicking, then select hosts from the menu bar below Configuration. As you may have noticed, we can move around in the Zabbix menu without clicking on the menu bar. We only have to click on hosts if we want to go to hosts in the menu.
The first menu bar is the main bar where we split up things in Zabbix such as Configuration, Inventory, Reports, and so on. As we will see later, depending on what permissions you have, you will see more or less from this menu bar. The second bar will show you the options for each item you have selected in the first menu section.
Just below the bar that starts with Dashboard, you will see History. History will show you the history of places you have been in the Zabbix frontend. This makes it easier to go back to a page you have been before.
At the bottom of the web page, you will see the version of the Zabbix frontend. In this case you will see Zabbix 2.4.x on the bottom of the screenshot:
The first menu that we will discuss is the upper right menu. This menu has some handy features for the system and some user-only settings:
Tip
URL (after login) can be handy for a service center to see a page with screens or sideshows after they have logged in. Be careful; this will not work for guest users as they do not have to login.
Note
This setting is for each user to be set individually and cannot be overruled by admin. This can be annoying in a big room like a service desk where everybody has his or her own notification sounds.
Tip
Zabbix will give users access to parts of the menu based on the user role. Besides super administrators there are also administrators in Zabbix. Administrators will see everything except the Administration menu. Normal users will see everything except Configuration and Administration in the menu.
Tip
This status can also be found in the menu bar under Reports | Status of zabbix.
The second context button will make it possible to close our widget in case we are not interested in the information from it.
Note
It is possible to drag and drop all widgets on the screen to another location on the screen; this way you can change the place they show up to maximize the full potential of the size from the screen or monitor you are working on.
How it works...
We have seen that the Zabbix dashboard can be built dynamically. We can move widgets around so that we do not have to scroll around in our screen to find the information we need. The first menu bar on top where we can choose from monitoring, inventory, reports, configuration, and administration is the most important menu. For each category we hover over, it will show the options available in the menu bar below it. Also depending on what rights the user has, this menu bar will show more or less.
See also
Zabbix definitions
In the previous topic where we explained the frontend, we already talked a bit about hosts, triggers, items, and so on. So I am sure you have a lot of questions about what they are. Before we move on with our Zabbix book, I will first explain you a bit about the Zabbix definitions so that you have an idea what everything is.
Getting ready
By now you should have an up and running Zabbix configuration and you should know your way around the frontend. If you have no clue how the frontend works, then go back to previous topic and have a look at Exploring the frontend.
How to do it...
In Zabbix we call hosts, devices that we want to monitor. Of course, those devices need a network connection so that our Zabbix server can talk to them.
Hosts can be added in Zabbix under Configuration | Hosts.
How it works...
The definitions in Zabbix are things you should learn before you really start working with Zabbix as we will be using them throughout the book. It is crucial to know, that when we talk about a host, it can be just any device connected to a network which we want to monitor (example: switches, temperature sensors, gateways, door sensors, printers, and so on). Just as it is important to know what hosts are, it is important to know when we want to monitor something like CPU iowait or the state of a network device. For this, we need to create Items on the host. And that it is best done by creating items on templates and then link a template with one or more hosts. Another thing we have seen is that we have to put certain thresholds on the items that we monitor to get notified about certain problems. This we call Triggers and just like items, we should place them in a template, so that we don't have to create the same trigger over and over.
As always, it's a good idea to check the Zabbix documentation for the latest update about the definitions:
https://www.zabbix.com/documentation/2.4/manual/concepts/definitions.
Acknowledging triggers
In this recipe we will see how to acknowledge triggers when they happen. Why do you need to know? To save others the frustration of looking into a problem that has already been resolved by you.
Getting ready
To be able to acknowledge some triggers, you need a complete functional Zabbix installation. To acknowledge some trigger, you need a failure on one of the triggers. If no trigger is in alarm then you could try for example, to increase the CPU load or stop the service from the Zabbix client.
How to do it...
When we go in Zabbix to our web interface, we have a list with the last 20 issues. As you can see, we have multiple columns with one being the Last change.
Tip
Acknowledgment status can also be used when defining an action operation. For example, we can send a text message to the direct manager if a technician hasn't acknowledged the problem for a certain amount of time.
How it works...
So how does it work? Based on our items that we have created and the triggers that were set on those items, an event will be generated in Zabbix. Those events are used to create actions but those events can also be acknowledged to notify other users that we have fixed the problem or that we are busy with the problem. This we can write down in our message box.
Acknowledgments can be done from the front page from the 20 Last item box or we can go in the Zabbix menu to Monitoring | Events and acknowledge the status of our item.
Zabbix architecture
The Zabbix architecture is as we have seen before dynamic. We can create a setup where everything is in one server or we can split up the server in three different servers. One for the database, another one for the frontend and another server for the Zabbix server.
When our infrastructure grows, we would probably want to add some proxies to offload the Zabbix server or maybe, we need to pass a firewall. We will now see some solutions that are possible with Zabbix.
Getting ready
If you would like to test this setup, you will need some servers to install the database, frontend, and Zabbix server like we have seen before in Chapter 1, Zabbix Configuration, but also an extra server to install a Zabbix proxy.
How to do it...
The most basic setup in Zabbix is the setup we did in chapter one, with all the Zabbix components installed on one server:
From the server we monitor the hosts in our company. The advantage is that this setup is easy to set up as we don't have to configure multiple servers and just connect to the hosts in our network. This setup is perfect for smaller companies where one hardware box can run the complete Zabbix server and where we don't have to worry about firewalls.
The problem with this setup is that once our Zabbix server gets bigger and when more and more users connect to the Zabbix web interface, it can get too slow. Splitting up the Zabbix server, database, and frontend on different hardware can solve our problem as the database will have its own dedicated hardware, and the web server has its own server to run on. This setup can be seen in the following figure:
The problem with this setup is that in real life, we probably have some of our severs behind a firewall or on other locations or sometimes, we have so many servers that we have to invest in more powerful hardware for our Zabbix server. Also, sometimes we want to keep some servers in Demilitarized Zone (DMZ) and then we have to create holes in our firewall to let the Zabbix agents talk to the Zabbix server. This is not something we want to do for each host we want to monitor. In the following figure, we will show you the problem with a firewall and multiple hosts that we like to monitor.
To solve this problem with our firewall, we can add a proxy to our setup. By adding a proxy, all clients can communicate with the proxy and the proxy can send all the data to the Zabbix server. This way, we only need to be sure that the Zabbix proxy can communicate to our Zabbix server through the firewall.
As an extra bonus, the Zabbix proxy will offload our Zabbix server as the proxy will do all the work (example: SMTP, SSH, IPMI checks). The proxy will also send all data at once to the Zabbix server, but the Zabbix server will still have to process all the data. Also when the communication goes down between proxy and Zabbix server, the Zabbix proxy can cache our data for one hour up to 30 days. This can be configured in the zabbix_proxy.conf file with the ProxyLocalBuffer parameter. This setup can be seen in the following figure:
How it works...
All our clients will be configured to communicate through the Zabbix proxy. This way we don't have to open many ports in our firewall to let all agents pass their data to the Zabbix server. The Zabbix proxy runs with its own database. This can be the same or another database as the Zabbix server. Because we keep all data in a database on our Zabbix proxy, the data stays in the proxy for some time making it also perfect for installations where we have to send data over unstable networks.
We will configure the proxy to send all data through the firewall to our Zabbix server. The Zabbix server itself can be similar to what we have seen in Chapter 1, Zabbix Configuration a server with all components installed on it or it can be split up in three parts with the frontend, database, and Zabbix server installed on different hardware.
Tip
Local sockets are faster then sending data over TCP/IP; so be sure when you split up your database on different hardware, that it will actually be faster.
Getting an overview of the latest data
This page is the Zabbix page where we can get an overview of all the data that we have been monitoring with our Zabbix server. After all, we want to know if we have received any values, isn't it ?
Getting ready
To be able to check anything on this page we need to have a running Zabbix setup with a host that has some active items on it already. It would be great if the item is also configured properly so that we can see the values that we have received.
How to do it...
In our Zabbix frontpage, go to Monitoring | Latest Data, this page will give you an overview of all the latest data that was gathered by Zabbix.
How it works...
The latest data page will show you the latest data that Zabbix has received for each item that we have created. It will also show us what the difference was with the previous value from that item and we also have a link to watch a graph from the data of that item.
There is more ...
Since version 2.2.4, this page only shows the latest data of the last 24 hours. This limitation was introduced to keep load times lower of this page. The value can be changed if you like in the /usr/share/zabbix/include/defines.inc.php file. Here you can change the value of the ZBX_HISTORY_PERIOD parameter to something else in seconds.
If you are running one of the first 2.2 releases, it is possible that the latest data page only refreshes the values instead of the whole page. This feature was introduced with 2.2 to reduce load but had in some cases, the opposite effect. So best is that you upgrade to the latest version of Zabbix.
Chapter 3. Groups, Users, and Permissions
In this chapter we will cover the following topics:
Introduction
Now that we have seen how to install Zabbix and how to find our way around Zabbix, we will have a look at how to create hosts, add them to existing groups and create new groups. We will also have a look at the user permissions in Zabbix, as some changes have been introduced since Zabbix 2.2, and of course, all the different authentication methods available in Zabbix.
Creating hosts
The first thing that we will do is create some new hosts in Zabbix. To brush up your memory, hosts are devices that are connected to our network which need regular monitoring.
Getting ready...
To get started and add some hosts to our system, we need our Zabbix server up and running with a standard admin account; we will login with this admin account in order to create hosts. It's also useful if you understand the definitions in Zabbix, if you need to go over them again, return to the Zabbix definitions section of Chapter 2, for a quick revision of the same.
How to do it...
The Host tab contains the basic settings that we need to configure our host. The first box is Host name here we need to use a unique name. We need to use this hostname in our zabbix_agentd.conf agent configuration file for our active checks to work.
Tip
It is also possible to make use of the Clone and Full clone buttons at the bottom of the host page to create a new host. When we click on clone all templates linked to our host will be kept on our cloned host. Full clone on the other hand will also clone directly attached entities applications, triggers, items, and so on.
Note
Some items that are especially useful when making use of the automated inventory solution are:
system.hw.chassis[full|type|vendor|model|serial]: Root permissions needed
system.hw.cpu[all|cpunum,full|maxfreq|vendor|model|curfr eq]
system.hw.devices[pci|usb]
system.hw.macaddr[interface,short|full]
system.sw.arch
system.sw.os[name|short|full]
system.sw.packages[package,manager,short|full].
How it works...
When we want to monitor our infrastructure, Zabbix needs to be aware of course, of what is available in our infrastructure and more importantly, what devices do we need to monitor. That's why the first step is to add devices to the Zabbix hosts list.
For each device that we monitor we also have to tell Zabbix what interfaces there are available on our host, what IP they use and on what port the communication passes.
This way our monitoring solution is aware of what we want to monitor and what the IP address, port, and so on is.
We will see later that when we add items, we can define in our item what interface to use from our host.
See also
Creating host groups
So let's go a bit deeper into groups and see how to create them and link them with existing hosts. This duplicates the previous sentence. A host needs to be added to at least one group. Similar kind of hosts are grouped together even when the infrastructure is small.
Getting ready...
You should have a running Zabbix installation and you should have the knowledge of the definitions. To be able to add groups, you also need frontend access through an admin or super admin account.
How to do it...
How it works...
When we first create a group, we have an overview of the groups already available on our system. When you start with a clean installation, there are already some groups available; most importantly, the group Templates where all templates are grouped together and Zabbix servers where your Zabbix server is added and where you can put other Zabbix servers. Host groups in Zabbix are a logical way of putting servers in a group that have the same specifications, for example, all Linux servers, Windows servers, and so on.
Zabbix will never overwrite the standard templates when you upgrade but it can be good practice to create a template group just for your own or modified templ
See also
Creating users
Sooner or later, you probably want to add extra users to Zabbix. You probably don't want them to have access to all servers and you probably don't want them to have all rights either. So it is now time to show you how to create new users in Zabbix.
Getting ready...
Just as with groups, we need a working Zabbix installation and a user with super admin permissions, A normal admin account will not do this time. The standard admin account automatically created when installing Zabbix is a super admin account. It can also be handy if you have some hosts already added to you setup.
How to do it...
Tip
The URL (after login) option is very useful for a user account that is being used in a helpdesk to automatically transfer the user to, for example, a screen or map.
Since Zabbix 2.2, write permissions will override read-only permissions. Before 2.2 this was not the case; so if you migrate from a previous version to 2.2 or higher, be careful to check the rights!
How it works...
As we have seen, depending on what kind of user we create, we will have more or less permissions to configure or administer Zabbix. Normal users and admins will start without any access permissions. Only the super admin user will start with all rights on all host groups and they can't be revoked. This means that permissions in Zabbix are set at the group-level and not at the user-level. However, alarms can only be set at the user-level.
See also...
Creating user groups
As we have seen when creating users in Zabbix, we have to add users to groups. So let's have a look at how to create them and see why we need them.
Getting ready...
To be able to add user groups, we need a running Zabbix installation with an account that has super administration rights.
How to do it...
Tip
When giving read-write or write permissions to users, the user must also be admin to be able to view the Configuration tab. Else the user will not be able to edit the hosts. Also the admin user will not be able to link or unlink templates if he or she has no read access to the templates group.
How it works...
Users may belong to any number of user groups. Based on the group they belong to, the user will get access to certain servers. It is also possible that those groups have different access permissions to hosts. This means that a user can belong to a group with read-only permissions and write permissions to the same servers. In this case, the user will get read/write permissions. Since Zabbix 2.2, write permissions will take precedence over read-only permissions.
See also
General administration
Now that we have seen how to add users, groups, permissions, and more, there is still some administration possible in Zabbix that is more general. As super administrator, you have the right to configure the GUI, housekeeper, regular expressions, and more. We will show you in this topic what more there is to configure and how to do it.
Getting ready...
You probably know it already by now that you need a working Zabbix installation with a user that has super administration rights.
How to do it...
To be able to change the general configuration options, log in as super admin and go to the menu. Click on Administration | General, on your right side you will see a dropdown menu. The first parameter that you can configure is GUI.
GUI
In the following steps, we will show you how to change the GUI settings of your Zabbix configuration:
Let's have a look at the options:
Housekeeping
In the next steps of our recipe, we will explain you how to fine-tune the housekeeper settings in Zabbix:
Images
In this part of our recipe, we will show you where we can add images such as backgrounds and icons in Zabbix:
Icon mapping
Icon mapping is what we use in Zabbix in maps to automatically map certain servers with certain types of icons. We will explain you how icons can be mapped in our Zabbix setup:
Regular expressions
Regular expressions can be used in Zabbix on certain places. Example: In low-level discovery we can make use of a regular expression on our filter for our filesystem.
Macros
Here we will define the system-wide macros. System-wide macros can be used in Zabbix by anyone and we call them with the macro name. Example:{$SNMP_COMMUNITY}.
Value mapping
In Zabbix we can create value maps. Value maps are a way in Zabbix to create a more human-readable format for the data that we have collected. Example: when our Uninterruptible Power Supplies (UPS) returns the value 1, we can map this in Zabbix with Battery OK. This way we know when our UPS returns the value of 1 that our battery is OK.
Note
Since Zabbix 2.2, it is possible to map floats and characters. Before 2.2, it was only possible to map numeric (unsigned) data to text.
Working time
When you see this box, you probably think that this option is to determine when Zabbix will be available to people and not. Nothing could be further from the truth. In this box, we put our working hours, but the time and days from this box will be used in our graphs. In our graphs, the working time will have a white background while the non-working hours will have a grey background.
Trigger severities
Remember when we build triggers in Zabbix, we need to add a severity level to the trigger we have build to let us know how bad our issue is. The names can be changed in Zabbix but the amount of severity levels cannot be changed:
Trigger displaying options
The colors for acknowledged and/or unacknowledged events can be customized and blinking can be enabled or disabled. Also, the time period for displaying OK triggers and for blinking upon trigger status change can be customized.
Other parameters
The Other parameters is a collection of other parameters in Zabbix that can be altered. Those settings don't really belong into a specific group, so they were brought together under the name Other parameters:
How it works...
Under Administration | General we have a lot of settings in Zabbix that we need to check. Some of the settings are for the frontend but others are there to make sure Zabbix keeps working (housekeeper), while other settings are needed to make our life more easy and filter certain unwanted data (macro's and regexp). All these settings can only be set as a super admin user in Zabbix. It's important that you spend some time on these settings as you probably will have to work a lot with regexp, macros, maps, triggers, and so on once you set up Zabbix in production.
See also
Authenticating users
Now that we have seen most of the configuration options of Zabbix, it probably makes sense to talk about what options we have to authenticate users. Zabbix supports three authentication methods. In this topic, we will show you what methods can be used and how to configure them.
Getting ready...
As usual, you need a working Zabbix configuration. To be able to configure the authentication methods, we need an account with super admin privileges.
How to do it...
When we want to set up the way users authenticate with Zabbix, we have some choices to make. When we go to Administration | Authentication, the user authentication method can be changed:
In the case you would like to talk to an LDAP/Active Directory (AD) backend, we select the tab LDAP. In this part of the recipe, I will show you how to configure Zabbix to authenticate to an LDAP/AD backend:
Tip
When you authenticate users from AD or LDAP it is always a good idea to create a new group, for example, internal users, and set its GUI access to Internal instead of system default. This way if you add the admin user to this group, you will always have access to the Zabbix server even when the AD or LDAP is unreachable.
How it works...
When selecting Internal, all information comes from Zabbix. Users and passwords will come from Zabbix. When selecting HTTP, we need to have an external authentication system in place on our web server. There are a plenty of authentication mechanisms on Apache and all of them should work.
When using LDAP, we need to have an LDAP or AD authentication system in place with all our users in it already. Users should also exist in Zabbix but their passwords will be read from the LDAP. Same rules apply for HTTP.
Chapter 4. Monitoring with Zabbix
In this chapter, we will cover the following topics:
Introduction
Now that we know how to set up a Zabbix server and configure it, we will see what is the difference between active and a passive agent configuration. After we know the difference between the agent setups, we will see all the different kinds of ways to do checks which helps monitoring other servers with Zabbix. Those checks will help you in setting up different ways to monitor your devices.
Active agents
Hope you recollect what we discussed in Chapter 1, Agent installation and configuration. We talked about active and passive agent configurations. In this topic, we will explain a bit more in depth the active agent setup in Zabbix. Remember when we create items in Zabbix, we can create Zabbix items as passive and active.
Getting ready
You will need a Zabbix server and you must have the software for the agent installed on the machine that you would like to monitor. This can be the Zabbix server or another machine. The agent needs no configuration. We will explain you how to go about the same in this recipe.
How to do it ...
How it works
The active agent will initiate the communication with the Zabbix server and pull out a list of items it has to check from the server.
The agent knows from the ServerActive parameter in the zabbix_agentd.conf file, what servers it has to contact. The option RefreshActiveChecks is the parameter that will control how many times the agent has to ask for this list. The standard value is 120 seconds. This means, that if we change something in our Zabbix configuration in an active item, it can take up to 2 minutes before our active agent will be aware of the change and 1 minute extra for the Zabbix server to refresh its cache. (CacheUpdateFrequency)
The active agent also has the advantage of having a buffer. The standard value that data is kept is 5 seconds but can be increased up to 1 hour with the BufferSend parameter.
There's more
When we make use of the active agent, it is possible to send our checks to more than only one server or proxy. We can do this by adding a list of comma-separated IP addresses to the option ServerActive in our agent config file.
If you configure the agent as an active agent, then it's best to not fill in the Server option in the agent configuration file as this is for the passive agent. (Be careful with this, as Server and ServerActive are two different options in the configuration file).
See also
https://www.zabbix.com/documentation/2.4/manual/appendix/items/activepassive
Passive agents
In this topic, we will show you how to setup your agent as a passive agent only. We will see how to create a passive item for our agent and have a look at how the communication works with our Zabbix server.
Getting ready
For this recipe to work, you need your Zabbix server and the standard login account admin or another super administration account. We also need a host with the agent installed. This can be on another host or on our Zabbix server. There is no need to configure the host configuration file yet.
How to do it …
Tip
See how Type is just Zabbix agent and not Zabbix agent (passive) like we had for the active checks.
How it works
Passive checks are really simple in the way that the server or proxy will ask the agent for some data such as CPU load, disk space, and so on. The Zabbix agent will then give the requested data back to the Zabbix server or proxy:
There's more...
Same as with the active agent, we can add more than one IP address as server or proxy in our passive agent's configuration file. To do this we also add a list of comma-separated IP addresses or hostnames.
Note
As you can see, there is more communication between the passive agent and the server than with the active agent and the server. This means that more sockets will be opened on the server side. So in a large setup, you could possibly run out of sockets if you have a lot of passive agents running without a proxy. Also, the passive agent has no buffer such as the active agent.
Extending agents
Now that you know how to install and configure a Zabbix agent, let's go a bit deeper into the monitoring aspect of the agent. A monitoring system would quickly reach its limits if we don't expand it with our own checks. Many companies require specific checks that are not available as item on our agent. There are a few ways to extend Zabbix, one solution is to work with user parameters. We will see how to extend our agent to monitor beyond the limits of Zabbix.
Getting ready
We need a Zabbix server and a Zabbix agent properly configured. The easiest way is probably by making use of the Zabbix agent that is installed on your Zabbix server.
How to do it …
UserParameter=mysql.threads,mysqladmin -u root -p<password> status|cut -f3 -d":"|cut -f1 -d"Q"
How it works
The UserParameter option that we put in the agent config file has the following syntax:
UserParameter=<key>,<command>
As you can see is the first option, a key; the key is necessary when configuring an item. You can enter a key here of your own choice, but the key must be unique for each host.
Later when we configure our item in Zabbix, we make use of the same key for our item Key. We can make use of points and or underscores but no spaces or other special characters.
Behind our key we put a , followed with a command. This command is the command that's going to be executed by the Zabbix agent. In this example, we used a MySQL command. Of course, Zabbix is not limited to MySQL alone. We could check for example, some parameters from our OS.
There's more...
You can also pass options to the UserParameter via the Zabbix server.
UserParameter = some.key[*],somescript.sh $1 $2
The [*] in our key will make it possible for us to determine an unlimited number of items starting with some.key parameter when we create our item in the Zabbix server:
some.key[1] , some.key[2]
The value in our Key will then be passed in our script as $1, $2, and so on.
To make things more understandable, let's have a look at how we can improve our example mysql.threads.
UserParameter=mysql.threads[*],mysqladmin -u$1 -p$2 status|cut -f3 -d":"|cut -f1 -d"Q"
If we now add in Zabbix a item with key mysql.threads[root,password] then $1 will be root and $2 will be our password.
Remember that the Zabbix agent will run all UserParameter as the user you configured Zabbix to run as. Normally this will be the user zabbix. Sometimes the command you want to execute needs root privileges. To ensure that the Zabbix agent is allowed to execute such programs you can make use of the sudo command. Add the appropriate program in the /etc/sudoers file with visudo.
Zabbix ALL = (ALL) NOPASSWD: /usr/bin/someprogram
Also, make sure that you comment the rule Defaults requiretty. Else you will get error messages in the log file telling you that you are required to have a tty.
See also
Simple checks
In this topic, we will explain you the use of simple checks in Zabbix. Simple checks are checks that can be run from the Zabbix server without the need of a Zabbix agent on the host.
Getting ready
For simple checks, we need a Zabbix server properly configured with super administrator rights. We don't need a Zabbix agent for this setup. What we do need is a host where we can test our simple check. This can be any device as long as it is reachable on the network by our Zabbix server.
How to do it …
How it works
Zabbix simple checks, checks by ICMP ping or by port scan if a host is online and whether the service accepts connections. There is no need for a Zabbix agent to use this method of checking. The Zabbix server is 100 percent responsible for the complete process. The return values of the simple checks are either 1 or 0 (numerically unsigned) when we check the availability of a host or port. When we do performance checks the value returned will be measured in seconds (numeric (float)). When this check fails, a value of 0 will be returned.
There's more...
Zabbix relies on fping and fping6 for the icmppingsec, icmpping and icmppingloss checks. Make sure that fping6 is available and the proper SUID permissions are set.
# which fping (this command will there us where the location of fping is)
/sbin/fping
# ll /sbin/fping
-rwsr-xr-x. 1 root root 32960 Oct 26 11:40 /sbin/fping
(Make sure that permissions for user are set to rws as in this example).
As fping is a third party tool Zabbix relies on, there can be some issue. Depending on your distribution, another version of fping with different options can be installed. With fping3, this issue should be resolved. Users of RHEL 6.x and 7.x or derivatives can be sure that the correct version comes with their distribution.
Tip
It's possible to use Zabbix with ping instead of fping, however fping is more efficient and can ping several hosts simultaneously. So it's better to stay with fping. If fping always returns 0 as value to Zabbix, please check SELinux. (https://www.zabbix.com/forum/showthread.php?t=40523).
See also
Zabbix supports more than just the icmpping item. For a full list with all options in detail, take a look at the Zabbix documentation.
If you make use of IPv6 then you need to have fping6 installed on your system.
https://www.zabbix.com/documentation/2.4/manual/config/items/itemtypes/simple_checks.
SNMP checks
What would monitoring be like if there was no support for the SNMP? SNMP is a well-known and widely used standard in lots of devices. Therefore, we will see in this topic, how to configure our Zabbix server to be able to retrieve data provided by SNMP.
Getting ready
Make sure that you have setup your Zabbix server properly. For this recipe we also need a host configured in our Zabbix server that supports SNMP (don't forget to add the snmp interface). If you have compiled your server from source (this you should only do for non-production systems), then don't forget to compile it with the option –with-net-snmp. To be able to make use of the SNMP tools, we need to make sure the net-snmp-utils package is installed.
How to do it …
# yum install net-snmp-utils
snmpwalk -v 2c -c public 192.168.10.1 | more
IF-MIB::ifInOctets.1 = Counter32: 1362407
snmpget -v 2c -c public 192.168.10.1 -On IF-MIB::ifInOctets.1
.1.3.6.1.2.1.2.2.1.10.1 = Counter32: 1494804
snmpget -v 2c -c public 192.168.10.1 -Of IF-MIB::ifInOctets.1
.iso.org.dod.internet.mgmt.mib-2.interfaces.ifTable.ifEntry.ifInOctets.1 = Counter32: 1566936
Another way to do some SNMP monitoring is to make use of dynamic indexes in Zabbix. Sometimes this makes sense as the OID number won't stay the same. Index numbers may be dynamic, they may change over time after an update and then our monitoring solution will stop working.
# snmpwalk -v 2c -c public 192.168.10.1 | grep ifDesc
IF-MIB::ifDescr.1 = STRING: eth0
IF-MIB::ifDescr.2 = STRING: lo
# snmpwalk -v 2c -c public 192.168.10.1 | grep ifOutOctets.1
IF-MIB::ifOutOctets.1 = Counter32: 23843596
How it works
First of all your device needs to support SNMP. An easy way is to check for connectivity with:
# snmpstatus -v 2c -c public <host IP>
This gives us back some basic information from the device we want to monitor:
# snmpstatus -v 2c -c public 192.168.10.1
[UDP: [192.168.10.1]:161->[0.0.0.0]]=>[Linux NAS 2.6.15 #1636 Sun Oct 23 04:20:59 CST 2011 armv5tejl] Up: 0:05:16.95
Interfaces: 2, Recv/Trans packets: 2908/3112 | IP: 2947/3074
If all goes well, we get some data back that tells us that we made a connection on port 161 and that we made use of the User Datagram Protocol (UDP) protocol and that our device is a NAS. If this is not working, check with the -v 1 command to make sure the device supports version 2c and also verify on your device if the community string is set to public.
Zabbix supports protocols v1, v2c, and v3. When you read out the information from your device with snmpwalk, you need to specify:
# snmpwalk -v <version> -c <community string> <host IP>
This will generate a lot of data so best is to put a more at the end to make it easier to scroll.
From this data you need to find out the numeric OID. This can be done with a tool called snmpget.
# snmpget -v <version> -c <community string> -On <Host IP> <Data Base OID>
The OID that we get here can be used in Zabbix in our item as SNMP OID.
How to know what OID to use? Not so easy to answer. You either know it or you have to ask the manufacturer or find it out with Google. There is no other easy way to get it.
When we want to make use of dynamic indexes in Zabbix, it gets a bit more complicated. Here we have to retrieve two SNMP values. This means that it can create a bit more overload on our server.
First, we will retrieve with snmpwalk the description (ifDescr.1) to find out what the index is; for our item in our example with eth0 the index was 1. Then we can go and look for the actual desired information; in our case this was the ifOutOctets.1.
Now when we want to combine those two SNMP values into one, we have to do it like this:
Database OID | index, | ifDescr, | eth0 |
Let's have a look at these in further detail:
There's more...
If you don't have a SNMP device to do some testing it is possible to setup SNMP on your computer by:
Since Zabbix 2.2.3, Zabbix server and proxy query SNMP devices for multiple values in a single request (128 max). This makes monitoring SNMP devices more performant.
In Zabbix 2.4, there is an option in the snmp interface of the host to add bulk requests.
When monitoring devices with SNMP v3, it's important to check that the snmpEngineID parameter is never shared by two or more devices. Each device must have a unique ID else you would see a lot of errors in your zabbix_server.log file about the device being unreachable.
With some switches it is possible to force that the OID never changes, this can resolve the more complex setup of dynamic indexes.
To make use of SNMP v3 on your computer you can run the following commands:
# service snmpd stop
# net-snmp-create-v3-user -ro zabbix
Enter authentication pass-phrase:
adminadmin
Enter encryption pass-phrase:
[press return to reuse the authentication pass-phrase]
adding the following line to /var/lib/net-snmp/snmpd.conf:
createUser zabbix MD5 "adminadmin" DES
adding the following line to /etc/snmp/snmpd.conf:
rouser zabbix
# service snmpd start
# vi ~/.snmp/snmp.conf
defVersion 3
defSecurityLevel authPriv
defSecurityName zabbix
defPassphrase adminadmin
# snmpwalk -v3 localhost system
Sometimes OIDs have only a numeric description and then it's quite difficult to find what the exact purpose of the OID is. Some vendors have Management Information Base (MIB) available for download that can be used to make the information more readable. Another place to find MIB's for your devices can be on some websites where the community collects them.
After you have downloaded your MIB file you have to copy the file to the correct location. This can be in ~.snmp/mibs per user or global in the /usr/share/snmp/mibs file.
Next, open the MIB file and look for the first line with, in my case, the name:
SYNOLOGY-SYSTEM-MIB DEFINITIONS ::= BEGIN
We need the name before the word DEFINITIONS.
Next time we run snmp, we will hopefully get a more descriptive output:
snmpwalk -m +SYNOLOGY-SYSTEM-MIB -v 2c -c public 192.168.10.1
A more definitive solution is to add the MIB file to your snmpd.conf file. This can be done by editing /etc/snmp/snmpd.conf and adding to the file:
mibs +SYNOLOGY-SYSTEM-MIB
Tip
In case you are looking to configure SNMP traps, then I suggest you look at the zabbxi.org web page as SNMP Traps in Zabbix have to be configured mostly on OS level.
http://zabbix.org/wiki/Start_with_SNMP_traps_in_Zabbix. https://www.zabbix.com/documentation/2.4/manual/config/items/itemtypes/snmptrap?s[]=snmp&s[]=traps. The rest of the configuration is done as Zabbix trapper item. You might want to read the recipe about Zabbix trapper in this chapter to understand how to use it. If you look for a MIB browser under Linux then you can make use of tkmib- a GUI that is provided by the net-snmp-gui package.
See also
Internal checks
We have already seen that Zabbix is great at monitoring hosts but Zabbix is not limited to just collecting information from other hosts. The Zabbix internal items are items Zabbix can monitor to give us some insights on what's going on under the hood. Monitoring the internals is probably not your first task when you start your setup. Zabbix is configured from the start to work well but when your installation grows you will see the need to tweak/optimize some settings.
Getting ready
What do we need for this topic? You need to have your Zabbix server up and running. Internal items are internal checks, so we don't need an agent. Zabbix is perfectly capable to monitor its internals without the help of an agent. You only need to make sure that you have super administration rights.
How to do it …
How it works
Our Zabbix internal key consists of some options that we can and cannot change. In the case of our item process options cannot be changed. Process means we will time a process; in our case the poller process, so we replaced type with poller. We will monitor the average for all the poller processes that are in a busy state. To accomplish, this we had to replace <num> with <avg> to calculate the average data and <state> with <busy> to tell Zabbix to do this for all processes in a busy state.
Tip
Zabbix has provided templates for the Zabbix server and proxy to monitor internal items. These templates are called App Zabbix Server and App Zabbix Proxy. It's best to link these templates and monitor their data in the Latest data page from Zabbix.
Since Zabbix 2.4, internal checks are always processed by server or proxy regardless of the host maintenance status.
Internal checks are always calculated by Zabbix server or by Zabbix proxy if the host is monitored by a proxy.
There's more
Zabbix runs as a list of processes in the background. Each process that runs is responsible for some task. If you run the ps command as shown here, you will see multiple zabbix_server processes running. When you look closer, you will see that some of them are for pollers or trappers. Even with the identical process names, they all process different internal items:
When we want to monitor our Zabbix internal processes, it's good to know that they are split up and have different responsibilities.
Tip
We can increase these values in the zabbix_server.conf file. After we change them keep in mind that you have to restart the server. Also, more processes mean that the Zabbix server will require more resources; so don't go to crazy on them but also don't be too sparse, for example, a shortage in pollers can result in items becoming unavailable for some time.
See also
https://www.zabbix.com/documentation/2.4/manual/config/items/itemtypes/internal
Zabbix trapper
Zabbix supports many ways to monitor our devices but sometimes we just want that little extra that is not possible out of the box with all the tools provided such as agents, IPMI, SNMP, and so on. But even when it seems impossible to monitor, Zabbix has a solution ready. Zabbix provides zabbix_sender, a tool to send data that we have gathered by, for example, our own scripts. This data will then be sent to the Zabbix server. The data sent to the server will be gathered by the Zabbix trapper.
Getting ready
To be able to finish this task successfully, we need a Zabbix server and a host with the zabbix_sender tool installed on our host.
How to do it…
yum install zabbix-sender -y
How it works
On the server side, we create a trapper item. A trapper item works as an active item the data has to be send to the server. For this we make use of the zabbix_sender tool.
To be able to get information from this zabbix_sender tool, we need to send with the -z option the IP of the Zabbix server together with hostname as registered in the Zabbix frontend (-s). We also need to tell our server what key we want to update (-k) and the value that we will give to this key (-o). There are plenty more options that we can specify like the port or a configuration file. Have a look at the zabbix_sender with the option -h or the Zabbix documentation for more information about them.
There's more...
If you have looked carefully, then you would have noticed that in our item there is an option Allowed hosts. As the trapper just accepts data from anywhere, it can be abused by someone if they know what key to use. This is not so hard to find out as the Zabbix protocol is not encrypted. So in production, it's probably a good idea to fill in this field with the IP from the hosts that is allowed to send information.
Another possibility is to send a text file to the Zabbix server with a list of hosts and the items with the values. If we create a file like this, then we have to put the name of the host first followed by the item key and the value, all separated by a space.
Ex: datafile.txt
server1 value1.key 10
server1 value2.key 20
server2 value2.key 10
server2 value2.key 20
We would then send this data with the zabbix_sender to our server. The command for this would look like this:
zabbix_sender -z <ip zabbix server> -i datafile.txt
More options can be found by running the zabbix_sender -h command.
Tip
In case of issues, you could make use of the option -vv.
If you make use of a proxy then the zabbix_sender needs to send its data to the proxy responsible for that host.
See also
https://www.zabbix.com/documentation/2.4/manual/config/items/itemtypes/trapper?s[]=trapper
https://www.zabbix.com/documentation/2.4/manpages/zabbix_sender
IPMI checks
We have already seen a few ways to monitor our infrastructure with Zabbix. One of the other supported methods of Zabbix is IPMI monitoring. If you still have no clue what we are talking about then maybe ILO or DRAC will tell you more. DRAC is from Dell and stands for Dell Remote Access Controller and ILO is from HP and stands for Integrated Lights-out. Most of these interfaces come in servers as extra cards, and make it possible for us to monitor our hardware directly without the need of an operating system. The server doesn't even need to be turned on to monitor the hardware.
Getting ready
For this topic, you need as usual a properly configured Zabbix server. Make sure you have compiled the server with support included for OpenIPMI. We also need some IPMI capable device, probably a server with a remote management card.
How to do it …
yum install impitool OpenIPMI OpenIPMI-libs
ipmitool -U <ipmi user> -H <IP of ipmi host> -I lanplus -L User sensor
Last thing that we have to change is in the zabbix_server.conf file. Here we have to uncomment StartIPMIPollers=0 and change the 0 in a value high enough to the number of IPMI devices that we want to monitor.
service zabbix-server restart.
Tip
Passwords and pass phrases should not be shown in the frontend so please remind Zabbix about this by voting on this issue!
https://support.zabbix.com/browse/ZBXNEXT-2461.
It is best to open the IPMI with the latest firmware available if possible. Your IPMI device should at least support IPMI v2.0.
How it works
Getting IPMI to work is not too difficult but we need to make sure that our server is compiled with OpenIPMI support and that all packages are installed with a version of at least 2.0.14.
By default Zabbix is not configured to start any IPMI pollers, so in our server configuration file, we need to make sure that the IPMI pollers option is active and that enough pollers are set to monitor our IPMI devices. Don't forget to restart the server afterwards.
The IPMI device itself needs to have support for IPMI v2.0. Zabbix needs a user with read access on the IPMI so that it can read the data from the IPMI interface.
In Zabbix we need to make sure that on the host we add an extra interface for IPMI.
In the host tab of our server we need to add an IPMI interface here we need to configure the correct IP address and port.
There's more...
Zabbix has reported that the OpenIPMI version 2.0.7 is broken and that at least version 2.0.14 is needed to get a working version.
It is possible that your network card also supports IPMI. In this case there is no extra network card and you just have to fill in the same IP address for the IPMI interface.
More sensors can be found by placing Zabbix in debug level 4 and looking for the reading_type parameter. More information about sensors can be found in the IPMI specifications.
http://www.intel.com/content/www/us/en/servers/ipmi/ipmi-specifications.html.
See also
https://www.zabbix.com/documentation/2.4/manual/config/items/itemtypes/ipmi
JMX checks
Since Zabbix 2.0, there is native support for monitoring Java applications in Zabbix. For this, Zabbix makes use of a so-called Java gateway. Once the gateway is in place, Zabbix can monitor all JMX counters from our Java application.
Getting ready
For this setup to work, you need as usual, your Zabbix server setup and access with full administration rights. We also need a host configured in Zabbix that we can use to install our JMX and Java application. If you have compiled your server from source, then make sure you have compiled it with the --enable-java option.
How to do it…
yum install zabbix-java-gateway
chkconfig zabbix-java-gateway on
For RHEL 7:
systemctl enable zabbix-java-gateway
service start zabbix-java-gateway
For RHEL 7:
systemctl start zabbix-java-gateway
Java gateway = 127.0.0.1
Java Gateway Port = 10052
Start Java pollers = 2
service zabbix-server restart
For RHEL 7:
systemctl restart zabbix-server
java -Dcom.sun.management.jmxremote \
-Dcom.sun.management.jmxremote.port = 12345 \
-Dcom.sun.management.jmxremote.authenticate = True \
-Dcom.sun.management.jmxremote.ssl = True \
-jar some-java-app.jar
There's more...
As you will see, JMX monitoring is not a straightforward thing. Sometimes your application won't connect to the correct IP or a type will refuse the Java to start.
On top of that, installing the JMX console will be a security risk. Luckily enough, we can add a login and a password to this console and Zabbix has support for this. In our item, there is a box where we can add a login and a password.
If you run into issues and you probably will, the best thing to do is to go and check the jmx log files under:
/var/log/zabbix_java_gateway.log
Tip
Only one Java gateway can be installed on the Zabbix server or alternatively you could install one per proxy.
When you compile it may be a good idea to add some prefix for the location, as the gateway comes with a whole tree of files and directories. Example:
--prefix=/opt/zabbix_java_gateway
See also
Aggregate checks
Running individual checks has been great so far, but they are just checks on one system. What if you would like to know the total CPU load of a group of servers? For example, when you are running a cluster of servers? For this we can make use of the aggregated checks in Zabbix.
Getting ready
To be able to finish this recipe successfully we need our Zabbix server with a few Linux hosts installed and properly configured.
How to do it …
grpavg["aggregated","system.cpu.load[percpu,avg1]","last"," 0"]
When you go now to Monitoring | Latest data, you will see on our fake host the average CPU load from all our hosts in the group "aggregated".
How it works
Aggregated items summarize the readings of an item of all hosts in a group together. The structure used to create an aggregated item is as follows:
groupfunc["Host group","Item key",itemfunc,timeperiod]
The groupfunc is just a placeholder and needs to be replaced with grpavg, grpmax, grpmin, or grpsum. The Host group is the group of servers that we want to use for our calculation. The item key is the item that is available on all servers in the group. The item function can be avg, count, last, max, min, or sum.
There's more...
Aggregated checks don't rely on any Zabbix agent or server check. Instead the Zabbix server will look at existing data in the database and reuse it to calculate a new item.
When you create an aggregated check in a template and link this template to all servers in for example, the group webservers; then Zabbix will recalculate this check on every server in this group. The result is that Zabbix server will calculate and store the same data for every server. One solution is to add the item local on a host or a better solution could be to create a fake host like we did in the example with the name related to the purpose of our cluster.
Tip
Only active items on enabled hosts are included in the calculations.
The amount of values (prefixed with #) is not supported.
The time period parameter is ignored by the server if the third parameter (item function) is last.
See also
External checks
Just when you thought things couldn't get any better, you notice that Zabbix has support for external checks. This means that Zabbix will run a script or a binary from a specific location, without the need of any agent running on the host that we want to monitor.
Getting ready
For this setup, we need our Zabbix server with a host that can be reached by the Zabbix server. There is no need to install a Zabbix agent on the host as we will make use of our own scripts to run some checks.
How to do it …
ExternalScripts=/usr/lib/zabbix/externalscripts
#!/bin/bash
nproc
chmod +x
chown zabbix:zabbix cores.sh
How it works
This example was pretty easy, but it should give you an idea of the possibilities of external checks. It's important that our scripts are placed in the correct directory as defined in our zabbix_server.conf file and that the script has the correct rights, so that Zabbix can read and execute the script.
Next step is to create an item in Zabbix and select the Type, External check and add a key with the exact same name as our script.
There's more...
It is important to remember that external checks cannot take too much time to run. If a script takes more than 5 seconds, Zabbix will then mark the item as unsupported.
If your scripts needs input such as a variable then you can pass this variable in your item key between the []. For example, myscript.sh["var1","var2",...].
It is also possible to make use of macros. For example, running a script that sends the IP address with some variable could be done easily like this:
myscript.sh["{HOST.IP}","var1"]
Tip
If you monitor your host from a proxy, then you need to make sure that the script is on the proxy that the host monitors. In that case, it will be the proxy running the script.
See also
Database monitoring
In Zabbix when we want to monitor some database, it is possible to do this by making use of the Open Database Connectivity (ODBC) software. ODBC is kind of a software sitting between the DBMS and the application (in our case Zabbix). Zabbix can query any database, which is supported by unixODBC or Independent Open DataBase Connectivity (iODBC).
Getting ready
We need of course, our Zabbix server setup. If you have compiled the server then you need to make sure that it was compiled with the option --with-unixODBC.
How to do it…
# yum install unixODBC -y
# yum install unixODBC-devel -y (if you need sources to compile)
# yum install mysql-connector-odbc
# odbcinst -j
unixODBC 2.2.14
DRIVERS............: /etc/odbcinst.ini
SYSTEM DATA SOURCES: /etc/odbc.ini
# vi /etc/odbcinst.ini
# Driver from the mysql-connector-odbc package
# Setup from the unixODBC package
[MySQL]
Description = ODBC for MySQL
Driver = /usr/lib/libmyodbc5.so
Setup = /usr/lib/libodbcmyS.so
Driver64 = /usr/lib64/libmyodbc5.so
Setup64 = /usr/lib64/libodbcmyS.so
FileUsage = 1
This file should already be OK, just make sure that the library for the Driver64 option is really on the system in that location.
# vi /etc/odbc.ini
[mysql-test] => name of the dsn we will use
Description = Mysql test DB
Driver = mysql
Server = 127.0.0.1
User = root
Password = <root db password>
Port = 3306
Database = <zabbix database>
# isql mysql-test
How it works
To be able to get Zabbix to read data from our database, we need to keep a few simple steps in mind. We need to compile Zabbix with UnixODBC support for which we need the package unixODBC-devel. Zabbix does not connect directly to the database but makes use of ODBC for this so we need to install the unixODBC package as well. Depending on what database we want to use, we also need the proper ODBC driver for our database. So in our case we had to make use of the mysql-connector-odbc package.
Next, we had to configure unixODBC which was done by editing two files odbcinst.ini and odbc.ini. The odbcinst.ini file is used to configure the installed drivers. It seems Red Hat / Centos comes already with a basic configuration, so we didn't have to make any changes.
Next, we had to add a data source in the odbc.ini file which is what we call a DSN. The DSN name is always between [] and we need this name for our Zabbix item. We also had to add the driver, in our case, mysql- the server where our database was running and connection settings such as username, password, port, and database name.
There's more...
In our case, it was easy to install the MySQL driver because it was already provided in a package from our OS. Sometimes it's not so easy to find the correct driver for instance when using Oracle. The website from unixODBC has a list of supported databases and drivers: http://www.unixodbc.org/drivers.html.
Some limitations to keep in mind:
See also
Checks with SSH
Another way to extend our Zabbix server to do some checks is by making use of Secure Shell (SSH). SSH checks will be launched from the server with the need of a Zabbix Agent.
Getting ready
For this example, we just need a Zabbix server properly configured and a host that we can use to connect to by making use of SSH.
How to do it…
When you log in with SSH, you have to provide a username and a password in Zabbix to log in to the host that we want to monitor. This must be done in the GUI in plain text. An alternative to this is the use of SSH keys.
SSHKeyLocation=/home/zabbix/.ssh
zabbix:x:500:500::/home/zabbix:/sbin/nologin
# mkdir -p /home/zabbix/.ssh
# chown -R zabbix:zabbix /home/zabbix/
# service zabbix-server restart
For RHEL 7:
# systemctl restart zabbix-server
# sudo -u zabbix ssh-keygen -t rsa -b 2048
# sudo -u zabbix ssh-copy-id root@<host ip>
The authenticity of host '192.168.10.102 (192.168.10.102)' can't be established.
RSA key fingerprint is 2f:83:7f:0e:4b:bd:1b:6c:b7:b7:c4:69:f6:99:10:71.
Are you sure you want to continue connecting (yes/no)? yes
Warning: Permanently added '192.168.10.102' (RSA) to the list of known hosts.
root@192.168.10.102's password:
Now try logging into the machine, with "ssh 'root@192.168.10.102'", and check in:
.ssh/authorized_keys
to make sure we haven't added extra keys that you weren't expecting.
# sudo -u zabbix ssh root@<ip host>
# head -n1 /etc/issue
Tip
Sometimes logging in with SSH may not work. In that case, check SELinux as SELinux is sometimes blocking SSH logins with keys because of incorrect labels on the SSH keys.
How it works
Zabbix will be configured as a normal user, we will give Zabbix a home directory under /home/zabbix. Here we will install our SSH keys for the Zabbix user. In the zabbix_server.conf file we have to specify this location, so our server knows where to look.
Next, we have to create an item for SSH and this item has to know the name of our private and public SSH keys.
It's important that we log in the first time manually ourselves on all the hosts so that the key is accepted on all the machines. This way we are also sure that SSH passwordless login works.
Now when Zabbix wants to launch the command that we added in the script box, it will be launched as the user that we told Zabbix to use to log in on the remote host.
There's more
Make sure that port 22 is not blocked in your firewall. Normally RHEL and derivatives have port 22 standard open in the firewall. If you use SSH on another port than the standard port 22, you need to specify this in your key parameters. Example. ssh.run[<unique short description>,<ip>,<port>,<encoding>].
If you see messages in the log file like this:
<hostname> became not supported: Cannot obtain authentication methods: Would block requesting userauth list
Then you have to check your DNS. This is probably a problem of SSH doing a hostname look-up without success. It can be fixed easily by adding the correct entry in the DNS or host file of the Zabbix server.
It takes more time and resources to check SSH items than to check them by making use of the agent. So don't be too aggressive with the check interval of the item.
See also
Checks with Telnet
In this setup, we will see how to set up a check with Telnet and Zabbix. I personally don't see any reason for using Telnet anymore these days as there are plenty of other secure alternatives (Example, SSH). But just for the sys admin who likes to live on the edge or for the sys admin that has no other choice because of a company policy, this is it. (Remember that Telnet is not encrypted, so everybody can read your data!)
Getting ready
To make this setup work, all we need is a properly setup Zabbix server and a host with or without Zabbix agent as the check is initiated by the Zabbix server.
How to do it…
# yum -y install telnet-server
# yum -y install telnet
# vi /etc/xinetd.d/telnet
{
flags = REUSE
socket_type = stream
wait = no
user = root
server = /usr/sbin/in.telnetd
log_on_failure += USERID
disable = no
}
# service xinetd start
# chkconfig telnet on
# chkconfig xinetd on
# vi /etc/sysconfig/iptables
# Firewall configuration written by system-config-firewall
# Manual customization of this file is not recommended.
*filter
:INPUT ACCEPT [0:0]
:FORWARD ACCEPT [0:0]
:OUTPUT ACCEPT [0:0]
-A INPUT -m state --state ESTABLISHED,RELATED -j ACCEPT
-A INPUT -p icmp -j ACCEPT
-A INPUT -i lo -j ACCEPT
-A INPUT -p udp -m state --state NEW --dport 23 -j ACCEPT
-A INPUT -p tcp -m state --state NEW --dport 23 -j ACCEPT
-A INPUT -m state --state NEW -m tcp -p tcp --dport 22 -j ACCEPT
-A INPUT -j REJECT --reject-with icmp-host-prohibited
-A FORWARD -j REJECT --reject-with icmp-host-prohibited
COMMIT
If you run RHEL 7.X then the firewall ports can be added this way:
firewall-cmd --permanent --add-port=23/tcp
firewall-cmd --permanent --add-port=23/udp
firewall-cme --reload
# service iptables restart
# vi /etc/securetty
tty10
tty11
pts/0
# useradd zabbix
# passwd zabbix
How it works
Just as with SSH, Zabbix server will initiate the connection to the host that we want to monitor. But because we work with Telnet, there is no secure way to log in and we have to add the login and password into the Zabbix item in plain text.
We have to install on the client, the Telnet server and we need to make sure that it is running and that it comes back up after a reboot.
It's also important that if you have a firewall running that we open the firewall on port 23 for TCP and UDP.
Keep in mind that standard our root user will not be allowed to initiate a connection. For this, we have to alter the file /etc/securetty first on the host.
Finally, if we make use of Telnet, we have to make sure that Telnet is installed on our Zabbix server so that we can initiate the connection.
Tip
Telnet is a protocol that is not encrypted, just like the Zabbix protocol. So when you use the root user to log into the host, remember that anyone will be able to sniff the root password from your network!
There's more...
If a Telnet check returns a value with non-ASCII characters and in non-UTF8 encoding, then the <encoding> parameter of the key should be properly specified.
Also remember, that if the script is resource intensive, it will cause delays in reporting to the server. Also Telnet checks are always more resource intensive than real agent checks.
See also
Calculated checks
Calculated items are items calculated based on data of one or more already existing items in the Zabbix database. All calculations are handled by the Zabbix server and will never be calculated on the agent or the proxy.
Getting ready
If you want to do this exercise, then you need a Zabbix server that is properly setup and linked to the standard Linux template. Of course, you can alter the items that we have used and use your own if you like.
How to do it…
100*last("vfs.fs.size[/,free]",0)/last("vfs.fs.size[/,total ]",0)
How it works
A calculated item will calculate a new value from one or more items that already exist in the database. This means that the Zabbix server will calculate a new value of already existing data and create a new item for it.
In our case, we calculated the percentage of the free space on / by dividing the free space from our root filesystem with the total size from our root filesystem and then we multiplied the data hundred times. The last option in our example makes sure that we use only the latest data from our two items.
When we create calculated items, we always need a function, key and optionally some parameters:
func(<key>|<hostname:key>,<parameter1>,...)
There's more...
We can make use of many different functions and are not limited to just the latest data. For instance, we can make use of avg, count, max, min, sum, and so on.
For a complete overview, have a look at this page in the Zabbix documentation.
https://www.zabbix.com/documentation/2.4/manual/appendix/triggers/functions.
Tip
We can only use calculated items on numeric values. Here is no support for strings as yet.
See also
Building web scenarios
Now that we have seen plenty of ways to monitor all kinds of network devices, it's time to have a look at how we can monitor websites with Zabbix. With Zabbix, it's possible to monitor all kinds of information from web pages. In this recipe, we will explain you how to do it in a few easy steps.
Getting ready
Once again, we need our Zabbix server properly configured with a Zabbix super admin account. Make sure that the agent is installed on the Zabbix server and is working fine.
How to do it…
{user}=Admin
{password}="your zabbix Admin password"
Step 1: In this recipe, we will add the first step in our scenario to verify the existence of our front page.
Step 2: Now we add a second step to login in our Zabbix web page.
name={user}&password={password}&enter=Sign in
{sid}=regex:sid=([0-9a-z]{16})
Step 3: In our third,step we will verify if the login step that we just made actually works:
http://localhost/zabbix/index.php
Step 4: In our fourth and last step we will log out of the web page to make sure all sessions are closed.
http://localhost/zabbix/index.php?reconnect=1&sid={sid}
How it works
When we want to monitor websites, we have to create a scenario. This scenario is based on a certain level of steps. Each step will be executed in the exact the same order.
In our scenario, we have added some variables for user and password between {} so that we don't have to type our login and password every time in the other steps.
We then added a first step just to monitor the front page; here we filled in the code 200 in the required status codes field. A web server will always return a certain code when we open a web page 200 is the code for OK. More codes can be found here: http://en.wikipedia.org/wiki/List_of_HTTP_status_codes.
We also looked for a required string. This is a unique text on the web page that we see only when we are at the login page of our website.
In the next step, we tried to log in. For this we made use of the post and the variables boxes.
In the post box, we added the string that we need to post with our username and password. Remember we made macros for this. Be careful we have to enter everything in one line and have to glue it together with &. Also, in this example we make use of name and password for name and password but this can change. You have to look in the code of the web page what the exact post variables are. Same goes for the enter=Sign option in, this is the post variable used to enter the username and password.
The variables box is a regular expression that we need because the web page makes use of a session ID. We put our regexp option in a macro {sid} that we can use later.
In our third step, we are already logged in so the only thing to verify if login really worked is add a required string that can only be seen once you are logged in. In our case, that is the word Profile.
Now in our final step, we will try to log out, else all sessions will stay recorded in the database. In some cases it is possible that you can't log in for a certain amount of time because your session is still active.
For this, we have to add the URL that we need to log out and we also have to pass our session ID. Here we can make use of the {sid} macro that we made earlier in step 2.
There's more...
A few extra tips to keep in mind when you monitor websites:
# zabbix_server -R log_level_increase="http poller"
See also
Monitoring web scenarios
Now that we have our website monitored, we have nice graphs about download speed, access times and so on. But sometimes there are certain things that we would like to know like when a step fails in our scenario. This recipe will show you how to monitor the same.
Getting ready
Make sure you have your Zabbix server properly configured, that you have super admin rights and that you have finished the previous recipe Building web scenarios.
How to do it…
{host:web.test.fail[Scenario].last(0)}>0
How it works...
Even if we did not create an item, it is still possible to monitor certain aspects of our web scenario. When we create our scenario Zabbix adds certain items by itself to our host. This way we can monitor certain aspects like for example, the number of failed steps.
Here we have an overview of the steps that can be monitored with Zabbix:
See also
Some advanced monitoring tricks
There are some more tricks that can be used when creating items and we have already made use of them in the book. So, maybe you have noticed it already and found out how it works. If not, we will show you now and explain you how it works.
Getting ready
For this recipe, we just need our Zabbix server up and running and access rights as super administrator. We also need to have our agent installed on our Zabbix server and properly configured.
How to do it …
How it works...
When we make use of the $ symbol in our item name, $1 will be linked with the first value from our key. When our key has more than one value, let's say three values then we can make use of $1, $2, and $3 to read those values.
This makes life more easy when we work with templates. For more information about templates go to Chapter 6, Working with Templates in Zabbix.
See also
Autoinventory
Besides monitoring values to see if something goes wrong, Zabbix has another nice feature. It is possible to gather certain information of your hardware and use this to create some inventory in Zabbix. Knowing we have an API in Zabbix, it can be used to populate our Configuration Management Database (CMDB) later.
Getting ready
Make sure you have your Zabbix server up and running with super administrator rights. We can do this recipe with only the Zabbix server added as host; having said that, it won't hurt if you add a extra host to monitor the inventory from this machine.
How to do it ...
How it works...
To get our inventory fields populated, we need to create items on our hosts. Those items have to be linked to fields from our inventory. Once the items are detected the data will be put in the inventory fields from our host. It's good practice to create a specific template to detect certain information that you need and apply the template to all your hosts.
There's more...
Be careful, not all items work on all operating systems. For instance, it is at times possible that one item works on Fedora and not on Ubuntu, example, OS short name. It is also possible to make use of macros in the reporting. A full list of macros can be found here:
https://www.zabbix.com/documentation/2.4/manual/appendix/macros/supported_by_location.
We could make use of the macros {INVENTORY.LOCATION<1-9>} and {INVENTORY.CONTACT<1-9>} to get notified in case of issues with the location and the contact person for this server.
See also
Chapter 5. Testing with Triggers in Zabbix
In this chapter, we will cover the following topics:
Introduction
So far we have seen how to install Zabbix, set it up and configure it. In Chapter 4, Monitoring with Zabbix we have shown you the different ways to gather data with Zabbix. The next logical step for us is now to check our data for certain values or thresholds that we are interested it. In this chapter, we will see how we can build our own triggers to get notified about certain thresholds and how to work with the trigger constructor in Zabbix. We will also see a more advanced way to build triggers and a way to test our expression before we go in production.
Creating triggers
Let us see first how to create our own triggers. Triggers in Zabbix are ways to check the data that we have gathered for certain thresholds. Later we can use this in Zabbix to send us notifications about certain thresholds that have been exceeded.
Getting ready
To be able to do this recipe, you need a Zabbix server with super administrator access such as the standard admin account that came with the installation. We also need a network device that we can monitor in Zabbix.
How to do it...
{<server>:<key>.<function>(<parameter>)}<operator><constant>
How it works
In Zabbix when we create an item, we gather certain data from our network. For this we make use of different methods. In our case, we used the simple check to do a ping to an agent. When we want to get notified, we need to tell Zabbix when one of those values is an issue. In other words, we need to tell Zabbix what the threshold is. In our case, it was the value 0. So triggers are some kind of logical expression evaluating the data that we have gathered by our item.
The option Multiple PROBLEM events generation will generate an event in Zabbix every time the trigger evaluates a problem. Else only 1 event will be generated. The description field is helpful to add a description so that the person receiving the alarm will have a clue of what is going on. So it's best to put some meaningful description here. The URL field can be used to send, for example, a URL to a solution webpage. Severity is where we can select the severity level of our trigger. Enabled box speaks for itself; we can enable or disable our trigger here. The tab Dependencies on top can be used to link our trigger to other triggers. This way our trigger will not warn us in case the other trigger is not in a problem state.
There's more...
As extra, we added the option nodata(5m). This option tells Zabbix to look for our date and warn us if there is no data for 5 minutes. We could replace the 5m with 300. This would be the same as Zabbix would calculate the time in seconds.
If you have issues with ping always returning the value 0. Check SELinux as SELinux is probably blocking Zabbix from using fping option.
One solution for this problem can be:
#grep fping /var/log/audit/audit.log | audit2allow -M zabbix_fping
#semodule -i zabbix_fping.pp
See also
https://www.zabbix.com/documentation/2.4/manual/config/triggers.
https://www.zabbix.com/documentation/2.4/manual/config/triggers/trigger.
Testing log files
One of the many other things Zabbix can do is monitor log files. In this recipe, we will show you how to test your log files with Zabbix for certain patterns.
Getting ready
For this recipe, we need a Zabbix server without agent installed on the server and configured. We also need Zabbix super administrator access.
How to do it ...
Let's say we want to monitor the /var/log/messages file on our OS.
# ll /var/log/messages
-rw-------. 1 root root 324715 Jan 20 18:54 /var/log/messages
# usermod -a -G adm zabbix
# chmod g+r /var/log/messages
# chgrp adm /var/log/messages
# ll /var/log/messages
-rw-r-----. 1 root adm 327617 Jan 20 19:11 /var/log/messages
# logger error
There's more...
SELinux could be messing with you; so make sure to temporarily disable SELinux to make sure that this is not the problem. In case it is, a rule should be created for this.
The problem with logfile monitoring is that entries in log files do not have a status. If an entry in the log file indicates an error, there is usually no entry indicating that the error has been corrected. So in this case, the trigger will always retain the status error. We have to force Zabbix to update the status and this can be done with the nodata() function. In this case, we have to rewrite our previous trigger like this:
{<template or host>:log[/var/log/messages,error].nodata(300)}=0
In this case, we get an alarm when there is an error in the log file and Zabbix will reset it's status after 120 seconds:
In case you want to work with logrotate option, it is very much possible with Zabbix, except that we would have to use logrt option instead of log option.
How it works
Zabbix can look in files for certain keywords; for this, Zabbix needs to have read permissions on those files. In this example, we added Zabbix to the adm group. Then we added our log file to this group and gave the group read permissions. Now by creating the proper item, Zabbix was able to look into the file for out keyword error. With the command logger, we were able to send the command error to our log file and Zabbix picked it up.
Later we saw how it was possible to create the correct trigger for this, and what the possible problem could be with the entry not having a status. To solve this problem, we made use of the nodata function. This function makes it possible for Zabbix to monitor our log file and reset it's status back to normal if no new errors were received for 300 seconds. Of course, in this case you need to be sure that Zabbix is configured to send email, SMS, and so on, else there is a chance that you will not get any notification about the error.
See also
https://www.zabbix.com/documentation/2.4/manual/config/items/itemtypes/log_items.
Trigger constructor
Of course, building triggers is nice but it would not be helpful if we had to memorize all possible functions. For this, we can make use of the trigger constructor in Zabbix. The constructor will show us a list where we can choose from and easily modify it to our needs.
Getting ready
To be able to do this recipe, you need a Zabbix server with super administrator access such as the standard admin account that came with the installation. We also need a network device that we can monitor in Zabbix.
How to do it...
How it works
Just like in the previous recipe, we have built the same trigger but we made use of the expression builder that is integrated in Zabbix. This will make building complex triggers easier.
There's more
When you click on the Expression constructor, some new boxes will pop up under the Expression box. You will see the box And, Or, and Replace. It is possible now to combine two or more expressions with And and Or to help you out in more complex situations.
See also
More advanced triggers
Sometimes triggers in Zabbix are too sensitive and you get notifications all the time because of quick repeated status changes; this is what we call flapping. This could be for example a swap file that is growing and shrinking all the time, making Zabbix send notifications that there is not enough free space left and a few seconds later going back in an OK state because there is enough space again to come back in alarm once again, a few seconds later. Another example of flapping could be the CPU load going over and under the threshold every x number of seconds. Let's see how we can solve this.
Getting ready
For this recipe, we only need a Zabbix server with an agent installed on the Zabbix server or some host and of course access with a super administrator account, like the one that comes standard with the installation.
How to do it ...
({TRIGGER.VALUE}=0 & {MySQL:vfs.fs.size[/var/lib/mysql,pfree].last(0)}<10)
|
({TRIGGER.VALUE}=1 & {MySQL:vfs.fs.size[/var/lib/mysql,pfree].last(0)}<30)
How it works
We made use of a new macro, {trigger.value}. We know that once a trigger is in the problem state, it is 1 and once a trigger is in the OK state it is 0. By making use of the operator OR operator (|) we can tell our trigger to change to a problem state if our volume is less than 10 GB, or to remain into a problem state if the state was already in error and the volume has still less than 30 GB free space left.
Our trigger will come back in the OK state once the free space in our volume is more than 30 GB. This is possible because the macro {TRIGGER.VALUE} always returns the current trigger value. The first line defines when the problem starts. In our case, when there is less than 10 percent free space for the MySQL volume.
The second line defines the condition that keeps our trigger in problem state. In our case, this will be less than 30 percent free space.
There's more...
There are more ways to do smart monitoring, for example, we can make use of the fuzzytime() function to see if there is still contact with our proxy. Example: {Zabbix server:zabbix[proxy,<proxy name>,last access].fuzzytime(300)}=0. This will alarm us if there is no contact for 300 seconds.
We can also do a time shift in Zabbix. This means that we can compare a value from an item with the value from example:
yesterday. server:system.cpu.load.avg(1h)}/{server:system.cpu.load.avg(1h,1d) }>2
This expression for example will check the load for 1h today and verify it with our server with the load from yesterday and give a warning if the load is more than 2 times.
See also
Testing our trigger expressions
We have seen so far that we can build triggers by hand and by selecting triggers from a list. What we have not seen yet is a way to test our triggers before throwing everything in production. In this recipe, we will show you how to test the triggers you have just created.
Getting ready
For this recipe, we will need as always our Zabbix server properly set up with a super administrator account. You should also be familiar with creating items and triggers. In this recipe we will make use again of the ping item that we have created in our recipe, Creating triggers.
How to do it ...
How it works
With the expression constructor, it is easy to build more complex constructions but also to test our expressions. By faking a positive or a negative outcome of the input we can see what the outcome will be for our trigger. Zabbix will show us True or False to let us know what the output will be. This way, it is possible to test the triggers that we have build before putting them in production without knowing if they will work or not.
There's more...
We have seen in this chapter that the severity can be chosen for each trigger that we build. However, it is possible to rename them and to change the colors per severity. The GUI elements can be configured in Administration | General | Trigger severities. Users can also set audio alerts. Remember this was explained in Chapter 2, Exploring the frontend.
Chapter 6. Working with Templates
In this chapter, we will cover the following topics:
Introduction
So far in previous chapters, we have seen how to add hosts, create items, and add triggers to those items. Now imagine you have 10 servers with PostgreSQL and you want to monitor them. What will you do? You possibly will create items for each host to gather data and add triggers for each item. We then could copy all items and triggers 10 times to all other hosts. But what if you need to make changes? You will change it again on all hosts individually? What if we have to do this on 100 hosts, program something with the API? To make our life easier, we have templates in Zabbix. With templates we only have to create 1 item and 1 trigger. We can then link this template to all our hosts and reuse all our work over and over.
Creating templates
In this recipe, we will show you how you can create templates in Zabbix. It's always advised to use templates as much as possible.
Getting ready
For this recipe, we need a Zabbix server and access to the server with a Zabbix administrator or super administrator account.
How to do it ...
How it works
Templates are just a collection of items, triggers, applications, and so on, that we can reuse. Instead of creating each item or trigger and so on on every host, we just create a template. Then we make everything in our template and link it to a bunch of hosts so that we can reuse our work.
There's more...
Templates are often used to link servers with the same service or application such as PostgreSQL, Apache, Zabbix agent, Red Hat, Ubuntu, proxies, and so.
Since Zabbix 2.2, web scenarios were added to the template. When you edit a already saved template, you will see some extra buttons at the end of the page. The Update button will, of course, update any changes made. The Clone button will duplicate your template into a new template and copy all entities like triggers, items, and so on inherited from linked templates. The Full clone will do the same as the Clone button but also copy directly attached items, triggers, and so on, from the template to the new template. Delete will obviously delete your template but all items will remain with the host while Delete and clear will remove all items from the linked hosts.
Tip
You cannot link a template to a host, if the template has items that are already on the host as each item on a host has to be unique.
See also
Importing and exporting templates
When we have templates made in Zabbix, it makes sense to back them up in case we want to use them later or to share them with, for instance, the community. In this recipe, we will show you how to import and export templates in Zabbix.
Getting ready
What do we need for this recipe? We need our Zabbix server properly set up. For this setup to work we also need an administrator or super administrator account.
How to do it...
When we want to import templates we have to follow more or less the same steps:
How it works
Importing and exporting templates is very straightforward. When we want to export a template, we only have to select what template we want to export and click on the Export button. Zabbix will export the template in a file that we can download. The format of this file is XML.
When we want to import templates we have some more options. When importing templates we have the options to update existing templates or to import them and make a choice of what we would like to import.
There's more...
Besides templates, we can export and import also hosts, host groups, network maps, images, and screens. Images are exported in a Base64 format.
Import and exporting templates can be useful in case you want to back up your templates. It can also be useful if you have a development and a production environment. This way you could develop and test everything first on the development machine, export templates and import them on the production environment.
Another way is to share them with the community (I highly recommend you to do this).
See also
Linking templates
Having templates is great, but you probably want to link it to a host as well, else we would not have much use of our templates. In this recipe, we will show you how to link those templates to your hosts.
Getting ready
For this recipe, we need a Zabbix server and access to the server with a Zabbix administrator or super administrator account. We also need a fresh host.
How to do it ...
Note
There are probably already a few names in the box Hosts / Templates. Don't worry, those are already hosts or other templates that are linked to this template.
How it works
We need to link our templates to hosts after we have created them. This way it is possible to link our template to multiple hosts.
It is also possible to link templates from the host itself. This can be done by clicking on the host from the menu Configuration | Hosts. You then select the Templates tab and select a new template from the list or type the name in the Link new templates box. Don't forget to click Add afterwards to add your template to the host.
See also
Nesting templates
It is also possible in Zabbix to link templates with each other. This may sound weird and unnecessary at first but it's definitely a great feature. Imagine you have a web server with Apache, MySQL, and PHP. You could create 1 big template to monitor all items or you could create 3 templates. One for Apache, one for MySQL, and another one for PHP. But what if you have another web server that you would like to monitor? Do you add those three templates again to that host? What you could do in this case is create a new template Webserver and link it with the three templates we mentioned earlier. In this case, we only have to link 1 template Webserver to our webserver and we can still use the template Apache or MySQL in case we only want to monitor Apache or MySQL on another server.
Getting ready
To be able to do this recipe, you need a Zabbix server properly set up with an admin account or super administrator account setup.
How to do it...
How it works
In the template menu we just create a new template. This template we link to two or more templates so that our new template will inherit all of the items of the linked templates. Our new template will then be linked to our host. This way we don't have to link two templates to our host but only one. Later it is possible to link more templates to the new template we have made.
Tip
In the Link new templates box, it is possible to type the name of the template if you know the name or part of the name, and then select it from a popup window.
There's more...
When we go back to the menu Configuration | Templates, we will see our template web server and in the column Linked templates we will see the names of the templates linked to our new template.
See also
Macros in templates
If you have a lot of servers then you probably want to have your templates a bit more dynamic. There are probably also some cases where a certain value in your template is not fit for just one server in your park. For this, we can make use of macros in our templates.
Getting ready
For this recipe to work, we need a Zabbix server and a Zabbix host. We also need to make sure that we have a SSH session active on port 22 on our host as we will monitor the SSH service on our host. For this, we will make use of macros. We also need to make use of the super administrator account in Zabbix.
How to do it ...
How it works
In the Administration panel under General | Macros, we can define global macros. Those global macros can be used in our templates. So by defining {$SSH_PORT} macro in our item to monitor the SSH port, we were telling our template to look to the global macro. This means that our template would always check, in this case, port 422. Because we defined a new macro on our host with the value 22, that specific macro was over written for only this particular host. So in our case the template would always look for a service on port 422, but only for our host it would look for a service on port 22.
See also
Chapter 7. Data Visualization and Reporting in Zabbix
In this chapter, we will cover the following topics:
Introduction
In the previous chapters, we have seen how to create items and build thresholds for those items. Our next step is to visualize this data. So in this chapter, we will show you how to visualize your data in Zabbix by building graphs, screens, maps, and put it all together in a slideshow. When all this is finished, we will generate some reports from our data and build some graphs based on SLA's that we set in Zabbix.
Creating graphs
In this recipe, we will show you how to build some nice looking graphs from the data that we have gathered from our items.
Getting ready
For this recipe, we need a Zabbix installation and an agent installed on the Zabbix server or another host that we can use. We also need admin rights in Zabbix to be able to create our graph.
How to do it…
How it works
For every item in Zabbix, we can create a graph. For this, we should select the item that the graph should check. We can select more then one item from the item box. Another great feature is that we can mix different items in one graph, example. CPU load, Memory usage, Disk I/O, and so on. This way we could, for instance, see the impact of memory usage on other parts of our system.
There's more...
We can make use of macros in map names but have to do it a bit differently. We have to add it with this syntax: {host:key.function(param)}. In our case, it would look like this, CPU load {{HOST.HOST}:system.cpu.load[percpu,avg1].last(0)}. This example would return a header such as: CPU load 0.5.
Also Zabbix supports some graphs out of the box. That means if you add a Zabbix template to your host, it will probably already contain some graphs.
Since Zabbix 2.4, there is support for ad hoc graphs on several items. When you go to monitor latest data you will have the option Graph behind most of the items. By clicking on this link, you will see a graph built by Zabbix for this item.
See also
https://www.zabbix.com/documentation/2.4/manual/appendix/macros/supported_by_location
Creating screens
Sometimes we want to see different kinds of data from our servers at the same time. Problem is that this always doesn't make sense. Sometimes we want to see CPU load, memory, network traffic, even from different servers, but we don't want to see it in one graph all together. For this, we have screens in Zabbix. Screens in Zabbix are a quick way to display different kinds of information in something that looks like a table on your screen. In screens, we can display graphs, maps, other screens, and much more. Screens can be useful for service centers as we put all data for them in one or more screens so that there is an easy overview; for example, data from all webservers or load balancers in one screen.
Getting ready
For this recipe, we obviously need our Zabbix server and a Zabbix account with administrator rights. We also need an agent installed on our Zabbix server and the template Template App Zabbix Server linked to our host.
How to do it...
How it works
Screens are a just a collection of all kinds of information brought together in a table-like view. First thing we have to do when creating screens is think how many columns and rows we would like to have. This is not fixed, we can still change it later. When we want to add certain items to our fields, we can choose from the following list:
There's more...
Triggers will not be displayed in the legend if the height from a graph is set less then 120 pixels. In the screen, you have probably noticed + and - symbols on the sides of each table. When you click on the + symbol above the table, a new column will be added. Clicking on the – symbol will remove a column. Similarly, when we click on the left side of the table on the + symbol, a new row will be added. Clicking on the – symbol will remove a row.
See also
Creating slideshows
Besides the possibility to integrate multiple small screens in a big screen, it is also possible to combine multiple screens into a so-called slideshow. In a slideshow, the screens are shown one after another.
Getting ready
For this recipe, we need a Zabbix server properly configured and access to a Zabbix admin account. We also need to have 2 or more screens configured. If you don't know how to configure screens, then have a look at Chapter 7, Creating screens.
How to do it...
How it works
Slideshows in Zabbix are built from screens. So the first thing we have to do is create screens in Zabbix that we like. We can then create a slideshow from it by adding screens to the slideshow. It is possible to create multiple slideshows.
There's more...
In slideshows the minimum time between 2 screens is 5 seconds. Even if you put 2 or 4 seconds the minimum delay will be 5. If you try to fool Zabbix by creating a delay of 5 and using the multiplier of 0.5, then the delay between 2 screens will still be 5 seconds.
See also
Building maps in Zabbix
Maps in Zabbix are a visual representation of your infrastructure. In maps, it is possible to see where the problems are in a visual way. Maps are a kind of interactive network diagrams where we connect individual elements with lines that can show us when a host is unreachable.
Getting ready
For this Zabbix recipe to work, we need a Zabbix server and a host with on server and host a Zabbix client installed. We also need to have the Zabbix server templates attached to the server and the Linux OS templates attached to both hosts. We obviously also need a Zabbix account with super administration rights.
How to do it...
How it works
In Zabbix we can build maps to visualize our environment. We can add backgrounds like the building layout or a world map to visualize the location of our infrastructure. To make our maps more dynamic we can make use of macros. With those macros we can show information that we have gathered from our servers with items. To make things even more dynamic, we can also make use of triggers in our maps to mark on our map when a status is changed, example. when a line goes down or CPU load is too high.
In the link Label, we had to specify our hostname instead of using the macro {HOST.HOST}. This is because we are linked to two servers and Zabbix will be confused if both servers have the item net.if.out[eth0]. So in this case, we have to tell Zabbix from which server we want the data.
There's more...
To align icons on the map, it is possible to work with a grid. Normally, there is a grid visible that we can deactivate in the map menu by selecting Grid show on/off. The size of the grid can be changed and we can press the Align icons button to align our icons on the grid. When you have a lot of servers in many places, it can make sense to create a map for each location.
It is possible to link maps with maps. Zabbix will show you on the main map when there is an issue in one of the buildings. From the main map, you can then click and go to the map where the issue is.
Tip
If you have a lot of servers on your map all connected with each other by lines, it can make sense to use invisible lines and only show lines in red to mark them as problematic.
See also
https://www.zabbix.com/documentation/2.4/manual/appendix/macros/supported_by_location
Creating reports
In this recipe, we will show you how to create reports in Zabbix. Zabbix provides us with some predefined reports, but we can also create our own reports.
Getting ready
For this, we need a Zabbix setup properly configured with the Zabbix super administration account.
How to do it...
Tip
One of the limitations in Zabbix is that when we create reports, they will be created on the fly but there is no option to save them. In big setups creating reports on the fly can be database-intensive. The STATUS OF ZABBIX is exactly the same as the status on the front page of Zabbix that is only available for the super administrator accounts.
How it works
In the reports menu, we have a few options in Zabbix. First, we have the STATUS OF ZABBIX that shows us exactly what the super administrator sees on the front page of Zabbix. Next we have the Availability report and the Triggers top 100 report where we make use of host or hostgroup and time to see some information from our items.
The option Bar reports gives us a more flexible way to visualize our data and gives us also the possibility to scale our data based on certain periods.
See also
Generating SLA reports
Most of the times, managers are not interested in how much disk capacity we have or how many CPUs we have in our servers. They are more interested in whether or not we are able to deliver our services. So in Zabbix SLA reporting is called IT services.
Getting ready
For IT services to work, we only need a properly configured Zabbix server with administration rights. It is also good to have the agent installed on your server to have it linked with the agent template.
How to do it...
How it works
IT services are calculated based on our items that we have created. Under the root, we had created a service, Zabbix Server SLA. Normally you would create there a service per server or per service such as Apache, DNS, and so on.
Then you would, like we did, add all items related to that kind of service. Zabbix will then calculate the SLA per item and show you the total SLA per service.
There's more...
It's good to keep in mind that IT services are calculated from the moment we create them.
See also
Chapter 8. Monitoring VMware and Proxies
In this chapter, we will cover the following topics:
Introduction
In bigger companies, monitoring will involve virtual machines, machines in DMZ and machines in other locations including other parts of the world.
To help you out with these problems, this chapter will teach you to set up VMware monitoring in Zabbix and also explain you how to set up proxies and use them.
Configuring Zabbix for VMware
When we talk about virtualization, there are many solutions in the market these days. The biggest player is still VMware, and Zabbix made it much easier for us to monitor our VMware infrastructure. In this recipe, we will show you how to set up VMware monitoring in Zabbix.
Getting ready
For this recipe to work, we need of course, a Zabbix server with the necessary admin rights and of course a VMware server that we can monitor. VMware monitoring is available since Zabbix 2.2. The minimum required version of VMware vCenter or vSphere is 4.1.
How to do it…
If you compile Zabbix, then make sure that you compile it with the --with-libxml2 and --with-libcurl options, else VMware monitoring will not work.
The username and password are obvious. For the {$URL} field, we need to add the URL to the vCenter API; this should be https://MyVcenter/sdk where MyVcenter is the DNS name or even better the IP to your vCenter.
How it works…
Zabbix comes with some ready-made templates to monitor our VMware server. The only thing we need to do is provide Zabbix with the needed credentials such as the username, password, and the proper link to the SDK from our VMware server. It would be best if the account that we use here is an account that is only available for Zabbix as the credentials are easy to read by anyone with Zabbix administration rights.
There's more…
If the user is in a Windows domain, you need to define the macro {$USERNAME} such as this: MYDomain\SomeUser.
See also
Monitoring VMware
After you have configured VMware in Zabbix, you would obviously like to know how to monitor your infrastructure. Zabbix made this quite easy by providing standard templates and low-level discovery. If you would like to know more about low-level discovery, then have a look at Chapter 9, Autodiscovery.
Getting ready
To be able to successfully perform the steps in this recipe, you need to have a Zabbix server and a VMware server installed with some hosts already configured on the VMware server. You also need to have finished the previous recipe, Configuring Zabbix for VMware.
How to do it…
After we have configured Zabbix for VMware monitoring, the only thing we need to have is some patience. Next we go to Monitoring | Latest data and we select our VMware server from the list. After some time, Zabbix will start to fill in the data.
After waiting for the VMware discovery of our vCenter, Zabbix will start to populate the information of hypervisor and our virtual machines. Latest data grouped by hypervisor or cluster is as shown in the following screenshot:
Some details provided by Zabbix about a single virtual machine are seen in the following screenshot:
How it works…
Once Zabbix is properly configured for VMware; it will access the VMware vCenter and read all information it needs from the SDK. Zabbix has some built-in templates that will be used to link automatically to the hypervisors and VMware guests.
There's more…
Note that the Template Virt VMware template should be used for VMware vCenter and Elastic Sky X (ESX) hypervisor monitoring. The Template Virt VMware Hypervisor and Template Virt VMware Guest templates are used by discovery and normally should not be manually linked to a host.
Note
One of the drawbacks is that Zabbix will create automatically a new guest for each VMware guest and link it to a VMware guest template. This means that if you have a Windows server or a Linux server as guest, then you still need to create a new guest and link it with the correct Linux or Windows templates. This means that each guest will be available twice in Zabbix which is not a proper solution.
There is also another option named vPoller; this is a community solution and is not supported by Zabbix SIA. It was developed as a solution when there was no support yet in Zabbix for VMware monitoring. Because it was developed by the community, it does certain things differently and it might be a better solution for you in certain cases.
Feature | Zabbix with vPoller | Stock Zabbix |
---|---|---|
Discovery of vSphere objects | Yes | Yes |
VMware support built in Zabbix | No | Yes |
VMware data center support | Yes | No |
VMware clusters support | Yes | Yes |
VMware Hypervisors support | Yes | Yes |
VMware virtual Machine support | Yes | Yes |
VMware datastore support | Yes | Basic |
Is easy to extend | Yes | No |
Is scalable | Yes | Yes |
VMware monitoring with older Zabbix releases | Yes | No |
Note
vPoller can be found at http://unix-heaven.org/node/114.
Tip
If you would like to monitor Kernel-based Virtual Machine (KVM) with Zabbix then you could make use of the implementation that was made by another community member. This implementation will auto-discover your KVM machines and add them into Zabbix: https://github.com/bushvin/zabbix-kvm-res.
See also
Installing a proxy
In this recipe, we will show you how to install a proxy in your network. The installation of a proxy is very straightforward as you will see. However, monitoring and configuring the proxy can be more complicated. For this reason, we have split up installation and the different types of configuring a proxy in this chapter.
Getting ready
What we need for this recipe is of course, our Zabbix server with super administrator rights. We need an extra machine to install our proxy.
How to do it…
As the proxy is a lightweight version of the Zabbix server, the installation procedure is almost exactly the same.
rpm -ivh
http://repo.zabbix.com/zabbix/2.4/rhel/6/x86_64/zabbix- release-2.4-1.el6.noarch.rpm
yum install zabbix-proxy-sqlite3
chkconfig zabbix-proxy on
-A INPUT -m state --state NEW -m tcp -p tcp --dport 10051 -j ACCEPT
service iptables restart
vi /etc/zabbix/zabbix_proxy.conf
Change the following parameters
Server=<ip of your zabbix server>
Hostname=<name of your proxy>
DBName=/home/zabbix/zabbix.db
mkdir /home/zabbix
chmod 750 /home/zabbix
chown zabbix:zabbix /home/zabbix
service zabbix-proxy start
tail /var/log/zabbix/zabbix_proxy.log
How it works…
The Zabbix proxy is basically a Zabbix server without a graphical interface with the difference that the proxy will only collect the data and send it to the Zabbix server for processing. So when we install a proxy, we need a database just like we have on the server. In this setup, we made use of a SQLite database and as you have noticed we did not have to install anything. When you make use of a SQLite database, the proxy will create the database and do all configuration work for you.
It is possible to use any database that can be used for the Zabbix server. However, we then need to change the zabbix_proxy.conf file and fill in the correct username and password and tell the proxy to use a MySQLdb, PostgreSQL, or Oracle database.
Another thing that is important when using a real database is to only upload the schema.sql file and never the images.sql, and data.sql files!
There's more…
To monitor large or distributed networks, you can make use of Zabbix proxies. A proxy will then be responsible for a certain number of hosts. The proxy will be the only one talking to the hosts and will forward all the data to the Zabbix server.
The use of proxies is always useful when the Zabbix server cannot reach the hosts due to routing and or firewalls or for hosts in DMZ. The use of a proxy can also be used to monitor resources from outside your network.
The proxy will also reduce database load on the server when you have many hosts to monitor. Since the proxy transmits the data collected in a large block, the database needs only a few large inserts and updates processed. This produces less load than many small operations.
The combination with so-called reverse tunneling (SSH, OpenVPN) allows you to monitor with proxies on networks that can be accessed only through a connection with dynamic IP address.
A proxy can collect data on behalf of the Zabbix server. For this reason, a proxy must be compiled with the same options as the server. When you monitor, for instance, host via SNMP, then the proxy must be built with SNMP support. When you run external scripts, those scripts must be installed on the proxy instead of Zabbix server.
If you use a proxy, remember the following:
See also
Setting up an active proxy
Just as with agents in Zabbix, we have proxies that can be active or passive. In this recipe, we will explain you how to configure the proxy as an active proxy and we will show you what parameters are important.
Getting ready
What we need for this recipe is of course, our Zabbix server with super administrator rights. We need an extra machine to install our proxy. You also have to set up your proxy as we showed you in the previous recipe, Installing a proxy.
How to do it…
How it works…
When making use of an active proxy, it is the proxy that logs in to the server. The proxy must connect to the server on port 10051. The server does not have access to the proxy. An active proxy can be used when the proxy uses a dynamic IP address.
There's more…
The settings relating to the accessibility are not handled from the server but from the proxy. Don't forget to check the following settings in the zabbix_proxy.conf file, and possibly align it with your settings from Zabbix server:
UnreachablePeriod, UnavailableDelay, and UnreachableDelay.
See also
Setting up a passive proxy
In this recipe, we will show you how to set up your passive proxy. We will also show you the most important parameters that you need to configure when setting up a passive proxy.
Getting ready
What we need for this recipe is of course, our Zabbix server with super administrator rights. We need an extra machine to install our proxy. You also have to set up your proxy as we showed you in the previous recipe, Installing a proxy.
How to do it…
Proxy Mode = 1
How it works…
When we work with a passive proxy, the proxy will just work like a passive client. The proxy will wait for the server to initiate a connection to fetch all the data from the proxy.
A passive proxy is perfect to use in a DMZ zone where you don't just want your severs to communicate with your LAN. This way the Zabbix server will initiate the connection and fetch all data from the proxy over port 10051.
See also
Monitoring hosts through a proxy
After setting up a proxy, we want to add some hosts to our proxy. In this recipe, we will show you how to link your hosts to the installed proxies.
Getting ready
For this recipe, we need our Zabbix server with an active or passive proxy configured like we have done in one of the previous recipes. We also need a host that we can use to connect to our proxy.
How to do it…
Adding a host to a proxy is a very straightforward method and doesn't take much time:
service zabbix-proxy restart
The proxy will also show the number of items and the required Virtual Private Server (VPS).
How it works…
As we have seen in our schemas, once a proxy is in place, the host(s) will only communicate with the proxy once the host is configured correctly. From that moment, the proxy will act as Zabbix server so everything that was done from the Zabbix server will be done from the proxy from now on. So if we want to monitor for example, IPMI, we will have to install the correct libraries on our proxy. If we want to run external scripts, then we need to install them on the proxy instead of the Zabbix server.
There's more…
Triggers are always evaluated by Zabbix server. The proxy will only collect the data and give it to the Zabbix server. It is very important once you set up proxies that you make use of the NTP server so that the time between Zabbix server, proxies, and hosts is always OK!
Don't forget that the ProxyConfigFrequency=3600 option is standard. That means, that if you change something on the proxy, the proxy will only be notified of those changes after 3600 seconds. The next command example will reload the configuration cache so that the active proxy will ask the server for the latest configuration:
zabbix_proxy -c /etc/zabbix/zabbix_proxy.conf -R config_cache_reload
See also
Monitoring the proxy
Having a proxy is nice, but how do you know that your proxy is still running fine? Are the buffers big enough? Do we need to optimize certain settings? And probably most importantly, how do you know when your proxy is not reporting any data? In this recipe, I will show you the answers to those questions.
Getting ready
What do we need ? As usual, we need our Zabbix server with super administration rights and of course, a Zabbix proxy properly configured as we have seen in the recipes setting up an active or a passive proxy.
How to do it…
{Zabbix server:zabbix[proxy,Proxy1,lastaccess].fuzzytime(180)}=0
How it works…
In case of active proxy, it will be the proxy sending an heartbeat to the Zabbix server to report that he is still online. In case of passive proxy, it will be the Zabbix server checking for the proxy. Our trigger will look into both cases for the latest time the proxy was reached or had reported that it was still available and check how long it has been. In our case, the alarm will be sent after 180 seconds.
There's more…
The proxy reports to the Zabbix server with some kind of heartbeat. Make sure you check the configuration from the proxy, so that it reports in regular times to the Zabbix server. For the active proxy, this is the option HeartbeatFrequency and for the passive proxy, you can look in the Zabbix server configuration for the option ProxyDataFrequency.
Tip
Zabbix has provided us with a special template for the proxy, Template App Zabbix Proxy. Linking this template will show you the inner health of the proxy. Here you will be able to see if buffers are too small or if we need more pollers and so on. Another option to monitor your proxy can be the installation of a full Zabbix client.
Chapter 9. Autodiscovery
In this chapter, we will cover the following topics:
Introduction
Zabbix, as we have seen so far, is a nice tool for monitoring and is very flexible. However, configuring Zabbix can be a real daunting task. Zabbix has created some tools that we can use to make our life much easier by automating things. In this chapter, we will see how to automate certain aspects in Zabbix.
Configuring network discovery
When we want to do some automation in our network, the first thing that we have to do is the configuration of the network discovery tool in Zabbix. This way we can detect devices in our network based on some pre-defined settings such as devices with certain services active, pingable, and so on. In this recipe, we will show you how to configure the network discovery tool. Later we will show you how to automate things based on the discovery tool.
Getting ready
For this recipe to work, we need a Zabbix server with an administrator account or a super admin account.
Tip
Before Zabbix 2.4.4 IP range matching was possible by specifying a range like 192.168.1.1-255. That however, was not sufficient for easily specifying multiple subnets.
Since Zabbix 2.4.4 the range option has now been extended to also allow specifying a range like 192.168.1-10.1-255.
How to do it...
How it works
When creating a discovery rule, Zabbix will scan the network range given in our configuration for hosts that can be reached based on our checks that we have defined. For this to work, you need to make sure that the subnet is reachable by Zabbix as the Zabbix server obviously cannot route to networks by itself.
Once a device is discovered, Zabbix will create an event. You can go to Monitoring | Events and select Discovery from the dropdown box under Source on the top right.
There is more…
Since Zabbix 2.2.0, the hosts discovered by different proxies are always treated as different hosts. Discovery will not do much by itself and you would probably want to create some actions later based on the discovery rules you made. It's probably best to keep your discovery rules disabled until your action is created, as actions will be launched once events are generated.
Zabbix will periodically scan the IP ranges that were defined in network discovery rules. The frequency at which Zabbix does this is configurable for each rule individually. However every rule will only use one process.
Remember that the delay in seconds is the amount of time Zabbix will wait to start the next scan once the first scan is finished. This way, you will not initiate too much unneeded traffic on your network.
See also
Automation after discovery
After we have done some discovery of our devices on the network, it's time to do something with our discovered items. In this recipe, we will show you how to create some devices in Zabbix after we have discovered them.
Getting ready
For this recipe to work, we need our Zabbix server with already configured network discovery such as in the previous recipe, Configuring network discovery. And of course, we also need a device that can be discovered on our network. For this recipe, it's ok if we can ping our device.
How to do it...
How it works
In our Actions tab, we have defined a new action for the event source Discovery. Zabbix presented us 3 different tabs. In the first tab, we only filled the name of our action but we can do more. We can tell Zabbix to inform us by mail when an action was launched and for this, we can make use of the Default message box and Default subject box to inform us with the details we want to know. Look in the See also section for a URL that points to the list of macros that can be used.
The next tab that we had to fill in was the Conditions tab, where we have defined the condition Zabbix had to check before doing our operation. Our condition here was to look if the device was discovered. More complex things can be done here. We can look, for example, for devices in certain IP ranges or for certain kernel versions or only for devices that have FTP or SNMP ports enabled. It's a good practice in general to look for a certain uptime or downtime before adding to or removing a device from Zabbix.
In the Operations tab, we have told Zabbix what to do once the device was discovered and in the example we have told Zabbix to add the host. Once again more complex things can be done here, such as sending a message, linking it to a template, removing a host or even launching a custom script, and so on.
There is more…
Make sure that the network discovery is properly configured and still on DISABLED. This is very important because our registration will only work once an event is created. It's better to configure all the actions and then enable network discovery, else you will have to wait till new events are created.
See also
Active agent autoregistration
Another way to do some automation in Zabbix is to automate the registration of active clients. It is possible to register an active Zabbix client automatically in the Zabbix server once it is detected.
Getting ready
For this recipe to work, we need our Zabbix server with administrator rights and of course a Zabbix agent that is configured to be an active agent. Make sure that the agent is set up and not added to the Zabbix server yet, as this is what we will automate in this recipe. In production, this will be an added value as we can automate in Zabbix the discovery and configuration of new hosts in our environment. For instance, when an administrator installs new servers with a golden image or with some configuration management tools, the server will automatically be detected by the Zabbix server and / or added to a group and linked with a template.
How to do it ...
How it works
The automatic agent registration works only with active agents, so we need to make sure that in the zabbix_agentd.conf file the option ServerActive= is filled in with the address of our Zabbix server (or proxy).
We have to create an action just as we do with the network discovery; however it is not needed to do any network discovery in this case.
In the Action we have defined a new name for our action and we could add a subject and a message to inform us, for example by email, once an agent has been registered.
In the Conditions tab, we have not added anything but it would be possible to filter for only certain hostnames, host metadata, or proxies.
In the Operations tab we told Zabbix to add the host to Zabbix once conditions were met. Here we have many more options. We could also send a message, add the host to a group, link it with a template, launch a remote command, and so on.
There is more…
To get information for the host metadata we have to configure this data in the zabbix_agentd.conf file. There are two lines in the agent configuration file HostMetadata and HostMetadataItem that can be used for this. This can be useful if you would like to define certain servers as, for example, web servers, database servers, and so on.
Tip
It's in general a good practice not to add and remove clients when discovered or when not discovered anymore, as a host may be unreachable or an agent can be installed on a temporary machine. It's probably wise to use a certain delay before an action is taken.
Zabbix states that an auto-registration attempt happens every time an active agent sends a request to refresh the active checks to the server. The delay between requests is specified in the RefreshActiveChecks parameter of the Zabbix agent. The first request will be sent immediately after the agent is restarted.
See also
Low-level discovery
In Zabbix, another way to automate is to make use of low-level discovery. This way Zabbix can automatically create items, triggers, and graphs. At the moment, there are four types in Zabbix that can be discovered out of the box. Zabbix is able to discover filesystems, network interfaces, CPUs, cores, and SNMP OIDs.
Getting ready
For this recipe, we will need our Zabbix server and a Zabbix linux host. The Zabbix host just needs to be properly installed and added to the Zabbix server, but without any templates linked to the hst. On the Zabbix server we need administrator rights.
How to do it ...
How it works
The first thing we did was create a discovery rule to tell Zabbix what to discover. This could be a filesystem, network interface, CPU, CPU cores, or an SNMP device. In our case, it was a filesystem.
We added a filter. This filter was already defined in Zabbix so we just had to point to this filter. Filters can be made by making use of regular expressions. You can check out the filter we have used under Administration | General | Regular expressions.
There are already some filters defined for filesystems, network interfaces, and SNMP storage devices. Once our discovery rule was defined and our filter was added we made an item prototype. An item prototype will tell Zabbix what items it has to discover. In our item prototype, we made use of the macro {#FSNAME} in our key instead of the name of our filesystem. For example: /, /usr, /var, and so on.
There's more…
Once an item is not discovered anymore, it will receive an orange indication with an exclamation mark in the items list. When you hover your mouse over, it will show you how much time is left before the item will be removed from the items list. This time can be set in the option Keep lost resources period (in days) in the general Discovery rule.
Since Zabbix 2.4, it is possible to add more than one filter. Earlier, one could add just one filter in a low-level discovery rule.
A user can also define his or her own types of discovery. For this to work, you have to follow a particular JSON protocol. More information with examples on how to do this can be found in the Zabbix documentation.
See also
Chapter 10. Zabbix Maintenance and API
In this chapter, we will cover the following recipes:
Introduction
So far we have seen how to set up Zabbix to get information from our hosts and to get notified when things go wrong. In this chapter, I will try to show you how to do some maintenance tasks in Zabbix and explain you how to improve the performance. We will also have a quick look at the API.
Maintenance periods
In Zabbix, it is possible to create a maintenance period for the times we need to do some maintenance on our servers. It would be awkward to get a bunch of notifications when we know that our servers are down for a certain period of time. In Zabbix we can split maintenance periods in two major types, maintenance with and without data collection.
Getting ready
For this recipe, we need our Zabbix server with administrator rights. We also need at least one host set up and added in our Zabbix configuration. We will make use of this host to show you how to add a host or a group in maintenance period.
How to do it...
How it works…
From the Maintenance tab, we have selected the start and the end day of our maintenance period. We also told Zabbix to collect or not collect data.
We then went to the Periods tab. In this tab, we were able to do some more fine-tuning in our maintenance schedule, for example, recurring periods on a weekly basis.
From our Periods tab, we went to the Hosts & Groups tab where we selected all hosts and / or host groups that we wanted to place in maintenance.
There's more…
During a maintenance period With data collection, Zabbix will process triggers and create events as usual. So when we reboot servers or shutdown services, we will get notified about those events. If you would like to skip notifications during the maintenance period, then we have to put the Maintenance status = not in maintenance in the trigger action by navigating to Configuration | Actions | Triggers.
If a trigger generates an event during the maintenance period, then once the maintenance period has ended, an additional event will be created. This is to make sure that if a problem happened during the maintenance period, you will get notified about the problem if it is not resolved even after the maintenance period is over.
Tip
Remember that there are two types of maintenance periods:
With data collection: Data will be collected by the server during maintenance, triggers will be processed, and event will be created.
No data collection: Data will not be collected by the server during maintenance period. Last check in latest data will stay at the same time.
See also
Monitoring Zabbix
When you run Zabbix, it's not always easy to know how many pollers you need, for example for SNMP, IPMI, and so on. To find out more about this, Zabbix has some built-in health checks. In this topic, we will show you how to read them.
Getting ready
For this recipe, make sure that you are a Zabbix administrator and that you have your agent configured on the Zabbix server. Also make sure that the template Template App Zabbix Server is linked with your Zabbix host.
How to do it
From the menu, go to Monitoring | Latest data and select the Zabbix server as host to see. Select Zabbix server from the item list to get an overview of the data of all items:
Here we have an easy overview of how much our pollers are busy or idle. Remember that in our Zabbix 2.4, we have graphs automatically generated in Latest data, so we can click on those graphs and see easy if, for example, at a certain time pollers were not enough available.
The data that we see here is based on the internal items, more specifically this one: zabbix[process,<type>,<mode>,<state>].
With this item, we first have to choose a process type that we want to monitor. We select a type from a long list.. Here we specify what we want to monitor, be it a trapper, ICMP pinger, housekeeper, or anything else.
Next we specify the mode. The mode will tell us what data we want to see from our process, for example .avg, max, min, and so on.
And as last option, we specify the state from our process. Here we will specify if we want to monitor the busy or idle state from our process.
For a full list of types that can be used, check the Zabbix documentation and look for zabbix[process,<type>,<mode>,<state>].
https://www.zabbix.com/documentation/2.4/manual/config/items/itemtypes/internal.
See also
Backups
Once you have your Zabbix server up and running, it's important to back up your Zabbix configuration in case you should run into problems. In this topic, we will cover what we need to backup and how to do it. While it's not really a recipe on how to backup as each Zabbix set up is different and not everybody uses MySQL or PostgreSQL, we will show you how to run your backups.
Getting ready
For this recipe to work, all we need is a working Zabbix server with a MySQL database.
How to do it...
In the crontab of your server, add the following line:
1 0 * * * mysqldump -u <user> -p<password> <zabbixdb> > /backup/zabbix_db_backup
How it works…
This recipe showed a basic backup of the MySQL database of our Zabbix server. When we backup Zabbix, it depends on what database we have used to do our backup. To avoid locking, it is possible to make use of tools such as Percona XtraBackup. When you work with PostgreSQL, you could make use of the pg_dump utility.
The database is the most important backup in Zabbix, as all information is stored in the database. In this example, we have a backup running every night 1 minute after midnight to the volume / backup. This volume can be a volume mounted on a different server or NAS.
There's more…
This backup solution is not perfect but works in small Zabbix setups. It's actually far from perfect as it will create some heavy loads in bigger setups. For those setups, there are other solutions, such as database replication or a dump excluding the history and the trends table as it's the tables that take up a lot of space and time to dump.
Another solution could be to write a small script that does the database dump and checks if the dump was OK and monitor this output with Zabbix to get notified in case of issues.
Also important to remember is to backup your frontend files in case you have tweaked your frontend. Another important thing to backup is your zabbix_server.conf file as it will probably change during time. Same goes for the agents and the proxy servers in your network.
The backup of those files is not a Zabbix job. For this, you have your trustworthy backup softwares such as Zmanda, Bacula, and so on. However, it could be useful to create your script so that it collects all files in one .tar.gz file.
If you make use of mysqldump program, make sure you add some options such as --single-transaction to avoid database locking. Having a backup of your externalscripts directory can come in handy.
Making a backup of your templates by exporting them in Zabbix can also be easy later when you want to install a new Zabbix server or a Zabbix server for testing.
See also
Avoiding performance issues
Once you have mastered Zabbix and your installation is up and running, there are probably some performance issues that will pop up over time. In this recipe, we will try to show you how to tweak your Zabbix for the best possible performance. Once again this is not really a recipe as not every Zabbix server is the same, but useful to check and remember when you install Zabbix.
Getting ready
For this all we need is a running Zabbix installation. We don't need to have performance issues but if you have them, I hope we can solve them with our guidelines and tips.
How to do it...
When you install Zabbix, make sure you always have the latest version of Zabbix. Each version released over the years has had major improvements; so it's very useful to update for performance considerations if not for the new features.
Upgrade your database! It doesn't matter if you run on PostgreSQL or MySQL or anything else. Databases improve and especially for MySQL, major improvements were made in the latest versions and for PostgreSQL since 8.x version. Don't stay with the version that comes with your distribution. Also MariaDB an or PerconaDB could be good alternatives. Of course always check if the version is supported by Zabbix.
If possible, buy Solid-state Drive (SSD) drives for the database. This will increase the NVPS dramatically that Zabbix can write into the database. If SSD is still too slow for your set up, try PCIe SSD disk if you can afford the price tag that comes with it.
Check your items interval and make sure you don't check every 30 seconds where you don't need to check. Remember Zabbix will put everything in a database. Checking too aggressively can not only bring down your Zabbix server but also your hosts. For example, checking all ports on a switch every 30 seconds for all parameters won't do much good to your Zabbix server and especially to your switch.
The number of items you monitor can also be an issue if you monitor too many things. It will take up resources that you can use for other items.
Remember points 4 and 5 and then look at the templates and delete or disable all items you don't need and change the intervals. Standard templates in Zabbix are mostly ok for small setups but too aggressive to be useful in larger environments.
Make use of proxies where it's possible to take away some load of the database. Remember the proxy will collect all data and then send it in one batch to the Zabbix server or the Zabbix server will collect it every x number of seconds. Proxies will also do other tasks such as SNMP and IPMI monitoring. (https://www.zabbix.com/documentation/2.4/manual/distributed_monitoring/proxies).
Make use of active items as much as possible. Remember the Zabbix server will contact agents to ask for the data in case of passive agents. Making use of an active agent will take this load away as the active agent collects all data and sends it to the Zabbix server. The active agent also has a buffer, so data will be sent in big blocks reducing the write jobs to the database.
Making use of a dedicated database server can also be a huge advantage as the disks will be dedicated to the database only.
Avoid Redundant Array of Independent Disks (RAID) 3,4,5, and 6 for your databases! RAID 1+ 0 is probably a good choice but expensive. Also stay away from software raid and make use of battery-backed RAID controllers.
Do some database tweaking. The standard configuration of your database is not made for optimal performance and is different for each setup. There are some handy tools that can tweak your database such as MySQLTuner-perl or PgTune. Check the See also section of this recipe for links to those tools.
Tune Apache just as you tuned your database. Don't know where to start? Take a look in the See also section where I have added a few URLs to get you started.
Add lots of RAM; the more RAM you have the better. It would be perfect if the database fits in your RAM).
Another solution used in bigger setups is making use of database partitioning. This way historical data can be split up, for example, per month instead of keeping everything in one big table. This makes looking up data more quick, also backing up will be faster as we only have to back up the latest data. For information on how to do this, look at www.zabbix.org. Here you will find some guides on how to partition your PostgreSQL or MySQL database.
Check housekeeper; make sure it's not busy all the time or removing too much data for a long period.
Tune your templates, don't gather data every 10 seconds on every item and don't keep data longer then needed in the history and trends database.
Triggers with min, max, and avg are slower than last() and nodata() functions as Zabbix needs to calculate this data. Avoid them if not needed.
Polling data by SNMP, agent less or passive agents is slower compared to traps and active agents.
Text and string data types are slower to process than numeric data types.
See also
Zabbix API
Once you have your Zabbix server up and running, you would probably like to integrate it in the rest of your infrastructure. This is where the Zabbix API comes into picture. By using the API, we can extend Zabbix and integrate it with our other solutions. In this chapter, we will show you how to connect to the API and explain you the basics to interact with it.
Getting ready
In this recipe, we only need our Zabbix server with the super administration account.
How to do it...
yum install curl
curl -s -i -X POST -H 'Content-Type: application/json-rpc' -d '{ "params": { "user": "<user>", "password": "<password>" }, "jsonrpc": "2.0", "method": "user.login", "id": 0 }' 'http://127.0.0.1/zabbix/api_jsonrpc.php'
The output should look more or less like the following lines:
HTTP/1.1 200 OK
Date: Sat, 27 Dec 2014 12:43:31 GMT
Server: Apache/2.2.15 (CentOS)
X-Powered-By: PHP/5.3.3
Access-Control-Allow-Origin: *
Access-Control-Allow-Headers: Content-Type
Access-Control-Allow-Methods: POST
Access-Control-Max-Age: 1000
Content-Length: 68
Connection: close
Content-Type: application/json
{"jsonrpc":"2.0","result":"b58610b7bc18ea8579e8d03e38dee665"," id":0}
How it works…
We made use of curl to send a simplified JSON request to the Zabbix API. To be successful in our request, we had to specify some parameters. First, we specified the protocol: "jsonrpc": "2.0". We also had to specify the "method" parameter. This parameter will tell Zabbix what we want to do, for example, create a host or an item or add a template; we made use of the user.login option. With the params option we were able to specify our login and password to log into the API. The id parameter is a field that is being used to tie a JSON request to its response so that each response will have the same ID.
From Zabbix, we then received the authentication information back in a JSON format. "result": the authentication token that we can use to identify us in our next tasks. And the "id" parameter that belongs to this response. The id is an arbitrary identifier of the request that was made by us.
There's more…
The Zabbix API was added to Zabbix since version 1.8 and has evolved since then in every version. Since Zabbix 2.0, we can say that the API has been stable. So it's very important that if you write some code, you know what version of Zabbix you are using. Make sure you check what has been changed in the API before you upgrade Zabbix as things may be broken after the upgrade.
If you make use of a Zabbix server where frontend, database, and backend are split, then remember that the Zabbix API runs on the frontend.
A reference of all methods that can be used when programming can be found here: https://www.zabbix.com/documentation/2.4/manual/api/reference.
Tip
It's probably wise to create a special user for the Zabbix API and to remember that it's better to use HTTPS than HTTP, else passwords and logins will be send unencrypted.
To make life more easy when programming the API, Zabbix provides us a list of third-party libraries that can work with the API. Those libraries can be used in Python, PHP, Ruby, and so on. Check See also for a URL with a full list of libraries.
Zabbix adds for every method, examples to show you how to use the API. Those are based on the PHP language.
For example, here we see how to add a host to Zabbix by making use of the host.create method.
https://www.zabbix.com/documentation/2.4/manual/api/reference/host/create.
See also
API by example
As it's always easier to understand things when you see a working example, I have added a simple example that you can use to create hosts, link them to a template and add them to the correct group.
Getting ready
For this recipe, we only need our Zabbix server with the super administrators account that was created at the installation. We need to install the Zabbix agent on the Zabbix server. There is no need to change any of the parameters just make sure that the Zabbix server is monitored by Zabbix. Once it is working, remove the Zabbix server host from the list of hosts in Zabbix as we will add it again by making use of the API.
How to do it...
yum install http://fedora.cu.be/epel/6/i386/epel-release-6-8.noarch.rpm
yum install python python-pip
pip install pyzabbix
#!/usr/bin/python
from pyzabbix import ZabbixAPI
# IP of the Zabbix server
ZABBIX_SERVER = 'http://127.0.0.1/zabbix'
# Host Parameters
host_name='Zabbix server'
ip='127.0.0.1'
group='Zabbix servers'
template='Template App Zabbix Server'
port=10050
login='Admin'
password='zabbix'
zapi = ZabbixAPI(ZABBIX_SERVER)
# Login to the Zabbix API
zapi.login(login, password)
group_id = zapi.hostgroup.getobjects(name=group)[0]['groupid']
template_id = zapi.template.getobjects(name=template)[0]['templateid']
print(group_id)
print(template_id)
zapi.host.create (
{
"host": host_name,
"interfaces":[{
"type":1,
"dns":"",
"main":1,
"ip": ip,
"port": port,
"useip": 1,
}],
"groups": [{ "groupid": group_id }],
"templates": [{ "templateid": template_id }],
})
print('Host Added')
python zabbix_host_add.py
When the script has run, you should see some output with the groupid and the templateid parameters and at the last line you will get a message that says: 'Host Added'.
Now let's go to Zabbix to Configuration | Hosts and you should see your Zabbix server back in the list linked with the correct Zabbix template added to the correct group Zabbix servers.
How it works…
By making use of PyZabbix, we added a host to our Zabbix server in an easy way. First we defined some parameters such as username, password, hostname, hostgroup, and template. Then we told PyZabbix to authenticate us on the Zabbix server through the API. PyZabbix then gathered the correct ID information for the template and the group we had specified. Next we launched zapi.host.create file with all the parameters specified that are necessary to create a new host.
Tip
The API documentation can be really difficult to understand; you probably have to do some trial and error before you understand how it works.
See also
Appendix A. Upgrading and Troubleshooting Zabbix
In this appendix, we will cover:
Introduction
In this appendix, we will cover a few topics that cannot be placed in a recipe but that are important in order to make optimum use of Zabbix. We will show you some best practices when working with Zabbix and give you some hints on how to troubleshoot when you run into problems. Another important thing to know is how to upgrade your Zabbix installation and what are the problems that you may encounter. We will also see what is coming up in the next version of Zabbix and learn about communities you can seek help from to resolve any issues.
Some guidelines to upgrade Zabbix
First we will talk about some guidelines to follow when you want to upgrade your Zabbix installation.
Zabbix works with a <major>.<minor>.<patch version> numbering. What does this mean? For example, in Zabbix 2.4.1, we have three numbers—the first number is the major version number. So when Zabbix moved from 1.8 to 2.0, we had a major upgrade. The next number is our minor number. The third number is the patch version. Now when we upgrade Zabbix, it is important to know that when the patch version changes, it means that small fixes or small new features are added to Zabbix. Those features never have impact on the database, so updating binaries from your frontend and server alone should be enough.
However, when Zabbix changes the major or the minor number, new features are introduced that have probably made some changes to the database. In this case, it is important to do a database upgrade first.
Also when you download Zabbix you will sometimes see versions that are even and odd. For example, 2.4 and 2.3 releases. The odd releases in Zabbix are the test releases and you should stay away from them in production. The even release is what will be the next release in the future after testing and debugging.
Another important thing to remember is that proxies are like small Zabbix servers. It is important to update your proxies to the same version as your Zabbix server. These components must be upgraded. If you update proxies at later stages, there are chances that you might miss some data which are collecting through the old Zabbix proxy server together.
Agents on the other hand can still work even if they run the most basic version of Zabbix. But don't forget that new versions bring new features, so you probably miss some features and some improvements on stability, memory usage, and so on.
Upgrading your Zabbix installation
You now probably want to know how to upgrade your installation and you probably think it is a painful process, but it isn't! Since version 2.2, upgrading Zabbix is so easy that we will cover the process in no more than a page!
Note
If you use binaries (you always should in production) then the first thing you need to do is make sure you have a backup in case things go wrong.
There are two ways of upgrading:
If you only want to upgrade the minor version (for example, 2.4.0 to 2.4.1) then running an update of your package manager should do the trick, for example, yum update zabbix*. Don't forget to restart services once it's done.
If you want to upgrade Zabbix to a new <major> or <minor> version, for example, 2.2 to 2.4, the follow these steps:
Tip
In the case of SQLite, the database is not upgraded and the common approach is to delete the SQLite database. If you use MySQL or PostgreSQL, the database of the proxy will be upgraded automatically, just as on the Zabbix server.
Troubleshooting in Zabbix
Sometimes Zabbix can be a real pain to troubleshoot if you don't know where to look. Here are some pointers:
setsebool -P zabbix_can_network on
sealert -a /var/log/audit/audit.log
SELinux will tell you what it has blocked and why, and it will also try to tell you how to undo this. Most of the time this will work however it's not perfect and sometimes you have to investigate further. To make the sealert parameter working you probably have to install the setroubleshoot package.
For example, creating your own fping module could be done like this:
grep fping /var/log/audit/audit.log | audit2allow -M zabbix_fping
semodule -i zabbix_fping.pp
zabbix_server -c /etc/zabbix/zabbix_server.conf -R log_level_increase
zabbix_server -c /etc/zabbix/zabbix_server.conf -R log_level_increase="http poller"
With the decrease option instead of the increase option you can return back to log level 3.
Zabbix best practices
In this section, I would like to share with you some best practices that you can follow when working with Zabbix:
What to expect in Zabbix 3.0
https://www.zabbix.com/documentation/3.0/manual/introduction/whatsnew300
Zabbix community
When you have finished the recipes in this book, you should have a good understanding of how Zabbix works, but you will probably also have many more questions on how to monitor certain things in your environment.
I encourage you to join the Zabbix community. Zabbix provides a page where all information is gathered from the community, http://www.zabbix.com/community.php.
A lot of information can be found on the Zabbix forums where people have posted questions and received answers for their problems, http://www.zabbix.com/forum.
If you would like to help Zabbix improve or write some hacks of your own then you could download the source code, http://sourceforge.net/projects/zabbix/ or http://www.zabbix.com/developers.php.
If you need some quick support, your best bet is probably the IRC #zabbix channel on Freenode, where lots of people check in every day, including most of the Zabbix developers: http://webchat.freenode.net/?channels=#zabbix.
Most importantly, don't forget to check out the website www.zabbix.org where people from the community contribute all their knowledge. If you have made some templates or if you have created some interesting hacks such as Action simulator project, that tells you why you were not notified by Zabbix, then this is the page for you to share your knowledge with the rest of the community. After all, that's what open source is all about!
If you live in Belgium, then you could join our Zabbix Meetup group where people talk about their Zabbix setup or other interesting things they have done with Zabbix. Feel free to join to learn more or to host a meeting to show us your Zabbix project: http://www.meetup.com/Belgian-Zabbix-User-Group/.
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